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Abstract

First-generatiory-kernelshave a reputationfor beingtoo
slow andlackingsufcient e xibility. To determinewvhether
L4, aleansecond-generatiop-kernel,hasovercomethese
limitations,we have repeatedeveralearlierexperimentsand
conductedsomenovel ones.Moreover, we portedthe Linux
operatingsystemto run on top of the L4 p-kernelandcom-
paredthe resultingsystemwith both Linux running native,
andMKLinux, aLinux versionthatexecuteontopof a rst-
generatiorMach-dervedp-kernel.

For L*Linux, the AIM benchmarkseport a maximum
throughputvhichis only 5% lowerthanthatof native Linux.
Thecorrespondingenaltyis 5 timeshigherfor a co-located
in-kernelversionof MkLinux, and7 timeshigherfor auser
level versionof MkLinux. Thesenumbersdemonstratéoth
thatit is possibleto implementa high-performanceorven-
tional operatingsystempersonalityabove a p-kernel, and
thattheperformancef thep-kernelis crucialto achievethis.

Furtherexperimentdllustratethat the resultingsystemis
highly extensibleandthattheextensiongperformwell. Even
real-timememorymanagemernncludingsecond-lgelcache
allocationcanbeimplementedat userlevel, coexisting with
LALinux.

1 Introduction

The operatingsystemsesearclttommunityhasalmostcom-
pletely abandonedesearcton systemarchitectureshatare
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basedon pure p-kernels,i. e. kernelsthat provide only ad-
dressspacesthreadsandIPC, or anequialentsetof primi-
tives. Thistrendis dueprimarily to thepoorperformancex-
hibited by suchsystemsconstructedn the 1980's andearly
1990%. Thisreputatiorhasnotchangedvenwith theadvent
of fasterp-kernels;perhapsecausehesep-kernelhave for
themostpartonly beenevaluatedusingmicrobenchmarks.

Many peoplein the OSresearcttommunityhave adopted
the hypothesighatthelayerof abstractiorprovidedby pure
p-kernelsis eithertoo low or too high. The “too low” fac-
tion concentratedntheextensible-lernelidea. Mechanisms
wereintroducedo addfunctionalityto kernelsandtheir ad-
dressspaceseitherpragmatically(co-locationin Chorusor
Mach) or systematically Various meanswere inventedto
protectkernelsfrom misbehaing extensionsyangingfrom
the useof safelanguageg5] to expensve transaction-like
scheme§34]. The“too high” factionstartedouilding kernels
resemblinga hardware architectureat their interface [12].
Software abstractiondave to be built on top of that. It is
claimedthatp-kernelscanbefastonagivenarchitecturdout
cannotbe movedto otherarchitecturesvithoutlosingmuch
of theiref ciency [19].

In contrastwe investigatethe pure p-kernelapproachy
systematicallyepeatingearlierexperimentsandconducting
somenovel experimentsusing L4, a second-generatiop-
kernel. (Most rst-generationp-kernelslike Chorus[32]
and Mach [13] evolved from earlier monolithic kernel ap-
proaches;second-generatiop-kernelslike QNX [16] and
L4 morerigorouslyaim at minimality andaredesignedrom
scratch24].)

The goal of this work is to shav that p-kernelbasedsys-
temsareusablein practicewith goodperformancel4 is a
lean kernelfeaturingfastmessage-basexynchronoudPC,
a simple-to-useexternal pagingmechanismand a security
mechanismbasedon securedomains. The kernelimple-
mentsonly a minimal setof abstractionsiponwhich oper
ating systemsanbe built [22]. The following experiments
wereperformed:

A monolithic Unix kernel, Linux, was adaptedo run
asa userlevel singlesener on top of L4. This makes
L4 usablein practice,and givesus someevidence(at
leastanupperbound)onthepenaltyof usinga standard



OS personalityon top of a fastp-kernel. The perfor
manceof theresultingsystems comparedo the native
Linux implementatiorandMkLinux, a portof Linux to
aMach3.0dervedp-kernel[10].

Furthermore comparingL*Linux and MKkLinux gives
us someinsightin how the p-kernel ef ciency in u-
encegheoverall systemperformance.

The objective of three further experimentswas to
shav the extensibility of the systemand to evaluate
the achievable performance. Firstly, pipe-basedocal
communicationwas implementeddirectly on the p-
kerneland comparedo the native Linux implementa-
tion. Secondly somemapping-relatedS extensions
(alsopresenteth therecentiteratureon extensibleker-
nels)have beenimplementedasuserlevel taskson L4.
Thirdly, the rst partof a userlevel real-timememory
managemergystemwvasimplementedCoexistingwith
L*Linux, thesystenrcontrolssecond-leel cachealloca-
tion toimprovetheworst-cas@erformancef real-time
applications.

To checkwhetherthe L4 abstractionarereasonablyn-
dependenbf the Pentiumplatform L4 was originally
designedfor, the p-kernel was reimplementedfrom
scratchon an Alpha 21164, preservinghe original L4
interface.

Startingfrom the IPC implementatiorin L4/Alpha, we
also implementeda lowerlevel communicationprim-
itive, similar to Exokernel’s protectedcontrol trans-
fer[12], to nd outwhetherandto whatextentthe L4
IPC abstractiorcan be outperformecdby a lower-level
primitive.

After a shortoverview of L4 in Section3, Section4 ex-
plains the designandimplementationof our Linux sener.
Section5 then presentsand analyzesthe systems perfor
mancefor pure Linux applications,basedon microbench-
marksas well as macrobenchmarksSection6 shows the
extensibility advantagesf implementingLinux above a p-
kernel. In particular we shaw (1) how performancecanbe
improvedby implementingsomeUnix servicesandvariants
of themdirectly above the L4 p-kernel, (2) how additional
servicescanbe provided ef ciently to the application,and
(3) how whole new classef applicationg(e.g. realtime)
can be supportedconcurrentlywith general-purpos&Jnix
applications. Finally, Section7 discusseslternatve basic
conceptdrom a performancegoint of view.

2 Related Work

Mostof this paperepeatexperimentsiescribedy Bershad
et al. [5], desPlaces,Stephen& Reynolds[10], and En-
gler, Kaashoelk& O'Toole [12] to explore the in uence of
a second-generatiop-kernelon userlevel applicationper
formance. Kaashoelket al. describein [18] how to build a

Unix-compatibleoperatingsystemon top of a smallkernel.
We concentrat®n the problemof portinganexisting mono-
lithic operatingsystento a p-kernel.

A large bunchof evaluationwork exists which addresses
how certainapplicationor systemfunctionality, e.g. a pro-
tocol implementationgcanbe acceleratedisingsystemspe-
cialization[31], extensiblekernels[5, 12, 34, layeredpath
organisatiof30], etc. Two alternatvesto the purep-kernel
approachgraftingandthe Exokernelidea,arediscussedn
moredetailin Section7.

Mostof theperformancevaluationresultspublisheckelse-
wheredealwith partsof the Unix functionality An analy-
sis of two completeUnix-like OS implementationgegard-
ing memory-architecture-based uences, is describedin
[8]. Currently we do not know of ary other full Unix
implementationon a second-generatiop-kernel. And we
know of no otherrecentend-to-endperformancevaluation
of p-kernel-base@®S personalitiesWe foundno substantia-
tion for the“commonknowledge”thatearlyMach3.0-based
Unix single-sererimplementationgchieveda performance
penalty of only 10% comparedto bare Unix on the same
hardware.For newver hardware,[9] reportspenaltieof about
50%.

3 L4 Essentials

Thel4 p-kernel[22] is basedn two basicconceptsthreads
andaddresspacesA threadis anactiity executinginside

anaddresspace Cross-address-spacemmunicationalso

calledinter-processommunicatior{IPC),is oneof themost

fundamentaji-kernelmechanismsOtherforms of commu-

nication,suchasremoteprocedureall (RPC)andcontrolled

threadmigrationbetweeraddresspacesganbeconstructed
from theIPC primitive.

A basicideaof L4 is to supportrecursve construction
of addressspaceshy userlevel senersoutsidethe kernel.
Theinitial addresspaces, essentiallyrepresentshe phys-
ical memory Furtheraddresspacesanbe constructedy
granting mappingand unmapping e xpagesjogical pages
of size2", rangingfrom onephysicalpageup to a complete
addresspace.The owner of anaddresspacecangrantor
mapary of its pageso anotheraddresspace providedthe
recipientagrees. Afterwards,the pagecan be accessedh
both addresspaces.The owner canalsounmapary of its
pagesfrom all otheraddressspaceghat receved the page
directly or indirectly from the unmapper The threebasic
operationsare securesincethey work on virtual pagesnot
on physicalpageframes. So the invoker canonly mapand
unmappagedhathave alreadybeenmappednto its own ad-
dressspace.

All addresspacesrethusconstructedandmaintainedy
userlevel seners, also called pagers; only the grant, map
and unmapoperationsare implementedinside the kernel.
Wheneer a pagefault occurs,the p-kernel propagatest
via IPC to the pagercurrently associatedvith the faulting



thread. The threadscan dynamically associatendividual
pagerswith themseles. This operationspeci esto which
userlevel pagerthep-kernelshouldsendthe page-aultIPC.
The semanticof a pagefaultis completelyde ned by the
interactionof userthreadandpager Sincethe bottom-level
pagersin the resultingaddress-spackierarchyare in fact
main-memorymanagersthis schemeenablesa variety of
memory-managemepbliciesto be implementecbn top of
thep-kernel.

I/O portsaretreatedaspartsof addresspacesothatthey
canbe mappedandunmappedn the samemannerasmem-
ory pages.Hardwareinterruptsare handledas|PC. The p-
kerneltransformsan incominginterruptinto a messageo
theassociatethread. This is the basisfor implementingall
device driversasuserlevel senersoutsidethekernel.

In contrastto interrupts, exceptionsand traps are syn-
chronousto the raisingthread. The kernel simply mirrors
themto the userlevel. Onthe PentiumprocessarL4 mul-
tiplexesthe processos exceptionhandlingmechanisnper
thread:an exceptionpushesnstructionpointerand ags on
the threads userlevel stackandinvokesthe threads (user
level) exceptionor traphandler

A Pentium-speci cfeatureof L4 is the smalladdress-
spaceoptimization. Wheneer the currently-usedportion
of an addressspaceis “small”’, 4MB up to 512MB, this
logical spacecanbe physicallysharedthroughall pageta-
bles and protectedby Pentiums segmentmechanism. As
describedn [22], this simulatesa taggedTLB for contet
switchingto andfrom small addresspaces.Sincethe vir-
tualaddresspacas limited, thetotal sizeof all smallspaces
is alsolimited to 512MB by default. The describednech-
anismis solely usedfor optimizationand doesnot change
thefunctionalityof the system As soonasathreadaccesses
dataoutsideits currentsmallspacethe kernelautomatically
switchesit backto the normal3 GB spacemodel. Within a
singletask, somethreadsmight usethe normallarge space
while othersoperateon the correspondingmallspace.

Pentium — Alpha — MIPS

Originally developedfor the 486 and Pentiumarchitecture,
experimental 4 implementationsiow exist for Digital's Al-
pha21164[33] andMIPS R4600[14]. Both new implemen-
tationsweredesignedrom scratch.L4/Pentium,L4/Alpha
and L4/MIPS are different p-kernelswith the samelogical
API. However, the p-kernel-internakalgorithmsand the bi-
nary API (useof registers,word andaddressize,encoding
of the kernel call) are processodependentand optimized
for eachprocessar Compilerandlibraries hide the binary
API difference$rom theuser Themostrelevantuservisible
differenceprobablyis thatthe Pentiump-kernelrunsin 32-
bit modewhereagheothertwo are64-bit-modekernelsand
thereforesupportiargeraddresspaces.

The L4/Alphaimplementations basedon a completere-
placemenbf Digital's original PALcode[11]. Short,time-
critical operationarehand-tunecndcompletelyperformed

in PALcode. Longer interruptible operationsenter PAL-

code,switchto kernelmodeandleave PALcode to perform
the remainderof the operationusing standardmachinein-

structions. A comparisorof IPC performanceof the three
L4 p-kernelscanbefoundin [25].

4 Linux on Top of L4

Many classicalsystemsmulateUnix on top of a p-kernel.
For example,monolithic Unix kernelswere portedto Mach
[13, 15] andChorus[4]. Very recently a single-serer ex-
perimentwasrepeatedvith Linux andnewer, optimizedver
sionsof Mach[10].

To adda standardOS personalityto L4, we decidedto
portLinux. Linux is stable performswell, andis ontheway
to becominga de-factostandardn the freewareworld. Our
goalwasa 100%-Linux-compatibleystemthat could offer
all thefeaturesand e xibility of theunderlyingu-kernel.

To keepthe porting effort low, we decidedto forego ary
structuralchangego the Linux kernel. In particular we felt
thatit wasbeyond our meango tuneLinux to our p-kernel
in theway the Machteamtunedtheir single-serer Unix to
thefeaturesof Mach. As aresult,the performanceneasure-
mentsshavn canbe considered baselinecomparisonevel
for the performancehat canbe achiezed with moresigni -
cantoptimizations A positive implicationof this designde-
cisionis thatnew versionsof Linux canbeeasilyadaptedo
oursystem.

4.1 Linux Essentials

Althoughoriginally developedfor x86 processorgheLinux
kernelhasbeenportedto severalotherarchitecturesnclud-
ing Alpha, M68k and SFARC [27]. Recentversionscon-
tain arelatively well-de ned interfacebetweerarchitecture-
dependenandindependenpartsof the kernel[17]. All in-
terfacesdescribedn this papercorrespondo Linux version
2.0.

Linux' architectue-independemgartincludesprocessand
resourcananagementle systemspetworking subsystems
andall devicedrivers.Altogether theseareabout98%o0f the
Linux/x86 sourcedistribution of kerneland device drivers.
Although the device drivers belong to the architecture-
independenpart, mary of themareof coursehardwarede-
pendent. Nevertheless,provided the hardware is similar
enoughthey canbeusedin differentLinux adaptions.

Except perhapsexchangingthe device drivers, porting
Linux to a new platform shouldonly entail changedo the
architectue-dependenpart of the system. This part com-
pletely encapsulatethe underlying hardware architecture.
It provides supportfor interrupt-serviceoutines,low-level
device driver support(e.g., for DMA), and methodsfor in-
teractionwith userprocesseslt alsoimplementsswitching
betweerlinux kernelcontexts, copyin/copyoutfor transfer
ring databetweenkernel and useraddressspaces signal-



ing, mapping/unmappingnechanismgor constructingad-
dressspacesandthe Linux system-calimechanism.From
the users perspectie, it de nesthe kernel's applicationbi-
naryinterface.

For managingaddressspacesLinux usesa three-level
architecture-independepigetable scheme. By de ning
macrosthearchitecture-dependepartmapsit to theunder
lying low-level mechanismsuchashardwarepagetablesor
softwareTLB handlers.

Interrupthandlerdn Linux aresubdvidedinto top halves
andbottomhalves Top halvesrunatthehighestpriority, are
directly triggeredby hardware interruptsand caninterrupt
eachother Bottom halvesrun at the next lower priority. A
bottom-halfhandlercanbeinterruptedby top halvesbut not
by otherbottomhalvesor theLinux kernel.

4.2 L*inux — Design and Implementa-
tion

We choseto befully binary compliantwith Linux/x86. Our
test for compatibility was that ary off-the-shelf software
for Linux shouldrun on L*Linux. Therefore,we usedall
application-binary-intedcede nition headerles unmodi-
ed from thenative Linux/x86 version.

In keepingwith our decisionto minimize L4-specic
changedo Linux, we restrictedall our modi cationsto the
architecture-dependepart. Also, we restrictedourseles
from makingary Linux-speci ¢ modi cationsto the L4 p-
kernel. Porting Linux was thereforealso an experiment
checkingwhethemperformanceanbe achiezedwithout sig-
ni cant p-kernel-directeaptimizationsin the Linux kernel,
andwhetherthe L4 interfaceis truly generalnd e xible.

Underthe constraintamentionedabove, the naturalsolu-
tion is the straightforvard single-serer approachsimilar to
[13]: p-kerneltasksare usedfor Linux userprocessesind
provide Linux servicesvia a singleLinux senerin a sepa-
ratep-kerneltask. Thisis indeedhow we beganour port.

The Linux Server (“Lin ux Kernel”). Native Linux
mapsphysicaimemoryone-to-oneo thethekernelsaddress
space. We usedthe sameschemefor the L*Linux sener.
Upon booting, the Linux sener requestanemoryfrom its
underlyingpager Usually, thisis s ¢, which mapsthe physi-
calmemorythatis availablefor theLinux personalityone-to-
oneinto theLinux sener'saddresspacgseeFigurel). The
senerthenactsasa pagerfor theuserprocessed creates.
For securityreasonsthe true hardware pagetablesare
keptinsideL4 andcannotbe directly accessetly userlevel
processesAs a consequencdhe Linux sener hasto keep
and maintainadditionallogical pagetablesin its own ad-
dressspace. For the sale of simplicity, we usethe orig-
inal Pentium-adaptegagetablesin the sener unmodi ed
aslogical pagetables. Comparedo native Linux, this dou-
blesthememoryconsumptiorby pagetables.Althoughcur-
rent memorypricing lets us ignore the additionalmemory

userprocess
userprocess
userprocess
userprocess

| Linux sener |

| initial spaces , (physicalmemory) |

Figure1: L*Linux AddressSpaces Arrows denotemapping. The
Linux senerspaceanbeasubsetf sg. Althoughplottedassmallerboxes,
theuseraddresspacesanbelargerthanthesener's addresspace.

costs,doublebookkeepingcould decreasspeed.However,
thebenchmarksn Section5 suggesthatthis is not a prob-
lem.

Only a single L4 threadis usedin the L*Linux sener
for handlingall activities inducedby systemcallsandpage
faults. Linux multiplexesthis threadto avoid blocking in
the kernel. Multithreadingat the L4 level might have been
moreelegantandfaster However, it would have implied a
substantiathangeto the original Linux kernelandwasthus
rejected.

The native uniprocessot.inux kernelusesinterruptdis-
abling for synchronizatiorand critical sections. SincelL4
alsopermitsprivilegeduserlevel tasks,e.g. drivers,to dis-
able interrupts,we could use the existing implementation
withoutmodi cation.

Interrupt Handling and Device Drivers. The L4 p-
kernelmapshardwareinterruptsto messageg-igure2). The
Linux top-halfinterrupthandlersareimplementedasthreads
waiting for suchmessagegnethreadperinterruptsource:

interrupt handler thread:
do
wait for interrupt  L4-IPC
top half interrupt handler ()
od .

Anotherthreadexecutesall bottom halves oncethe pend-
ing top halveshave beencompleted Executingtheinterrupt
threadsandthe bottom-halfthreadon a priority level abore
that of the Linux sener threadavoids concurrentexecution
of interrupthandlersandthe Linux sener, exactly ason na-
tive uniprocessokinux.

Linux Server

- wakeup -
main e iy — — =L interrupt
thread —~- - - - ~{ bottom half thread )= - - - =\  threads

send
JREEPPRR. o ) message
. i . Interrupt . 4
. Device —: L4 ]

Figure2: Interrupthandlingin L*Linux.



SincetheL4 platformis nearlyidenticalto abarePentium
architectureplatform, we reusedmost of the device driver
supportfrom Linux/x86. As aresult,we areableto employ
all Linux/x86 device driverswithoutmodi cation.

Linux User Processes. EachLinuxuserprocesssim-
plementedhsanL4 task,i. e.anaddresspaceogethemwith
asetof threadsxecutingin thisspace.TheLinux senercre-
atesthesetasksandspeci esitself astheir associateghager
L4 thencorvertsary Linux userprocesagefaultinto an
RPCto theLinux sener. Thesenerusuallyrepliesby map-
ping and/orunmappingone or more pagesof its address
spaceo/fromtheLinux usemrocessTherebyit completely
controlstheLinux userspaces.

In particulat the Linux sener mapsthe emulationlibrary
andthe signalthreadcode(both describedn the following
paragraphs)nto an otherwiseunusedhigh-addresgpart of
eachuseraddresspace.

In accordancevith our decisionto keepLinux changes
minimal, the “emulation” library handlesonly communica-
tion with the Linux sener anddoesnot emulateUnix func-
tionality onits own. For example,a or system
call is alwaysissuedo thesenerandneverhandledocally.

System-Call Mechanisms. L*Linux systemcalls are
implementedusing remote procedurecalls, i. e. IPCs be-
tweenthe userprocessesindthe Linux sener. Thereare
threeconcurrentlyusablesystem-callnterfaces:

1. a modi ed version of the standardsharedC library
whichused. 4 IPCprimitivesto calltheLinux
sener;

2. a correspondinglynodi ed versionof the li-
brary;

3. a userlevel exception handler (“trampoline”) which
emulateghenative system-caltrapinstructionby call-
ing a correspondingoutinein the modi ed sharedi-
brary.

The rst two mechanismare slightly faster andthe third
oneestablishesrue binary compatibility Applicationsthat
arelinkedagainsthesharedibrary automaticallyobtainthe
performanceadvantagesof the rst mechanism. Applica-
tionsstaticallylinked againstanunmodi ed suffer the
performancelegradatiorof thelattermechanismAll mech-
anismscanbearbitrarily mixedin ary Linux process.

Most of the available Linux software is dynamically
linked againstthe sharedibrary; mary remainingprograms
canbe staticallyrelinked againstour modi ed . We
considethereforghetrampolinemechanisnto benecessary
for binarycompatibilitybut of secondarymportancefrom a
performanceoint of view.

Asrequiredby thearchitecture-independepartof Linux,
the sener mapsall available physicalmemoryone-to-one
into its own addressspace. Exceptfor a small areaused

for kernel-internalvirtual memory the sener's virtual ad-
dressspaceis otherwiseempty Thereforeall Linux sener
threadsxecutein asmalladdresspacesvhich enablesm-
provedaddress-spaavitchingby simulatingataggedTLB
on the Pentiumprocessar This affects all IPCs with the
Linux sener: Linux systemcalls, pagefaultsandhardware
interrupts.Avoiding TLB ushesimprovesIPC performance
by atleasta factorof 2; factorsup to 6 arepossiblefor user
processewith large TLB working sets.

Thenative Linux/x86 kernelalwaysmapsthecurrentuser
addresspacento the kernelspace Copyin andcopyoutare
doneby simplememorycopy operationsvheretherequired
addresdranslationis doneby hardware. Surprisingly this
solutionturnedoutto have badperformancémplicationsun-
derL4 (seeSectior4.3).

InsteadtheL*Linux seneruseghysicalcopyin andcopy-
out to exchangedata betweenkernel and user processes.
For eachcopy operationjt parseghe senerinternallogical
pagetablesto translatevirtual useraddressesto the corre-
sponding‘physical” addresseim thesener'saddresspace,
andthenperformsthe copy operationusingthe physicalad-
dresses.

Signaling.  The native Linux kernel delivers signalsto
user processedy directly manipulatingtheir stack, stack
pointerandinstructionpointer For securityreasonsl.4 re-
strictssuchinterthreadmanipulationgo threadssharingthe
sameaddresspace.Therefore anadditionalsignal-handler
threadwasaddedo eachLinux userprocesgseeFigure3).
Uponreceving a messagérom the Linux sener, the signal
threadcauseghe main thread(which runsin the samead-
dressspace}o saveits stateandenterLinux by manipulating
themainthreads stackpointerandinstructionpointer

user
Enter Linux resume (4)

3
(3) ! |
main

Figure3: Signaldeliveryin L*Linux. ArrowsdenotdPC.Numbers
in parenthesemmdicatethesequencef actions.

Linux User Process
signal
th?ead

forward signal (1) T
Linux Server

manipulate thread (2)

The signalthreadand the emulationlibrary are not pro-
tectedagainstthe main thread. However, the userprocess
canonly damageitself by modifying them. Global effects
of signaling,e.qg. killing a processareimplementeddy the
Linux sener. The signalthreadonly noti es the userpro-
cess.

Scheduling.  All threadsmentionedabore arescheduled
by the L4 p-kernelsinternalscheduler This leavesthetra-
ditional Linux operationwith little work to do.
It only multiplexesthe singleLinux senerthreadacrosghe



multiple coroutinegresultingfrom concurrentinux system
calls.

Wheneer a system call completesand the sener's
rescheduleag is not set(meaningthereis no urgentneed
to switchto a differentkernelcoroutine,or thereis nothing
to do in the kernel), the sener resumeghe corresponding
userthreadand then sleepswaiting for a nev system-call
messager awakeupmessagérom oneof theinterrupthan-
dling threads.

This behaiour resembleghe original Linux scheduling
stratgy. By deferringthe call to until a pro-
cess'timesliceis exhaustednsteadf callingit immediately
assoonas a kernel actvity becomegeady this approach
minimizesthe numberof coroutineswitchesin the sener
andgivesuserprocessethe chanceto make several system
callspertime slicewithoutblocking.

However, therecanbe mary concurrentlyexecutinguser
processesandthe actualmultiplexing of userthreadgo the
processois controlledby thelL4 p-kernelandmostlybeyond
the control of the Linux sener. Native L4 useshard pri-
orities with round-robinschedulingper priority. Userlevel
schedulersandynamicallychangepriority andtime slice of
ary thread.The currentversionof L*Linux uses10 mstime
slicesandonly 4 of 256 priorities,in decreasingrder:inter
rupttop-half,interruptbottom-half Linux kernel,Linux user
process.As a result, Linux processesre currently sched-
uled roundrobin without priority decay Experimentsising
moresophisticatediserlevel schedulersreplannedjnclud-
ing onefor the classicalUnix strateyy.

Suppor ting Tagged TLBs or Small Spaces. TLBs
are becominglarger in orderto hide the increasingcosts
of missesrelative to processorspeed. Dependingon the
TLB size, ushing aTLB uponaddress-spaaavitchinduces
high misscostsfor reestablishinghe TLB working setwhen
switchingbackto the original addresspace.TaggedTLBs,
currentlyofferedby mary processordorm thearchitectural
basisto avoid unnecessaryfLB ushes. For the Pentium
processqrsmall addresspacesoffer a possibility to emu-
late TLB tagging.However, frequentcontext switches— in
the nearfuture, we expecttime slicesin the orderof 10 ps
— canalsoleadto TLB con icts having effectscomparable
to ushes. Two typical problems: (1) dueto extensie use
of hugelibraries, the “hello-world' programcompiledand
linkedin theLinux standardashionhasatotal sizeof 80KB
andneeds32 TLB entriesto execute;(2) identicalvirtual al-
locationof codeanddatain all addressspaceanaximizes
TLB con icts betweenindependenapplications. In mary
casesthe overall effect might be negligible. However some
applicationsge.g., a predictablemulti-media le systemor
active routing, might suffer signi cantly.
Constructing small, compact, application-dependent

address-spadayoutscanhelpto avoid the mentionedcon-
icts. For this reason*Linux offers a speciallibrary per
mitting the customizatiorof thecodeanddatausedfor com-

municatingwith the L*Linux sener. In particular the em-
ulationlibrary andthe signalthreadcanbe mappedcloseto
theapplicationinsteadf alwaysmappingto thedefaulthigh
address-spaaegion. By usingthis library, specialseners
canbe built thatcanexecutein smalladdresspacesavoid-
ing systematiallocationcon icts with standard.inux pro-
cesseswhile neverthelesaisingLinux systemcalls. Exam-
plesof suchsenersarethepageraisedfor implementinghe
memoryoperationglescribedn Section6.2.

4.3 The Dual-Space Mistake

In the engineeringsciences,learning about mistales and
deadendsin designis asimportantastelling successtories.
Thereforethis sectiondescribes majordesignmistale we
madein anearlyversionof L*Linux.

For eachLinux processnative Linux/x86 createsa 4 GB
addressspacecontainingboth the userspaceand the ker
nel space. This makesit very simplefor the Linux kernel
to accesauserdata: addresdranslationand page-ault sig-
naling are done automaticallyby the hardware. We tried
to imitate this approachby also mappingthe currentpro-
cess'useraddresspaceantothelLinux sener'saddresspace
(Figure4). Theimplementatiorusinga userlevel pagemwas
simple.However, we could not mapmultiple 2.5GB Linux-
processpacesimultaneouslynto thesener's3 GB address
space.Eitherthe userspacemappinghadto be changedn
eachLinux context switch or thesenerspacéhadto berepli-
cated.Sincethe rst methodwasconsideredoo expensve,
we endedup creatingone sener addressspaceper Linux
processCodeanddataof the senerweresharedhroughall
sener spaces.However, the sener spacedifferedin their
upperregionswhich had mappedhe respectie Linux user
space.

L4 address space of Linux user process

Linux process space

Linux kernel

space Linux process space

) simple memory copy 4 L4 address space of Linux server

Figure4: Copyin/outusinghardware addresstranslationin

an early version of L*Linux. Arrows denotememoryread/writeop-
erations.

Replicatingthe sener spaceunfortunatelyalsorequired
replicatingthe sener thread. To presere the single-serer
semanticsequiredby theuniprocessoversionof Linux, we
thushadto add synchronizationio the Linux kernel. Syn-
chronizationrequiredadditionalcyclesandturnedout to be
nontrivial anderrorprone.

Evenworse, 3 GB Linux-senerspacesnadeit impossible
to usethe small-spaceptimizationemulatingtaggedTLBs.
Sinceswitchingbetweeruserandsenerthereforealwaysre-
quireda TLB ush, the Linux sener hadto re-establistits



TLB working setfor every systemcall or pagefault. Corre-
spondingly the userprocessvas penalizedby reloadingits
TLB working setuponreturnfrom the Linux sener.

We discardedthis dual-spaceapproachbecauset was
complicatedand not very ef cient; took 18 s in-
steadof 4 ps. Instead,we decidedto usethe single-space
approachdescribedn Section4.2: only oneaddresspace
perLinux userprocesss requiredandthesenerspacds not
replicated.However, virtual addressebave to betranslated
by softwareto physicaladdressefor any copyin andcopyout
operation.

Ironically, analyticalreasoningould have shavn usprior
to implementatiorthatthe dual-spacepproactcannotout-
performthesingle-spacapproachahardwareTLB misson
the Pentiumcostsabout25 cycleswhenthe page-tableen-
trieshit in thesecond-leel cacheébecaus¢hePentiumMMU
doesnot load page-tableentriesinto the primary cache.On
the sameprocessartranslatinga virtual addressby soft-
waretakesbetweenl 1 and30 cycles,dependingnwhether
the logical page-tableentrieshit in the rst-level or in the
second-lgel cache.In generalhardwaretranslationis nev-
erthelessigni cantly fasterbecausdhe TLB cachedrans-
lations for later reuse. However, the dual-spaceapproach
systematicallynadethis reusefor the next systemcall im-
possible:dueto thelargeseneraddresspacethe TLB was

ushed everytime theLinux-senerwascalled.

4.4 The Resulting L*Linux Adaption

Table1 compareshe sourcecodesizeof the LLinux adap-
tion with the size of the native Linux/x86 adaptionand
the Linux kernel. Commentlines and blank lines are not
counted.2000linesof the original x86-dependergartcould
bereusedinchangedor the L4 adaption;6500new lines of
codehadto be written. Startingfrom L4 andLinux, it took
about14 engineemonthsto build the L*Linux system,to
stabilizeit andto prepareheresultspresentedh this paper

linesof C code
Linux/x86 LALinux
architectue 2,500 6,500
dependent 2,000 2,000
part 4,500 8,500
Linux kernel 105,000
drivers 232,700

Tablel: Souce-coddinesfor Linux/x86andL*Linux.

We appeato have beensuccessfuin our effort of achiev-
ing full Linux binary compatibility We have usedthe sys-
tem as a developmentervironmentand regularly usesuch
applicationsasthe X Window system EmacsNetscapand
X-Pilot. L*Linux appeardo be stable,and,aswe'll shaw,
canrun suchextremestressestasthe AIM benchmarif2]
to completion.

5 Compatibility Performance

In this sectionwe discusghe performancef L*Linux from
theperspectie of pureLinux applicationsTheconserative
criterion for acceptinga p-kernelarchitecturds that exist-
ing applicationsarenot signi cantly penalized.Soour rst
questions

Whatis the penaltyof usingL*Linux insteadof native
Linux?

To answerit, we ranidenticalbenchmark®n native Linux
andon L*Linux usingthe samehardware. Our secondjues-
tionis

Doesthe performanceof the underlyingp-kernelmat-
ter?

To answerit, we compareL*Linux to MkLinux [10], an
OSF-deelopedport of Linux running on the OSF Mach
3.0 p-kernel. MkLinux and L*Linux differ basically in
the architecture-dependepgrt, except that the authorsof
MKLinux slightly modi ed Linux' architecture-independent
memorysystemto getbetterperformanceon Mach. There-
fore,we assuméhatperformancaelifferencesaremostlydue
to theunderlyingu-kernel.

First, we compareL*Linux (which always runsin user
mode)to the MKkLinux variantthatalsorunsin usermode.
Machis known for slow userto-useiPCandexpensve user
level page-aulthandling [5, 21]. Sobenchmarkshouldre-
port a distinct differencebetween_*Linux and MKLinux if
the p-kernelef ciency in uencesthe whole systemsigni -
cantly

A fasterversionof MKLinux usesa co-locatedsener run-
ning in kernelmodeandexecutinginsidethe p-kernel's ad-
dressspace. Similar to Chorus' supervisortasks[32], co-
located (in-kernel) seners communicatemuch more ef -
cientlywith eachotherandwith thep-kernelthanusermode
senersdo. However, in orderto improve performanceco-
locationviolatesthe address-spadsoundarieof a p-kernel
system,which wealens securityand safety So our third
questions

How muchdoesco-locationimprove performance?

This questionis evaluatedoy comparingusermodeL*Linux
to thein-kernelversionof MkLinux.

5.1 Measurement Methodology

To obtaincomparableandreproducibleperformanceesults,
the samehardware was usedthroughoutall measurements,
includingthoseof Section6: a 133MHz PentiumPC based
on an ASUS P55TP4Nmotherboardusing Intel's 430FX
chipsetequippedvith a256KB pipeline-lurstsecond-lgel
cacheand64MB of 60nsFastPageMode RAM.

We usedversion? of theL4 p-kernel.



L*Linux is basedon Linux version2.0.21,MkLinux on
version2.0.28.Accordingto the "Linux kernelchangesum-
maries'[7], only performance-neutrddug x eswereadded
to 2.0.28,mostly in device drivers. We considerboth ver-
sionscomparable.

Microbenchmarksare usedto analyzethe detailedbe-
haviour of LALinux mechanismawhile macrobenchmarks
measurehe systems overall performance.

Differentmicrobenchmarkgive signi cantly differentre-
sultswhenmeasuringoperationsvhich take only 1 to 5 ps.
Statisticaimethoddik e calculatinghestandardleviationare
misleading:two benchmarkseportinconsistentesultsand
both calculatevery small standarddeviation and high con-
dence. Thereasonis thata deterministicsystemis being
measuredhatdoesnot behavestodastically For fastoper
ations,mostmeasuremergrrorsaresystematic.Somerea-
sonsarecachecon icts betweermeasuremertodeandthe
systento bemeasurear miscalculatiorof themeasurement
overhead. We thereforedo not only reportstandarddevia-
tionsbut show differentmicrobenchmarksTheir differences
give animpressionof the absoluteerror Fortunately most
measuredimes are large enoughto shav only small rela-
tive deviations. For larger operationsthe abose mentioned
systemati@rrorsprobablyaddup to a pseudo-stochastize-
haviour.

5.2 Microbenc hmarks

For measuringhe system-calbverhead, , the short-
estLinux systencall, wasexamined.To measuréts costun-
deridealcircumstancest wasrepeatedlynvokedin atight
loop. Table2 shavstheconsumedyclesandthetime perin-
vocationderivedfrom thecycle numbersThenumbersvere
obtainedusingthecycle counteregisterof the Pentiumpro-
cessar L4Linux needsapproximately800 cyclesmorethan
native Linux. An additional230 cyclesarerequiredwhen-
everthetrampolineis usednsteadf thesharedibrary. Mk-

Linux shows 3.9 times(in-kernel) or 29 times (usermode)
higher system-callcoststhan L*Linux using the sharedli-

brary. Unfortunately L*Linux still needs2.4 timesasmary
cyclesasnative Linux.

System Time Cycles
Linux 1.68ps 223
L*Linux 3.95ps 526

L*Linux (trampoline)
MKLinux in-kernel

5.661s 753
15.41ps 2050
110.60ps 14710

MKLinux user

Table2: system-caltostsonthedifferentimplemen-
tations. (133MHz Pentium)

Figure5 shavs amoredetailedoreakdevn of theL*Linux
overhead.Undernative Linux, the basicarchitecturabver-
headfor enteringandleaving kernelmodeis 82 cycles,the

Client Cycles Sewer
enteremulationlibrary 20
sendsystencall message 168 wait for message
131 — LINUX —
receve reply 188 sendreply
leave emulationlibrary 19
526

Figure5: Cyclesspentfor in LALinux. (133MHz Pen-

tium)

barehardwarecosts.In L*Linux, it correspondso two IPCs
taking 356 cyclesin total. After deductingthe basicarchi-
tecturaloverheadfrom the total system-callcosts,141 cy-
clesremainfor native Linux, 170 cyclesfor L*Linux. The
small differenceof both valuesindicatesthatindeedIPC is
themajorcausefor additionalcostsin L*Linux.

When remaoving the part called LINUX in Figure 5, the
L*Linux overheaccoderemains.It uses45 cachelines, 9%
of the rst-level cachejncludingthecachd_4 needdor IPC.

The Imbend [29] microbenchmarlsuite measurebasic
operationdik e systemcalls, context switches,memoryac-
cessespipe operationsnetwork operationsegtc. by repeat-
ing the respectre operationa large numberof times. Im-
bend's measuremennethodshave recentlybeencriticized
by Brown and Seltzer[6]. Their improved hbent:OSmi-
crobenchmarlsuite coversa broaderspectrumof measure-
mentsand measureshortoperationamore precisely Both
benchmarks$ave basicallybeendevelopedto comparedif-
ferenthardwarefrom the OS perspectie andthereforealso
includea variety of OS-independerttenchmarksin partic-
ular measuringhe hardware memorysystemand the disk.
Sincewe alwaysusethesamehardwarefor our experiments,
we presentonly the OS-dependenparts. The hardware-
relatedmeasurementgave indeedthe sameresultson all
systems.

Table3 shaws selectedesultsof Imbend andhbend. It
comparesative Linux, L*Linux with andwithout trampo-
line, andbothversionsof MkLinux. Figure6 plotsthe slow-
down of L*Linux, co-locatedandusermodeMKLinux, nor-
malizedto native Linux. Both versionsof MkLinux have a
muchhigherpenaltythanL*Linux. Surprisingly the effect
of co-locationis rathersmallcomparedo theeffect of using
L4. However, eventhe L*Linux penaltiesarenot aslow as
we hoped.

5.3 Macrobenc hmarks

In the rst macrobenchmarkxperiment,we measuredhe
time neededto recompile the Linux sener (Figure 7).
L*Linux was 6—7% slower than native Linux but 10-20%
fasterthanbothMkLinux versions.

A more systematicevaluationwas done using the com-
mercial AIM multiuserbenchmarksuite VII. It usesLoad
Mix Modelingto testhow well multiusersystemsperform



write /dev/null lat

| 645

null processlat
simpleprocesslat
/bin/shprocesslat

mmap lat

2-proccontet switch lat

8-proccontet switch lat

pipe lat
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UDP lat
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Figure6: Imbend results,normalizedto native Linux. Theseare presentedisslondowns: a shorterbaris a betterresult. lat is a lateny
measurementbw 1 theinverseof abandwidthone. Hardwareis a 133MHz Pentium.

Linux 476s

L4Linux B 506s (+6.3%)
L*Linux (trampo) B 509s (+6.9%)
MkLinux (kernel) Bl 5555 (+16.6%)
MkLinux (user) Tl 605s (+27.1%)

Figure7: Realtimefor compilingthe Linux Server (133MHz
Pentium)

underdifferentapplicationloads[2]. (The AIM benchmark
resultspresentedh this paperarenotcerti ed by AIM Tech-
nology)

AIM usegheshared sothatthetrampolineover
heads automaticallyavoided.Dependingnsimulatedoad,
Figures8 and 9 shawv the requiredtime and the achieved
throughputjobs perminute)for native Linux, L*Linux, and
both MkLinux versions.The AIM benchmarksuccessiely
increasesheloaduntil the maximumthroughputf the sys-
temis determined.(For this reasonjt stopsat a lower load
for MkLinux thanfor L*Linux andnative Linux.)

For native Linux, AIM measuresa maximumload of 130
jobsperminute.L*Linux achiezes123jobsperminute,95%
of native Linux. The correspondinghumbergor usermode
MKLinux are81 jobs perminute,62% of native Linux, and
95 (73%)for thein-kernelversion.

Averagedver all loads,L*Linux is 8.3%slower thanna-
tive Linux, and 6.8% slower at the maximumload. This
is consistentwith the 6—7% we measuredor recompiling
Linux.

UsermodeMkLinux is onaveraget9%slowerthannative
Linux, and 60% at its maximumload. The co-locatedin-
kernelversionof MKLinux is 29% slower on averagethan
Linux, and37%at maximumload.

5.4 Analysis

The macrobenchmarkanswerour rst question. The cur-
rentimplementatiorof L*Linux comesreasonablycloseto
the behaior of native Linux, evenunderhigh load. Typical
penaltiegangefrom 5% to 10%.

AIM Suite-7 Benchmark - Real Time
7000

6000

5000

4000

Real time

3000

2000

1000

Monol. Linux

L4 Linux

MkLinux (kern)* ~ --eeeee

M‘kLinux (user) L

0 20 40 60 80 100 120 140
AlIM simulated load

Figure8: AIM Multiuser Bendymark SuiteVIl. Realtime per
benchmarkundependingpn AIM loadunits. (133MHz Pentium)

AIM Suite-7 Benchmark - Jobs per Minute
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Figure9: AIM MultiuserBencimarkSuiteVIl. Jobscompleted
perminutedependingn AIM loadunits. (133MHz Pentium)



Test Linux L4Linux MKLinux
trampoline in-kernel user
Imbend Results
Latency [us]

write to /dev/null 2.00 (0%) | 5.26 (10%) 7.80 (6%) 24.33(9%)  128.97 (2%)
Null Process 973 (1%) 2749 (4%) 2765 (1%) 3038 (1%) 3601 (1%)
SimpleProcess 7400 (1%) | 12058 (2%) 12393 (1%) 14066 (1%) 19667 (1%)
/bin/shProcess 42412 (1%) | 61115(7%) 62353 (1%) 73201 (2%) 106853 (1%)
MmapLateny 52.20 (2%) | 64.28(7%)  69.35(8%) | 345.33(2%)  566.06 (1%)
2-procetxsw 7.00 (0%) | 16.22(6%)  18.20 (6%) 78.67 (9%) 79.87 (7%)
8-procctxsw 12.40 (4%) | 22.22(6%)  28.00 (4%) 85.67 (3%) 96.26 (6%)
Pipe 29.00 (2%) 52.07 (7%) 69.40 (6%) 308.33 (1%) 722.42 (2%)
UDP 159.40 (3%) | 243.02(4%) 263.80(2%) 613.33(4%)  1040.26(2%)
RPC/UDP 321.40 (1%) | 526.57(3%) 528.80(3%) | 1095.33(4%) 1743.29(2%)
TCP 207.40 (2%) | 287.57 (4%) 308.80(5%) 562.00 (4%) 1047.03(2%)
RPC/TCP 459.60 (2%) | 729.76 (5%) 736.20 (4%) | 1243.33(4%) 2014.90 (2%)

Bandwidth [MB/s]
Pipe 40.50 (2%) | 37.61(3%)  35.25(3%) 13.11 (2%) 10.57 (2%)
TCP 18.03 (2%) | 13.23(2%)  13.41(3%) 11.54 (1%) 10.88 (2%)
File reread 4151 (1%) | 40.43(1%)  40.26 (3%) 37.51 (3%) 34.04 (2%)
Mmapreread 65.73 (1%) 54.96 (6%) 55.03 (7%) 61.54 (0%) 58.66 (7%)

hbent:OS Results

Latency [us]

getpid 1.69 (0%) 4.55 (1%) 6.91 (1%) 19.14 (1%) 111.9 (1%)
write to /dev/null 2.74 (0%) 6.67 (5%) 8.20 (4%) 26.30 (1%) 124.1 (1%)
Null Process 983 (1%) 2561 (1%) 2904 (1%) 3101 (1%) 3572 (1%)
SimpleProcess 7490 (1%) | 12431 (1%) 12433 (1%) 14144 (1%) 19255 (0%)
/bin/shProcess 40864 (3%) | 58845 (1%) 57968 (1%) 69990 (1%) 100763 (1%)
MmapLateny 4KB 25.2 (0%) 35.0 (2%) 49.4 (2%) 242.7 (1%) 439.6 (1%)
MmapLateny 8MB 53.7 (1%) 54.0 (2%) 74.9 (1%) 360.1 (1%) 561.9 (1%)
Ctx OK 2 8.05 (2%) 17.1 (4%) 20.0 (3%) 69.6 (3%) 79.9 (2%)
ctx20K 2 8.45 (3%) 17.0 (3%) 16.7 (6%) 76.2 (2%) 88.6 (3%)
Pipe 31.0 (2%) 62.3 (3%) 78.99 (3%) 316.1 (1%) 721.6 (1%)
UDP 154 (1%) 214 (1%) 251 (3%) 625 (1%) 1037 (1%)
RPC/UDP 328 (2%) 554 (2%) 577 (3%) 1174 (1%) 1763 (1%)
TCP 206 (2%) 264 (2%) 302 (1%) 568 (1%) 1030 (1%)
RPC/TCP 450 (2%) 754 (2%) 760 (3%) 1344 (1%) 2035 (1%)

Bandwidth [MB/s]
Pipe64KB 40.3 (1%) 35.5 (1%) 32.6 (2%) 12.7 (1%) 10.4 (2%)
TCP64KB 18.8 (1%) 14.6 (1%) 14.1 (1%) 11.6 (1%) 9.4 (2%)
File read64/64 35.3 (1%) 34.5 (4%) 32.2 (1%) 32.7 (3%) 30.1 (4%)
Mmapreread64KB 97.5 (1%) 91.4 (1%) 78.8 (1%) 89.4 (1%) 77.7 (3%)

Table3: SelectedS-dependerinben andhbend-OSresults.(133MHz Pentium.)Standardieviationsareshawn in parentheses.

Bothmacroandmicrobenchmarkslearlyindicatethatthe
performancef theunderlyingu-kernelmatters We arepar
ticular con dent in this resultbecauseve did not compare
differentUnix variantsbut two p-kernelimplementation®f
thesameOS.

Furthermoreall benchmarkdlustratethatco-locationon
its own is not sufcient to overcomeperformancele cien-
cieswhenthebasicp-kerneldoesnot performwell. It would
be aninterestingexperimentto seewhetherintroducingco-
locationin L4 would have a visible effector not.

6 Extensibility Performance

No customemould usea p-kernelif it offeredonly theclas-
sical Unix API, evenif the p-kernelimposedzero penalty
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on the OS personalityon top. So we have to askfor the
“addedvalue” the p-kernel gives us. One suchis that it
enablesspecialization(improvedimplementatiorof special
OSfunctionality[31]) andbuysusextensibility i. e., permits
the orthogonaimplementatiorof new servicesandpolicies
that are not covered by and cannoteasily be addedto a
conventionalworkstationOS.Potentialapplicationelds are
databasegegal-time multi-mediaandsecurity

In this sectionwe areinterestedn thecorrespondinger
formanceaspectdor L4 with L*Linux runningon top. We
askthreequestions:

Canwe add servicesoutsideL*Linux to improve per
formanceby specializingJnix functionality?

Canwe improve certainapplicationdy usingnative -
kernelmechanism additionto the classicalAP1?



Can we achieze high performancefor non-classical,
Unix-incompatiblesystemsoexisting with LALinux?

Currently thesequestionscanonly be discussedn the ba-
sis of selectedexamples.The overall quantitatve effectson
large systemgemainstill unknovn. Neverthelessye con-
siderthe“existenceproofs” of this sectionto bea necessary
preconditionto answerthe aforementionedjuestiongposi-
tively for abroadvariety of applications.

6.1 Pipes and RPC

It is widely acceptedthat IPC can be implementedsig-
ni cantly fasterin a p-kernel ervironmentthanin classi-
cal monolithic systems. However, applicationshave to be
rewritten to make useof it. Therefore,in this sectionwe
compareclassicalUnix pipes, pipe emulationsthrough p-
kernellPC,andblockingRPCto getanestimatefor thecost
of emulationon variouslevels.

We compardour variantsof dataexchangeThe rst isthe
standardpipe mechanisnprovidedby the Linux kernel: (1)
runson native Linux/x86; (1a)runson L*Linux andusesthe
sharedibrary, (1b) usesthe trampolinemechanisninstead;
(1c) runson the usermodesener of MkLinux, and(1d) on
the co-locatedMKLinux sener.

Although the next three variantsrun on L*Linux, they
do not usethe Linux sener's pipe implementation. Asyn-
chronouspipeson L4 (2) is auserlevel pipeimplementation
thatrunson barelL4, usesL4 IPC for communicationand
needsoLinux kernel. TheemulatedpipesarePOSIXcom-
pliant, exceptthatthey do not supportsignaling. SincelL4
IPC is strictly synchronousan additionalthreadis respon-
sible for buffering and cross-address-spacemmunication
with therecever.

Syn@ironousRPC(3) usesblocking IPC directly, without
buffering data. This approachs not semanticallyequivalent
to the previous variantsbut providesblocking RPC seman-
tics. We includeit in this comparisorbecausepplications
usingRPCin mary casegdo not needasynchronoupipes,
sothey canbene t from this specialization.

For syndironousmappingRPC(4), thesendetemporarily
mapspagesnto therecever'saddresspace Sincemapping
is a specialform of L4 IPC, it canbe freely usedbetween
userprocessesindis secure:mappingrequiresagreement
betweersendemndreceverandthe sendeicanonly mapits
own pages.The measuredimesincludethe costfor subse-
guentunmappingoperationsFor hardwarereasonslateng
hereis measuredy mappingone page,not onebyte. The
bandwidthmeasurementsiapaligned64KB regions.

For measurementsye usedthe correspondingmbend
routines.They measurdateng by repeatedhsendingl byte
backandforth synchronouslyping-ponglandbandwidthby
sendingabout50MB in 64KB blocksto therecever. The
resultsof Table4 shav thatthe lateny andthe bandwidth
of the originalmonolithicpipeimplementatior(1) on natve
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Linux canbeimprovedby emulatingasynchronoupipeop-
erationson synchronou$.4 IPC (2). Usingsynchronou$ 4
RPC(2) requireschangeso someapplicationdut deliversa
factorof 6 improvementin lateng over native Linux.

System Latency Bandwidth
(1) Linux pipe 29ps 41 MB/s
(1a)L*Linux pipe 46 s 40MB/s
(1b) LALinux (trampoline)pipe 56 us 38MB/s
(1c) MKLinux (user)pipe 722ps 10MB/s
(1d) MkLinux (in-kernel)pipe 316us 13MB/s
(2) L4 pipe 22 s 48-70MB/s
(3) synchronou&4 RPC 5us 65-105MB/s
(4) synchronousnappingRPC 12ps  2470-290(MB/s

Table4: Pipeand RPCperformance (133MHz Pentium.)Only
communicationcostsare measurednot the coststo generateor consume
data.

Sincethe bandwidthmeasuremeninoves 64KB chunks
of data,its performancés basicallydeterminedy themem-
ory hardware, in particularby the direct-mappedsecond-
level cache.As proposedy JonatharShapiro[35], L4 IPC
simulatesa write-allocatecacheby prereadinghe destina-
tion areawhen copying longermessagesin the bestcase,
Linux allocatespagessuchthat sourceand destinationdo
not overlapin the cache;in the worstcase the copy opera-
tion usheseverydatapriortoits next usage A similareffect
cancanbeseerfor L4 pipes.

Linux copiesdatatwice for pipe communicatiorbut uses
only a x ed one-pagébuffer in the kernel. Since,for long
streamsteading/writingthis buffer alwayshit in theprimary
cache,this specialdoublecopy performsnearly asfastas
asinglebcopy. Thedeviation is smallbecausd¢he Imbent
programalwayssendshesame64KB andtherecevernever
readsthe datafrom memory As a consequencehe source
datanever hits the primary cache alwayshits the secondary
cacheand the destinationdata always missesboth caches
sincethe Pentiumcacheslonotallocatecachdinesonwrite
misses.

Method(4) achiezesa nearlyin nite bandwidthdueto the
low costsof mapping.To preventmisinterpretationsin nite
bandwidthonly meanghattherecevergetsthe datawithout
communicatiorpenalty Memoryreadsarestill requiredto
usethedata.

6.2 Virtual Memory Operations

Table5 shaws the timesfor selectednemorymanagement
operations.The rst experimentbelongsto the extensibil-
ity cateyory, i. e., it testsa featurethatis not available un-
derpureLinux: Fault measureghetime neededo resohe a
pagefaultby a userde ned pagerin a separateiseraddress
spacehatsimply mapsanexisting page.Themeasuredime
includesthe userinstruction,pagefault, noti cation of the



pagerby IPC, mappinga pageand completingthe original
instruction.

| L4 Linux
Fault 6.2us n/a
Trap 3.4ps 12pus
Appell | 12 ps 55us
Appel2 | 10 ps  44ps

Table 5: Processortime for virtual-memorybendimarks.
(133MHz Pentium)

The next three experimentsare taken from Appel and
Li [3]. We comparethe Linux versionwith animplemen-
tation using native L4 mechanisms.Trap measureshe la-
teng betweena write operationto a write-protectedpage
and the invocation of the related exception handler Ap-
pell measureshe time to accessa randomlyselectedpro-
tectedpagewherethefaulthandlemunprotectshepage pro-
tectssomeother pageand andresumesghe faulting access
(‘trap+protl+unprot’) Appel2 rst protectsl00pagesthen
accessethemin arandomsequenc&herethefaulthandler
only unprotectghe pageandresumeghe faultingoperation
(protN+trap+unprot’).For L4, we reimplementedhe fault
handlersdy associating specializegagetrto thethreadexe-
cutingthetest. Thenew pagerandlegesohablepagefaults
asdescribecabore and propagatesinresohable pagefaults
to theLinux sener.

6.3 Cache Partitioning

Real-timeapplicationsneeda memorymanagemendiffer-

entfrom the oneLinux implements.L4's hierarchicaluser

level pagersallows boththe L*Linux memorysystemanda
dedicatedreal-timeoneto be run in parallel. This section
evaluateshow well thisworksin practice.

In real-timesystemsthe optimizationcriterionis not the
averagebut theworst-casexecutiontime. Sinceareal-time
taskhasto meetits deadlineunderall circumstancessuf-
cientresourcegor the worst-casemustalwaysbe allocated
andscheduled.Thereal-timeloadis limited by the sumof
worst-caseexecutiontimes, worst-casememory consump-
tion, etc. In contrastto corventionalapplicationsthe aver
agebehaiour is only of secondarymportance.

All real-timeapplicationgely on predictablescheduling.
Unfortunatelymemorycachesnalkeit very hardto schedule
processotime predictably If two threadsisethesamecache
lines, executingboth threadsinterleared increaseshe total
time not only by the contet-switching costsbut addition-
ally by the cache-interferenceostswhich aremuchharder
to predict. If the operatingsystemdoesnot know or cannot
control the cacheusageof all tasks,the cache-interference
costsareunpredictable.

In [26], we describedhowv a main-memorymanagena
pager)ontop of L4 canbeusedto partitionthe second-legel
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cachebetweenmultiple real-timetasksandto isolatereal-
time from timesharingapplications.

In one of the experiments,a 64 64-matrix multiplica-
tion is periodicallyinterruptedby a syntheticload thatmax-
imizescachecon icts. Uninterruptedthe matrix multiplica-
tion takes10.9ms. Interruptedevery 100 ps, its worst-case
executiontime is 96.1ms,a slovdown by afactorof 8.85.

In the cache-partitioningcase, the pager allocates 3
secondary-cachpagesexclusively to the matrix multipli-
cationout of a total of 64 suchpages. This neitheravoids
primary-cachenterferencenor secondary-cachmissesfor
the matrix multiplicationwhosedataworking setis 64KB.
However, by avoiding secondary-cachiterferencewith
other tasks, the worst-caseexecution time is reducedto
24.9ms,aslowdown of only 2.29.Fromareal-timeperspec-
tive, the partitionedmatrix multiplication is nearly 4 times
“faster"thanthe unpartitionedne.

Allocating resourcesto the real-time systemdegrades
timesharingperformance. However, the describedtech-
niqueenablesustomizedlynamicpartitioningof systenre-
sourcedetweerreal-timeandtimesharingsystem.

6.4 Analysis

PipesandsomeVM operationsareexamplesfor improving
Unix-compatiblefunctionality by usingp-kernelprimitives.
RPCandthe useof userlevel pagerdor VM operationsl-
lustratethat Unix-incompatibleor only partially compatible
functionscanbe addedto the systenthatoutperformimple-
mentationdasedn the Unix API.

Thereal-timememorymanagemerghavs thata p-kernel
can offer good possibilitiesfor coexisting systemsthat are
basedon completelydifferentparadigmsThereis someev-
idencethat the p-kernel architectureenablesto implement
high-performanc@on-classicabystemsooperatingvith a
classicatimesharingOS.

7 Alternative Basic Concepts

In this section,we addresgjuestionsvhethera mechanism
lower-level thanIPC or a graftingmodelcould improve the
p-kernelperformance.

7.1 Protected Control Transfers

VM/370 [28] washbuilt on the paradigmof virtualizing and
multiplexing the underlying hardware. Recently Engles
Kaashoekand O'Toole [12] applieda similar principle to
p-kernels. Insteadof a completeone-to-onevirtualization
of the hardware (which hadturnedout to be inef cient in
VM/370), they supportselectechardware-similamprimitives
andclaim: “The lowerthelevel of a primitive,themoreef -

cientlyit canbeimplementedandthe morelatitudeit grants
to implementorsof higherlevel abstraction. Insteadof
implementingabstractiondike IPC or addresspacespnly



hardware mechanismsuchasTLBs shouldbe multiplexed
andexportedsecurely

From this point of view, IPC might be too high-level an
abstractiorto beimplementedvith optimumef ciency. In-
steada protectedcontmol transfer(PCT)asproposedn [12]
might be morefaster PCT is similar to a hardware inter-
rupt: a parameterlessross-address-spapscedurecall via
acallee-de nedcall gate.

Indeed,whenwe startedthe designof L4/Alpha, we rst
hadtheimpressiorthatPCT couldbeimplementednoreef-
ciently thansimplelPC.We estimate®0 cyclesagainsB0
cycles(no TLB or cachemissesassumed).

However, applying techniquessimilar to thoseusedfor
IPC-pathoptimizationin the Pentiumversion of L4, we
endedup with 45 cyclesfor IPC versus38 cyclesfor PCT
ontheAlphaprocessorA detaileddescriptioncanbe found
in table6. The 7 additionalcyclesrequiredfor IPC provide
synchronizationmessagé&ansfermndstackallocation.Most
sener applicationsneedthesefeaturesand must therefore
spendhecyclesadditionallyto the PCT costs.Furthermore,
IPC makes1-to-n messagesimplesinceit includesstarting
thedestinatiorthreads.

Operation PCT IPC  Comment

enterPAL mode 5 5

openframe 7 7 setupstackframeto allow multiple
interrupts,TLB missesandsimplify
threadswitching

send/receie - 0.5 determineoperation

testrecevervalid 2 2

testnochiefxfer - 0.5

receveraccepts? — 1 canwe do thetransfer

setmy rcvtimeout  — 1

savercv parameters — 2 performthereceve

verify queuingstatus — 1 to setwakeup-queueingnvalid, if

timeoutNEVER

leave PAL mode 2
38

contet switch 10 10 switchaddress-spagaumber
kernelthreadswitch — 6
setcallerid 2 - save callerid for pctret
nd calleeentry 2 - pctentryaddressn callee
closeframe 7 7

2

45

total

Table6: PCT versusIPC; required cycleson Alpha21164.
For the PCT implementationrwe madethe assumptionshat (a) the entry
addresdor the calleeis maintainedin somekernel control structure;(b)
the calleemustbe ableto specifya stackfor the PCT call or — if thecaller
speci esit —thecalleemustbe ableto checkit (thelattercaserequiresthe
kernelto supplythe callersidentity); (c) stackingof returnaddresandad-
dressspacds heededThecyclesneededn userlevel to checktheidentity
areleft outof the comparison.

In addition,L4-styleIPC providesmessageliversion(us-
ing Clans& Chiefs[20, 23]). A messagerossingaclanbor-
deris redirectedo theuserlevel chief of the clanwhich can
inspectandhandlethe messageThis canbe usedasa basis
for theimplementatiorof mandatoryaccessontrolpolicies
or isolationof suspiciousbjects.For securityreasonstedi-
rectionhasto be enforcedby the kernel. Clan-basededi-
rectionalsoenabledistributedIPC by meansf auserlevel
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network sener. Eachmachineis encapsulatetly a clanso
thatinterrmachindPCis automaticallyredirectedo thenet-
work senerwhich forwardsit throughthe network.

Takingtheadditionallyrequireduserlevel cyclesinto ac-
count, we currently seeno performancebenet for PCT.
However, a conceptuallifferenceshouldbe noted: A PCT
takesthe threadto anotheraddresspaceso that the set of
active threadsdoesnot change.An IPC transfersa message
from a sendethreadto adestinatiorthread;boththreadge-
mainin their respectre addresspacesut the setof active
threadschanges.Lazy schedulingtechniqueg21] remove
theadditionalcostsof thesecondnodelsothatin mostcases
bothareequivalentfrom a performanceoint of view.

However, IPCrequiresapreallocatedystenresourcethe
destinatiorthread.If n threadswvantto executeRPCsto the
samesener domainsimultaneouslyat leastn threadshave
to be allocatedin the sener. This problemis not assigni -
cantwith PCT: only n userlevel stackshave to beallocated,
no kernelresources.On the otherhand,in the IPC model,
a sener can easily preallocatekernel and user resources,
threadsand stacks,dedicatedo speci c applications This
helpsto implementguaranteedeal-timeservices.

7.2 Grafting

Grafting in generaldealswith the problemof how to in-
serta graftinto a sener. We concentraten the specialsit-
uation when this sener is the kernel. We do not address
the software-technologicadwantagesndlimitationsof the
graftingmodel.Here,we areonly interestedvhetherdowvn-
loadingextensiondnto the kernelcould performbetterthan
executingthemasa userlevel sener (or downloadingthem
into auserlevel sener).

Grafts executingin kernel modecanreducethe number
of user/lernel mode switchesand address-spacswitches.
However, they eitherhave to be completelytrustedor need
sand-boxing.

Varioussystemshave beenbuilt onthatbasis.They range
from very pragmaticco-locatiorntechnique$l, 10] thatsim-
ply trust co-locatedcodeto more sophisticatedechniques
thatcon ne the potentialdamagef kernelextensions How-
ever, Section5 shaws that simple co-locationis not neces-
sarily apromisingtechnique Co-locatedvikLinux performs
worsethanusermodel*Linux.

Vino [34] introducesa sophisticatedet expensve trans-
actionmechanismfxokernel[12, 36] enablesapplication-
speci c handleraisingavarietyof mechanismgeangingfrom
interpretablentermediatecodeto runtime checking.

SPIN [5] is an example of a well-performing, sophisti-
catedgraftingtechnique.lts kernelextensionsusecompile-
time sand-boxingas much as possibleand thus avoid ad-
ditional runtime sand-boxingoverheadexceptfor subscript
checking. Of the performanceesultspublishedin [5], the
virtual memory benchmarkgavor SPIN's approachmost.
This makes sense,becausedor thesetiny operations,the



system-calland context-switching overheadcounts heas-
ily. Table5 shavs equivalentbenchmarkn L4, running
in usermode. The L4 times are between?2 and 4.7 times
better(geometricmean: 3.1) thanthe times publishedfor
SPIN[5]. However, dueto the differenthardwareplatforms
(SPIN:133MHz Alpha 21064,L4: 133MHz Pentium)this
comparisormustbeinterpretedvery cautiously Giventhat
both processorsare double-issuepse a large second-lgel
cacheand no byte operationsare requiredfor theseexam-
ples(which are expensve on the Alpha), we think that the
currentimplementationgperformroughly comparably;per
hapsL4 is slightly faster

Currently it is still anopenquestiorwhetherdownloading
graftsinto thekernelcanoutperformthe p-kernelapproach.

8 Conclusions

Thecomparisorof MkLinux andourLinux single-sererap-
proachon L4 demonstratethat the performancemprove-
mentsof second-generatiqmkernelssigni cantly affectOS
personalitiesand applications. We demonstratedhat fast
IPC and efcient mappingabstractionsare more effective
thantechniquesuchasco-location.

The comparisorof L*Linux andmonolithic Linux shavs
thatin a practicalscenariothe penaltyfor using p-kernels
canbe kept somavherebetween5% and 10% for applica-
tions. Whenworking on a workstationthereis no visible
differencewhetherthe workstationis running native Linux
or L*Linux.

Usingafew simpleexperimentsye comparedxtensibil-
ity usinglibraries and senersto extensibility using kernel
extensionmechanismsWe found no indicationthat kernel
extensionsaachieve betterresults.

Thegoalof thiswork hasbeento understanavhetherthe
L4 p-kernelcanprovide a basison which specializedappli-
cations,includingthosewith real-timerequirementsgcanbe
built suchthatthey runalongwith normaloperatingsystems
andtheir applicationson a singlemachine. The resultsde-
scribedin this paperencourageisto pursuethatline of de-
velopment.

Availability

L4 andL?Linux areavailablefrom the LALinux Web site at
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