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ABSTRACT
An application-specific customization methodology for minimizing the
energy dissipation in the data cache of embedded processors is pre-
sented in this paper. The data cache subsystem is one of the most
power consuming microarchitectural parts of embedded processors.
We target in this work particularly the data cache tag operations and
show how an exceedingly small number of tag bits, if any, are needed
to compute the miss/hit behavior for the vast majority of load/store
instructions executed within application loops. The energy needed
to perform the tag reads and comparisons can be thus dramatically
reduced. We follow up this conceptual enhancement with a presen-
tation of an efficient, reprogrammable implementation that utilizes
application-specific information to apply the suggested energy min-
imization approach. The conducted experimental results confirm the
expected significant decrease of energy dissipation for a set of impor-
tant numerical kernels.

1. INTRODUCTION
An ever increasing and significant portion of the consumer elec-

tronic market nowadays is dominated by embedded systems. A large
part of the functionality of such systems is typically implemented on
a set of embedded processors. Major benefits of using embedded pro-
cessors include improved time-to-market, flexible system implemen-
tation, and low-cost system design. The embedded processor cores
impose though in turn significant penalties in terms of performance
and power, mainly due to their generality.

With the advent of the mobile electronic system, such as cellphones,
PDAs, and laptop computers, power consumption minimization is be-
coming one of the major quality requirements, since less power con-
sumption of the product translates to longer battery life. Consequently,
overall product quality is highly dependent on techniques for minimiz-
ing system power consumption. These techniques can be applied on
various design abstraction levels, from circuit level to system archi-
tecture.
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Circuit-level power minimization techniques have been the dom-
inant approach in designing energy efficient designs so far [1, 2].
However, in recent years, architecture-level approaches have attained
popularity due to their ability to eliminate redundancies on a higher,
microarchitectural level, thus resulting in even larger power optimiza-
tions [3, 4]. In [5], a small and energy efficient L0 data cache has been
introduced in order to reduce the power consumption of the memory
hierarchy. The price paid is an increased miss rate and longer ac-
cess time. A power optimization technique applied during behavioral
synthesis for memory intensive applications has been presented in [6].
The behavior of the memory access patterns is utilized to minimize the
number of transitions on the address bus and decoder, thus reducing
power consumption. In [4] an L0 instruction cache has been proposed
with run-time techniques for accommodating only the frequently exe-
cuted basic blocks. The small size of this cache translates directly to
power consumption reductions. The speculative execution in modern
high-end processors results in high instruction execution overhead. In
[3] a technique for speculation control and pipeline gating has been
presented for energy reduction in speculative processors. A new en-
ergy estimation framework for microprocessors has been proposed re-
cently in [7]. The simulation environment employs a transition based
power model and quickly achieves very precise power estimations.

In this paper, we propose a technique for application-specific cus-
tomization of the data cache (D-cache) subsystem of embedded pro-
cessor cores, one of the most power devouring components of the pro-
cessor architecture. The proposed technique is particularly suitable for
applications that contain data-intensive, numerical loops, a trait shared
by a variety of DSP applications. We describe an architecture, capable
of utilizing application-specific information in a microarchitecturally
reprogrammable way. The technique enables re-customization in a
post-manufacturing fashion, thus effectively covering a large class of
real-life applications with no need for spinning new silicon.

Application-specific customization of embedded processor archi-
tectures is a technique that transfers application information to the pro-
cessor architecture [8]. In this case, the microarchitecture performs in-
formed decisions as to how to handle various architecture-specific ac-
tions. Fundamentally, this approach extends the communication link
between compiler and processor architecture by transferring applica-
tion information directly to the microarchitecture, while keeping the
traditional compiler techniques unaffected. The static analysis infor-
mation transfer is accomplished by utilizing a reprogrammable hard-
ware implementation. The architecture we propose allows application
changes to be applied in field by loading the new application informa-
tion, in a manner similar to program reloading.

The proposed methodology utilizes information about the place-
ment of the data being accessed within the application loops and more
specifically the possible D-Cache conflicts and the minimal number
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Figure 1: DM cache organization

of tag bits needed to identify these conflicts. The tag operations as-
sociated to the D-cache are designed for a worst case scenario and
they utilize the entire effective address. These operations are very ex-
pensive in terms of power and usually carry a large amount of redun-
dancy since conflicting references are frequently close to each other in
the address space and a large part of their tags is identical. We show
how the minimal necessary number of tag bits for identifying cache
conflicts can be inferred from the data layout. In the extreme case of
an application loop with a dataset that fits squarely in the D-cache,
there would be no cache conflicts; hence no tag operations would be
required at all. Only the cold misses when entering the loop require
special attention. To handle the cold misses, the valid bits associ-
ated to the cache lines could be used. An efficient way of invalidat-
ing the cache lines corresponding to the loop prior to its execution is
proposed, leading to a power efficient solution for handling the cold
misses and enabling the application of the tag minimization frame-
work that we propose.

We complement our methodology with a discussion of an efficient
hardware implementation for the proposed D-cache customization.
Not only is the hardware solution efficient, but is also reprogrammable,
thus providing the flexibility to re-customize the embedded processor
core in a post-manufacturing fashion. Consequently, the described
hardware implementation constitutes a unified microarchitectural so-
lution, capable of handling a large set of important applications through
in-field re-customization, thus maintaining the market benefits of high-
volume productions.

2. MOTIVATION
The D-cache is used to move the data closer to the processor core,

so that the time needed to load data from memory is minimized and the
performance gap between processor core and memory alleviated. A
typical direct-mapped cache organization is shown in Figure 1. In this
paper we consider only direct-mapped caches, but the approach can
be easily extended to set-associative organizations. The referenced
effective address is separated intoblock index, cache index, andtag.
The block index is used to address a word within a cache line, while
the cache index is used to address the cache line; the tag field checks
whether there is a conflict with a memory location with the same cache
index. The tag field of each cache line is stored in a separate tag
memory array. Each time an access is performed to the D-cache, the
tag associated to the cache line is read and compared to the tag of the
effective address being referred. However, if the referred locations are
close in the address space, a large part of these tag fields is identical.
Consequently, a large amount of power is spent in reading, comparing
and writing unnecessarily large tags.

In the domain of computationally intensive applications, such as
DSP processing, application loops work on a set of data arrays. Per-
formance considerations force manual optimization of these loops fre-
quently. The loops rarely have any additional memory references,
such as spill and fill code. The only data being addressed in the mem-
ory space is the actual data on which the loops operate. Figure 2 shows

for(i1=0;i1<64;i1++)
for(i2=0;i2<64;i2++)

for(i3=0;i3<64;i3++)
C[i1][i3]+=A[i1][i2]*B[i2][i3];

Figure 2: Matrix multiplication code

a matrix multiplication loop. The loop operates on three matrices and
the only accesses to data memory consist of the array references.

Figures 3a and 3b depict the memory layout of the three matrices
A, B, andC from the example. The data memory space is divided
into regions that correspond to one D-cache size and for each of these
memory regions the tag part of the address is a constant. We denote
these memory regions as0-tag regions. The left part of Figure 3 shows
a configuration in which the data set of the example resides within a
single0-tag region. It is evident that in such a case there will be no
conflicts within the arrays of data in the D-cache and there is no need
to perform any tag operations. This is a straightforward consequence
of the fact that a tag region has size exactly equal to the D-cache size
and the tag part of the address is a constant. Figure 3a depicts a con-
figuration in which the dataset spans two tag regions. In this case there
will be conflicts in the D-cache; nonetheless, the tag fields of two con-
flicting addresses will differ on average by an exceedingly small num-
ber of bits. If the least significant bit of the tag for a given tag region
is 0, then the address tag associated with the subsequent tag region in
the memory will differ only in the least significant bit, which will be 1.
In this way the tag regions in neighboring pairs for which the address
tag differs only by one bit, the least significant bit, can be grouped.
Such pairs of 0-tag regions are denoted as1-tag regions. The entire
memory space is covered by a set of disjoint 1-tag regions.

A straightforward inference that can be drawn from the above ob-
servations is that there typically exists a large amount of redundancy
in reading the entire tag from the tag array and comparing it to the
effective address tag, given the proximity of the dataset references; a
large number of identical bits in the tag components is to be expected,
consequently. Given that application-specific information about the
application loop dataset layout in the data memory is present during
program execution, a large part of the tag redundancy can be elimi-
nated, resulting in significant energy savings. The application infor-
mation can be obtained during compile time and provided to the D-
Cache microarchitecture in a reprogrammable way. Furthermore, cer-
tain compile-time optimization techniques can be utilized, to ensure
that the actual loop dataset layout minimizes the number of required
tag bits for identifying D-cache conflicts. For example, if possible, the
compiler could try to place the data within a0-tag region. If the data
does not fit, the compiler can try incrementaly larger tag regions until
the required minimal number of tag bits is identified.

Subsequent sections in the paper present our methodology for elim-
inating the aforementioned tag redundancy in an application-specific
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manner, thus achieving significant energy reductions. Since the flex-
ibility of straightforward incorporation of application code changes
is one of the paramount advantages of utilizing embedded processor
cores, an efficient reprogrammable implementation that defines a uni-
fied architecture capable of capturing application information in-field
is presented. This architecture preserves the generality of the em-
bedded processor core in terms of functional programmability, while
eliminating the inherent tag redundancy in the cache subsystem.

3. TAG UTILIZATION ANALYSIS
As demonstrated in the previous section, if the dataset of the fre-

quently executed application fragments resides within a0-tag region
in the memory space, then no D-cache conflicts are possible; hence
no tag operations are needed. When the loop dataset spans more than
one tag region, a few tag bits are needed depending on the number and
size of the tag regions the data spans. The structure and the position
of the tag regions are determinative for extracting the redundancy in
the tag fields. We explain subsequently the formation and structure of
the tag regions within the main memory space.

3.1 Tag region formation
To understand the structure of the tag regions, let’s consider a D-

cache organization and memory address space that requires three bits
of tag. This memory space can be divided into eight 0-tag regions
with the tag field of the effective address a constant. A generalization
of the 0-tag regions can be effected by noticing that all 0-tag regions
can be grouped in pairs for which the tag field differs only in the least
significant bit; for the first 0-tag region it contains the value of 0, while
for the second one, the value is 1. We denote the region formed by the
pair of such 0-tag regions as a 1-tag region. If a dataset resides within
a 1-tag region, then only the least significant bit from the tag field
needs to be used for conflict identification in the D-cache. In a similar
vein, the 1-tag regions can be grouped into 2-tag regions. Generally, a
k + 1-tag region is formed by a pair ofk-tag regions that differ in no
more than thek + 1 least significant bits of the tag field. All the tag
regions are nested within each other; for example a(k+1)-tag region
contains twok-tag regions and each of thek-tag regions contains two
(k� 1)-tag regions in turn. The set of allk-tag regions, for any value
of k, covers the entire memory space. Ak-tag region corresponds to
a portion of the memory space with size equal to the size of2k D-
caches and tags differing only in the least significantk bits. Then-tag
region that covers the complete memory corresponds to a region that
requires all the tag bits for detecting conflicts. The general-purpose
caches operates under the extreme and general case assumption that
all the application datasets reside in then-tag memory region, which
corresponds to the entire memory space. Their inability to incorpo-
rate application knowledge regarding the refinement of the tag regions
within which the application data resides is the fundamental reason
for the significant amount of tag operation redundancy.

Based on the above observations, it is evident that if the D-cache
architecture incorporates application knowledge of the loop dataset
layout, the energy expensive tag reads can be optimized to read only
the minimum required number of tag bitlines from the tag SRAM ar-
ray. At the same time, the compiler can try to ensure that the loop data
are placed in such a way that they span the minimal tag region that
corresponds to their size.

3.2 Dataset with no D-cache conflicts
If the dataset for the particular application loop has size smaller

than the D-cache, then it can be placed within a0-tag region. This
size analysis is performed at compile time and the loop data is placed
within a 0-tag region in the memory. In this case, no conflicts in the
D-cache for the loop data are possible and hence no tag operations
needed.
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Figure 4: Loop dataset placement

Detection solely of the loop data cold cache misses is required for
ensuring the correct D-cache operation. Detecting the cold cache
misses can be achieved by invalidating the cache content in which the
data resides; if the data spans the whole cache, then the cache needs to
be invalidated completely. As the cache reuse across loops is negligi-
ble, if any, no performance penalty is incurred, or at worst in the case
of data reuse between different loops, the insignificant penalty of the
cold misses of the second loop data, constitutes the only performance
penalty.

Once the cache part that will accommodate the loop data is invali-
dated, the cold misses are detected naturally through the usage of the
valid bits of the cache lines. Noteworthy is that cold misses can occur
not only in the first loop iteration but also in subsequent iterations, due
to variantly traversed control paths in loop iterations. Consequently,
the valid bit usage is a natural solution for detecting cold misses within
the loop dataset.

3.3 Minimal tag usage for conflicting datasets
If the loop dataset cannot fit within a0-tag region, then there will be

D-cache conflicts and some tag bits will be needed for conflict identi-
fication. Since we want to minimize the number of tag bits needed for
comparison, a compile time data placement algorithm is suggested in
order to place the dataset within the boundaries of ak-tag region with
minimalk.

An even further refinement of placing the dataset within the tag
regions can be defined by observing that when placing a dataset within
the boundaries of ak + 1-tag region, for some of the data arrays only
k tag bits might be enough to check for conflicts within the D-cache.
Figure 4 depicts an example in which the dataset of the example from
the previous section is placed into a 1-tag region and its size does not
allow the dataset to fit within a 0-tag region. Since the 1-tag region
comprises two 0-tag regions, part of the loop dataset (matricesA and
B) is placed in the first 0-tag region, and another part (the matrixC)
in the second 0-tag region. As the size of these matrices is identical,
one can observe that matrixC overlaps in the D-cache with matrix
A, while matrixB from the first 0-tag region does not overlap with
any data in the second 0-tag region. Consequently, when accessing
matrixB no tag bits would be needed for conflict checking, while in
accessingA andC, one tag bit is required for detecting conflicts. This
principle can be generalized to larger tag regions. If part of the loop
dataset is placed into ak-tag region and the rest of it is placed into
the nextk-tag region, then for the components in the firstk-tag region
that do not conflict with the components in the secondk-tag region,
only k tag bits would be sufficient for D-cache conflict identification.

We can see that there are two different scenarios for the number of
tag bits needed for the D-cache operations within a loop. If the entire
dataset resides in a singlek-tag region, with overlap possibilities for
all data components, then onlyk tag bits are needed for this loop.
If part of the data is placed in the nextk-tag region as described in



the previous paragraph, then for parts of the data componentsk tag
bits would be enough, while for the remainder,k + 1 tag bits will be
required.

The proposed methodology for energy reduction in the D-cache
subsystem consists of two basic steps. The first step is the compile-
time support that was presented in this section. This support includes
placing the loop dataset within a tag region, or spanning more than
one tag region by overlapping only some of the data arrays. During
compile time, the minimal number of tag bits needed for each loop is
determined and provided to the D-cache microarchitecture through the
means outlined in the next section, wherein we describe the required
hardware support.

4. IMPLEMENTATION
The proposed methodology requires a hardware support that would

be able to dynamically enable only the minimum required number of
bits from the tag array for the program loops. The hardware requires
exact information as to how many tag bits are needed for a particular
loop or functions within this loop.

First we present an efficient hardware for manipulating the tag mem-
ory array so that only the required minimal number of tag bits are used
per application loop. The tag array in the cache subsystem is typically
implemented as an SRAM array, possibly divided into multiple banks.
The SRAM data array contains horizontalwordlinesfor each tag word
and a verticalbitline for each bit within the tag word.

A read operation from the SRAM array is performed in the follow-
ing way. The address decoder selects the wordline to be read from the
array. All the bitlines are precharged and if the selected memory cell
by the wordline contains logic zero, then the bitlines start to get dis-
charged. Since the discharge is a quite slow process, a sense amplifier
is utilized at the end of each bitline. If a small drop of the voltage level
is detected, a logic zero is registered. The precharge and discharge of
bitlines are the most energy consuming operations with SRAM data
arrays [9].

By eliminating most of the bitline precharge and discharge opera-
tions, our approach greatly reduces the energy dissipation in the tag
SRAM array. This is achieved by gating the bitlines according to the
minimal number of tag bits required to check for D-cache conflicts.
Only the needed bitlines, if any, are precharged and discharged, thus
effectively eliminating the redundant reads. The sense amplifiers for
the disabled bitlines are gated as well. Furthermore, the tag compara-
tor cells are gated in order to perform the comparison only on the
required tag bits.

The number of tag bits for each loop needs to be determined be-
fore entering the loop, so that the appropriate number of bitlines is
enabled. Since this number is fixed for the loop, it can be stored in a
special control register before entering the loop. Each bit in this spe-
cial control register directly corresponds to an enable signal of bitline
and sense amplifier. The default value of this register specifies that all
tag bitlines are enabled. The current value of this register is used to
determine the number of bitlines to enable. The only delay imposed
by this implementation is the insignificant delay of the gating logic,
which roughly corresponds to the delay of a simpleandgate.

If there are data arrays placed in the nextk-tag region with partial
overlap with data arrays from the previousk-tag region, then the ac-
cesses to these arrays require onlyk tag bits. An identification mecha-
nism is needed to distinguish the load instructions to these arrays from
the others. One possible approach is the incorporation of an additional
bit to the load instructions that will indicate whether an additional tag
bit is needed. While highly cost effective in terms of hardware sup-
port, nonetheless, because of the optimized opcode size in most em-
bedded processors, this approach might be infeasible. An alternative
implementation consists of a small table, namely, aLoad Identifica-

tion Table(LIT). When a load instruction is encountered, the LIT is
indexed by the PC of that load instruction and a bit in it specifies
whether an additional tag bit is needed. Note that the size of these ta-
bles must be limited to a very small number of entries in order to keep
the benefits of optimizing the additional tag bit. A reasonable solution
would contain at most 8 entries, which compared to the bitline saved
from the much larger tag array is negligible.

The proposed implementation is highly cost effective, while inher-
ently reprogrammable. It does not impose a timing constraint to the D-
cache organization and can be reprogrammed in a post-manufacturing
fashion. The application information is provided by the LIT and by
writing values to the special control register for fixing the minimal
number of tag bits. This part is performed during compile time, by
inserting an instruction for writing the correct value into the regis-
ter before entering the loop, and an instruction for writing the default
value after exiting the loop. The content of the LIT is loaded at the
same time as loading the application code into the program memory.
Since there might be multiple program loops, multiple LITs might be
needed. This can be achieved in a practical way by implementing the
LIT as a bigger table and parts of it treated as separate smaller tables.
When switching program loops, a switch between these smaller tables
needs to be effected. This can be done easily in software by writing a
control information to a register that selects the LIT.

Another issue that needs to be addressed is the invalidation of the
cache lines before entering a program loop so as to use the valid bits
for detecting the cold cache misses for the loop dataset. Prior to en-
tering the loop that is targeted for tag optimization, the data cache
content needs to be invalidated. This can be effectively achieved by
software in terms of setting a control bit just before entering the loop.

Setting the value for enabling the tag bitlines, switching the LITs,
and invalidating the corresponding cache part are the operations that
are performed in software. Noteworthy is that all of them are per-
formed outside the loop, thus contributing no additional instructions
(and no consequent delay) inside the loop. The lookup in the LIT is
performed by hardware only for theload instructions; therefore, again
no delay is added in executing the loop or accessing the D-cache.

5. EXPERIMENTAL RESULTS
In our experimental study we evaluate the ability of our method-

ology to reduce energy consumption by minimizing the number of
tag bits used in the D-cache. The results demonstrate the proposed
approach on 16K and 32K direct-mapped D-caches. Both D-cache
configurations contain 4 instructions per cache line. We utilize four
numerical computation applications:Matrix multiplication (mmul)of
matrices with size 64x64;LU decomposition (lu)[10] on a matrix with
size 64x64;Extrapolated Jacobi-iterative method (ej)[10] on a 64x64
grid; andsuccessive over-relaxation (sor)[11] on a matrix with size
64x64.

Figures 5 and 6 show execution and power data for the benchmarks
on general-purpose 16K and 32K direct-mapped instruction caches.
The first row gives the number of D-cache hits. The second row of the
tables corresponds to the number of D-cache misses, while the third
row presents the energy dissipated in the D-cache in mJ. In order to
generate the statistics for the D-cache behavior, we utilize the Sim-
pleScalar [12] simulator. We utilize for the cache configuration power
models obtained by using the Cacti tool [13] assuming 0.35um pro-
cess technology. The total energy dissipation is computed by using
the execution statistics from SimpleScalar and the static power model
produced by Cacti. The energy for the main memory is based on the
data presented in [14] and assumes 4.95nJ per access.

To evaluate the proposed power optimization technique we have
identified the application loops and computed the size of the loop
dataset and consequently, thek-tag region with minimalk, in which



mmul sor ej lu

#hits 1,003,006 46,556 563,849 126,884
#misses 45,570 1072 615,151 7,937
energy 2.31 0.102 4.21 0.302

mmul sor ej lu

#hits 1,011,904 46,588 808,529 132,930
#misses 36,672 1040 370,471 1,891
energy 3.17 0.143 4.22 0.352

Figure 5: Access and energy (mJ) statistics for 16K DM
D-cache

Figure 6: Access and energy (mJ) statistics for 32K DM
D-cache

mmul sor ej lu

tag bits 2 0 3 2
energy 2.06 0.143 4.08 0.271

reduction 0.25 0.021 0.13 0.031
reduction(%) 10.82% 20.59% 3.08% 10.26%

mmul sor ej lu

tag bits 1 0 2 1
energy 2.79 0.117 3.94 0.352

reduction 0.38 0.026 0.28 0.05
reduction(%) 11.99% 18.18% 6.64% 12.44%

Figure 7: Energy (mJ) statistics for tag optimized 16K
D-cache

Figure 8: Energy (mJ) statistics for tag optimized 32K
D-cache

the dataset can be placed. The subsequent computation of the D-cache
access statistics for all the references within the application loops was
performed by applying manual assembly level instrumentation of the
applications and effecting the corresponding modifications to the sim-
ulator. Finally, using power models for the optimized tag array we
compute the energy consumed in the D-cache subsystem after opti-
mizing the number of tag bits required for D-cache conflict identifi-
cation. By utilizing Cacti, we compute the energy dissipated per tag
bitline, sense amp, and comparator cell, which allows computation of
the energy dissipation for a tag array with onlyk tag bits enabled.
Figures 7 and 8 show the results achieved for the benchmarks.

The first row in these tables shows the minimal number of tag bits
required for D-cache conflict identification. Thesor benchmark re-
quires no tag bits, since it works on a single array that fits within both
16K and 32K D-caches. The second row of these tables shows the
absolute amount of energy dissipation (in mJ) for the tag optimized
D-caches. The third row corresponds to the absolute energy reduc-
tion compared to general-purpose D-cache configurations from Fig-
ures 5 and 6, while the fourth row shows the percentage improvement.
One can observe that the improvements vary from 3% to above 20%.
Of course, the relative energy reduction is a function not only of the
number of tag bits utilized, but also of the miss rate. When the cache
misses are considerable, the relative improvement is diminished, since
the energy dissipated in the main memory due to misses overwhelms
the energy saved from removing some of the tag bits.

In case no tag bits are needed whatsoever, which is the case for
sor, then the tag subsystem is completely turned off, including the
tag decoder and wordline selection, thus further decreasing the energy
dissipation. Together with the insignificant miss rate, this complete
absence of tag bits underlies the significant energy improvement for
thesor benchmark.

6. CONCLUSION
We have presented an optimization methodology for reducing the

energy for the data cache subsystem of embedded processors. The
proposed framework consists of compile time support for placing the
application loop’s dataset into the memory in such a way that the re-
quired number of tag bits for accessing the D-cache are minimized.
The approach transfers certain application information to the D-cache
microarchitecture and dynamically utilizes it to further eliminate the
redundancy in the tag operations. An efficient reprogrammable imple-
mentation has been proposed for the presented application-specific,
power optimization technique. It preserves the fundamental advan-
tage of processor-based implementations of flexibility, design reuse,
and high-volume productions.

Power consumption is a crucial quality factor in numerous mod-
ern applications. Our experimental results demonstrate the strength of

the proposed approach on a set of real-life applications and suggest
the viability of the power minimization technique for a large range of
important applications.
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