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Abstract 

A parallel version of the modified billiard algorithm has been implemented to solve larger 

instances of the static packing problem - i.e., given a number of discs, compute the maximum 

radius such that the discs fit within the unit square without overlapping [1]. An existing serial 

algorithm available at [2] was taken as a basis and modified towards the main objective of 

this project, high performance on high numbers of discs. It was shown that the existing serial 

algorithm performs poorly on high disc counts. The modified, parallel approach solves this 

issue and achieves a running time only dependent on the number of discs per processor. 

 

Table of Contents 

Abstract ................................................................................................................. i 

Table of Contents .................................................................................................. i 

1 Project Outline............................................................................................1 
1.1 Description of the disc packing problem 1 
1.2 Real world applications 1 
1.3 Project Goal 1 

2 Serial Program............................................................................................1 

3 Parallel Program.........................................................................................4 

4 Results .........................................................................................................6 
4.1 Parallel vs. serial 7 
4.2 Communication Overhead 9 
4.3 Reduced synchronicity 10 

5 Conclusion................................................................................................. 12 

A Appendix ................................................................................................... 13 
A.1 Data Tables 13 

B Bibliography ............................................................................................. 15 



 1 Project Outline 1 

 

1  Project Outline 

1.1 Description of the disc packing problem 

The main objective of the disc packing problem is to maximize the radius of a given number 

of circles in a unit square. This problem can easily be expanded to any square length, as the 

disc radius can be scaled equally. As no polynomial, deterministic algorithm exists for this 

problem, heuristics are used to find solutions. However, optimality of these solutions can not 

be guaranteed.  

1.2 Real world applications 

The main application of disc packing is in material science, modeling of high density, 

atomistic systems. Sidney R. Nagel of the University of Chicago states that this work 

“enhances our understanding of one of the outstanding questions in science” [3].  These 

models are important at a fundamental level to a wide variety of applications, like “improved 

heat shields for furnaces or reduced-porosity glass with exceptional transparency” [3]. 

1.3 Project Goal 

As real world applications require solutions large scale problems, parallel computation and 

optimized algorithms are necessary. The serial program available at [2] has been very 

successful, as it achieved most of the best-known solutions for problem sizes up to 300 discs. 

However, performance beyond that is very poor due to an inefficient O(n2) scaling both in 

number of operations and, more importantly, in memory usage.  

 

2  Serial Program 

The serial program developed by the University of Magdeburg in Germany [2] has been a 

very successful approach to the problem of packing small numbers of discs.  Most of the best, 

known solutions for up to 300 discs were obtained using this program. It was developed 

mainly by E. Specht, a graduate student at the University of Magdeburg, entirely written in 

C++ using the nice library for generation of the postscript output files. A flow chart 

explaining its approach is given in Figure  2-1. 
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The program consists of any number of rounds.  Each round is an attempt at a solution and 

begins from scratch.  Initially, a position for each disc is randomly generated. Then a 

sequence of “grows” and “shakes” is executed.  A grow simply increments the disc radius by 

an amount GROWSIZE. A shake is an attempt to move the resized discs and eliminate any 

overlap between neighboring discs or between a disc and the walls of the unit square domain.  

Each shake is composed of some number of “moves.”  In a move, every pair (N2) of discs is 

considered, and if the discs have not been designated as far apart, then their overlap is 

computed, the distance between their centers minus twice the radius.  The far apart 

designation involves a matrix of size N2, and saves substantial calculation time at the cost of 

substantial memory.  After displacements have been accumulated for every disk, based on its 

position relative to its neighbors, each disc is displaced by this amount, and the move comes 

to an end.  Then, the overlap is recomputed.  If there is no overlap, the shake is also finished. 

GROWSIZE is increased by 5%, and then the program proceeds to the next grow.  

Otherwise, another move is executed.  If the maximum number of moves (per shake) is 

reached, then the shake returns a failure, the radius is decreased to its value before the 

previous grow, the GROWSIZE is decreased by 20%, and then the program proceeds with 

the next grow.   
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Figure  2-1: Flow chart, serial program 
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Once the GROWSIZE decreases below a threshold of 10-10, it is assumed that any further 

growing and shaking will have a small effect.  The round terminates and outputs the resulting 

radius, time, and other statistics.  Next, either a new round begins, or the program exits, 

depending upon user input. 

The “move” is the bottleneck of this approach with two loops and an array of magnitude N2. 

In a common execution with N=400, approximately 500.000 moves are executed in total. The 

pseudo code in Figure  2-2 further explains this fact, with the relevant section in bold letters. 

 

Figure  2-2: Pesudocode of serial program 
 

In a typical program execution with 400 discs, the first 150 shakes produce nearly no overlap 

as the radii are sufficiently small. This minor overlap can usually be solved within one or two 

moves, resulting in a very fast growth in little time. However, as discs start to ‘pack’ this 

significantly changes. With every additional shake, more and more moves (up to the limit) 

are necessary to eliminate the overlap and obtain a valid solution, or decrease the growth 

factor GROWSIZE. 

In a sample execution on 400 discs, 97% of the final radius was achieved in 150 shakes and 

23 seconds. The next 130 shakes only increased the radius for additional 3% as the final 

solution, but required 255 seconds in total. 

Figures 2-3 demonstrates the growing process in an initial, intermediate and final state. 

while (GROWSIZE > 10
-10
) { 

  for i = 1 to 5000 { //Try a maximum of 5000 moves 
      for each disc j { 
        for each disc k { 
          if (overlapping(j,k)) { 
            //Simulate collision, calculate new displacement vectors 
      } } } 
      for each disc j 
        //Move the disc by applying the updated displacement vector 
      if (NoMoreDiscsOverlapping) break; 
  } 
  if (NoMoreDiscsOverlapping) { 
    //Success – Growing was successful 
    GROWSIZE *= 1.05; 
    CurrentRadius += GROWSIZE; 
  } 
  else { //Otherwise roll back to previous radius and increase less 
    CurrentRadius -= GROWSIZE; 
    GROWSIZE *= 0.80; 
    CurrentRadius += GROWSIZE; 
  } 
} 
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Figure  2-3: Growing process: Initial, intermediate and final state 
 
 

3  Parallel Program 

In order to achieve results of the same quality as the serial algorithm, the growing algorithm 

and its underlying principles have not been changed. Instead, the implemented parallelization 

focuses solely on work division. As the workload is only dependant on the number of discs 

that are evenly distributed over the problem space, a balanced work division was achieved by 

dividing up the space by processors and shown in Figure  3-1, for an example of 9 processes. 

For the overlap and displacement calculations, only the vicinity of each disc must be known, 

so a ghost cell region with a width of the disc diameter is sufficient to always detect overlaps, 

just as in the serial algorithm. Figure  3-1 shows the exchange partners of process 9 including 

the ghost boundaries. Ghost discs, i.e. discs in the domain of processor 7, 4 and 3 are colored 

green. 

Since no displacement can have a magnitude greater than the disc radius, so long as the 

process domain length is greater than the radius, there will be no exchange between processes 

that are not adjacent in the Cartesian sense. So each process need only consider its nearest 

neighbors when calculating communication requirements.  Note that this can change if 

sufficiently many moves are executed without communication as in the reduced 

synchronicity mode described in section 4.3.  
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Figure  3-1: Space division and neighbor exchange for node 6 with its ghost cell borders 
 
As shown in  

Figure  3-2, ghost cells are exchanged after each move, so that the calculation of overlap is 

always correct. We therefore have an equivalent algorithm to the serial approach, achieving 

statistically equal results as described in section 4.1. The calculation of displacements and 

positions is, except for additional ghost cells, perfectly parallelizing as well as the calculation 

of the overlaps. These two sections take up the majority of the calculation time and are 

marked in  

Figure  3-2. As opposed to the serial implementation, every process now performs 

calculations with only about N/P discs plus the ghost discs, so the quadratic running time of 

the move decreases significantly.  
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Figure  3-2: Flow chart, parallel program 
 

Besides modifying the algorithm for parallelization, a method to generate one single plot 

including all distributed cells was also implemented for graphical output of our final result. 

An All-To-Root exchange method was utilized. Furthermore, several different initial disc 

packing methods were implemented and tested.  The most notable initialize the discs in a 

hexagonally packed rectangle with the same aspect ratio as the process domain and a 

hexagonally packing with an overall hexagonal shape. As the serial implementation does not 

support these schemes for the timings that were used, only random initialization was used in 

comparisons reported in section 4. 

4  Results 

The hardware platform for this work has been a Beowulf cluster named Valkyrie, managed 

by the UCSD Academic and Computing Services, and running the Rocks software developed 

at the San Diego Supercomputer Center. The system consists of 16 dual 1 GHz Coppermine 

Pentium III CPUs, each with 1GB of RAM and running Linux.  Each runs at a system bus of 

133 MHz, has a full-speed, 256 KB L2 cache with a bus 256 bits wide, and a 32 KB L1 

cache. A Myrinet switch provides low latency connectivity between the nodes with a message 
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startup time alpha = 11.16 microseconds/message and a peak bandwidth of beta = 0.0040405 

microseconds/byte. 

The purposes of the conducted experiments was to determine how well the parallel algorithm 

performs relative to the serial algorithm, to measure the fraction of time spent on 

communication by the parallel algorithm, and to measure the effects of reducing the level of 

synchronicity between processes during execution.  Each data point is the minimum of 5 

(section 4.1) or 10 (section 4.2) consistent measurements.  

4.1 Parallel vs. serial 

Figure 4-1 shows the extent to which the parallel algorithm out-performed the serial version.  

The run time for the parallel version is truly dwarfed by that for the serial algorithm for disc 

counts greater than 800, and even performs better at 400 disks.  The primary reason for this 

speedup is caching effects, but there is also a significant speedup due to the algorithm itself.  

For each calculation of the displacements, the serial algorithm iterates over every pair of 

disks, keeping notes in an array for each pair.  Alternatively, the parallel version only iterates 

over pairs on the same process, which scales as the inverse of the number of processes, thus a 

1/P2 speedup. These results are for an execution with five rounds of the algorithm.  The 

estimated run time for the algorithm at 1600 discs was necessary because direct measurement 

proved unfeasible.  We procured this estimate by performing a chi-square fit of the function 

T(N) = a Nb + c to the data below 1600 and extrapolating.  The fit values for these 

parameters were a=0.00000833, b=2.657, and c=83.3. 

Figure 4-2 shows how the parallel algorithm performs as the number of discs increases, on a 

more appropriate scale.  We found impressively slow increase in the run time until we 

experimented with 3200 discs, at which point, the run time grew to double that at 1600 discs.  

This may or may not imply poor scaling at even larger numbers of discs.  Figure  4-3 shows 

how the program runtime reacts to an increase of processes when N/P is held constant, i.e. the 

number of discs is grown linearly with the number of processes. Whereas we notice a severe 

increase for N/P=200, it surprises that we mostly have a linear running time for N/P=50 and 

100: We can increase the number of discs from 400 to 1600 without having to accept longer 

running time.  
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Figure  4-1: The parallel algorithm out-performs the serial version for modest numbers of discs and the 

gap widens rapidly as the number grows. 
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Figure  4-2: Depending on N/P, the run time of the parallel algorithm is fairly steady in the regime from 
500 to 1600 discs, but possibly grows linearly beyond. 
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Figure  4-3: N/P=50 and 100 show a nearly constant running time 

 
Equally important is the quality of the solutions, i.e., the maximum radii reported.  Table 4-1 

shows that the radii produced by the parallel algorithm are slightly better than those of the 

serial program.  Though the difference is not statistically significant, the point remains, the 

parallel results are of at least as high quality. 

Radius (constant over 5 executions, 5 runs each)  
N Serial Parallel % Improvement 

200 0.036570 0.036423 -0.402%
400 0.025862 0.026030 0.653%
450 0.024519 0.024567 0.197%
800 0.018461 0.018519 0.313%
900 0.017361 0.017411 0.284%

1600 N/A 0.013148  
1800 N/A 0.012397  
3200 N/A 0.009288  

Table  4-1: The quality of the results of the parallel algorithm is at least as good as that of the serial 
algorithm. 

4.2 Communication Overhead 

Figure 4-3 shows the fraction of run time spent on communication for 50, 100, and 200 discs 

per process on several numbers of processes.  In each case, communication takes a substantial 

portion of the total run time.  As expected the fraction decreases as the number of discs, and 
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therefore amount of computational work per process increases.  These results were obtained 

by running one round for 100 – 60 log(N/P) iterations of the outer “shake” loop and, for each, 

1000 iterations of the inner “move” loop. 

However, as Figure  4-3 states for N/P=50 and 100, we measure an almost constant running 

while increasing P if N/P is held constant whereas communication increases with P. 

Therefore, computation must decrease as N increases in this case. 
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Figure  4-4: Communication overhead. 

 

4.3 Reduced synchronicity 

One of the great challenges in parallel computing is minimizing dead time, time during which 

a process spends waiting for communication from another process.  Techniques to minimize 

dead time include load balancing and asynchronous execution.  In this work, the loads are 

fairly well balanced, as the initial distribution is as balanced as possible, and the net 

movement of the discs across process domains is quite small.  We did however study the 

effects of reducing the level of synchronicity between processes, simply by reducing the 

amount of ghost-disc communication to one stage of communication of ghost-discs every nasy 

moves.  The results are plotted in Figures 4-4 and 4-5. 



 4 Results 11 

 

0.00

1.00

2.00

3.00

4.00

5.00

6.00

1 2 3 4 5 10 50 100 500
n asy

R
un

 ti
m

e 
(m

in
ut

es
)

N=400 on 4 processes  
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Figure  4-6: Radii for runs with reduced synchronicity 
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Figures 4-4 and 4-5 show the run times and radii for the case of 400 discs on 4 processes.  

These measurements consisted of one round of the algorithm only. We conclude that this 

relatively simple-minded method for reducing synchronicity gives worse results.  Since most 

of the run time for an execution is in the last approximately 3% of the final radius (see section 

2), a significantly shorter run time does not make up for a significantly reduced radius.  

Notice that in some cases, reducing synchronicity actually increases the run time.  This is due 

to the fact that substantial numbers of asynchronous operations are performed entirely in 

vain. In these cases, upon synchronization, the system returns to a state which is only slightly 

better (or possibly even worse) than the state before the asynchronous calculations. 

 

5  Conclusion 

The foremost conclusion reached by this study is that the parallelization has had a remarkable 

effect on the run time for this algorithm while maintaining a statistically equivalent quality of 

results.  Partitioning the system allowed for substantially more efficient use of memory, 

especially.  Through experimentation and measurement, it was determined that for the 

parallel algorithm, communication costs were large, and two responses were generated and 

the effects were measured.  First, measurements were performed with greater numbers of 

discs per process, improving the ratio of computation to communication.  This had the 

positive effect expected.  Second measurements were performed with the degree of 

synchronization somewhat reduced.  These experiments have shown that the method used to 

reduce synchronicity was not effective. 

This work has led to a number of questions which could be researched in the future.  To what 

extent can the memory efficiency of the serial algorithm be improved, perhaps employing an 

occupancy grid that will eliminate the “far away” grid?  Can the computational part of the 

serial algorithm be optimized, so that the work done in previous rounds is used to improve 

the results in a more deterministic fashion? How well does the parallel algorithm perform for 

problems larger than 1600 discs?  How long does the run time remain constant as N is 

increased if N/P is maintained at 100 (FWGrid would be of value in answering this 

question)? To what extent can the communication fraction be reduced by utilizing techniques 

of overlapping communication with computation? 
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A  Appendix 

A.1 Data Tables 

Run times for the serial algorithm, 5 rounds each.  The estimate function is  

T(N)= (0.00000833) N(2.657) + (83.3) 

Serial   
N Measured Poly Est 

160.00 20.40 89.29
200.00 22.75 94.13
360.00 107.59 134.93
400.00 110.35 151.61
640.00 456.17 321.44
720.00 317.86 408.95
900.00 586.04 672.47

1280.00 1511.40 1585.32
1600.00   2800.77
3200.00   17222.96

 

Minimum run times in minutes for the parallel algorithm, 5 executions with 5 rounds each. 

N P = N/50 P = N/100 P = N/200 
200 8.38   
400  20.65  
450 23.57   
800 24.15  41.59
900  26.09  

1600  20.64  
1800   37.09
3200   90.38
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Minimum run times with and without communication in seconds out of 10 executions. 

N P N/P Runs Comm-Time 
No-Comm 
Time 

Comm 
Fraction 

50 1 50 1 14.035681 13.48609 4%
200 4 50 1 49.218792 13.438341 73%
450 9 50 1 96.321717 13.070946 86%
800 16 50 1 113.245216 12.772795 89%
100 1 100 1 42.140165 41.656409 1%
400 4 100 1 83.380498 39.499242 53%
900 9 100 1 116.601247 37.05214 68%

1600 16 100 1 139.211269 37.473367 73%
200 1 200 1 109.888359 109.188157 1%
800 4 200 1 148.490426 114.171388 23%

1800 9 200 1 205.944471 108.48922 47%
3200 16 200 1 230.608882 109.590376 52%

 

Radii and run times for reduced synchronicity in minutes out of 10 executions. 

10 Runs, 1 Round Radius Runtime (minutes)  

N P Rounds Min Avg Min Avg 
Sync-
Factor 

200 4 1 0.036150470 0.036150470 2.550 2.652 1
200 4 1 0.036436433 0.036436433 1.918 1.952 2
200 4 1 0.036016377 0.036016377 1.483 1.535 3
200 4 1 0.036341307 0.036341307 1.510 1.596 4
200 4 1 0.036286278 0.036286278 1.386 1.419 5
200 4 1 0.036404113 0.036404113 1.463 1.515 10
200 4 1 0.036077795 0.036077795 1.300 1.348 50
200 4 1 0.036193793 0.036193793 1.117 1.164 100
200 4 1 0.036036084 0.036036084 1.035 1.065 500
400 4 1 0.026000329 0.026000329 4.578 4.737 1
400 4 1 0.025941277 0.025941277 5.272 5.380 2
400 4 1 0.025953868 0.025953868 3.335 3.405 3
400 4 1 0.025943573 0.025943573 4.044 4.182 4
400 4 1 0.025860543 0.025860543 3.286 3.418 5
400 4 1 0.025781628 0.025781628 3.354 3.376 10
400 4 1 0.025780626 0.025780626 4.400 4.616 50
400 4 1 0.025839579 0.025839579 3.631 3.789 100
400 4 1 0.025653283 0.025653283 2.478 2.503 500
450 9 1 0.024381493 0.024381493 4.687 4.990 1
450 9 1 0.024468166 0.024468166 3.007 3.148 2
450 9 1 0.024414843 0.024414843 2.421 2.576 3
450 9 1 0.024478575 0.024478575 3.449 3.845 4
450 9 1 0.024363125 0.024363125 2.264 2.553 5
450 9 1 0.024469723 0.024469723 2.567 2.752 10
450 9 1 0.024355558 0.024355558 1.861 1.987 50
450 9 1 0.024187234 0.024187234 1.534 1.580 100
450 9 1 0.023949556 0.023949556 1.441 1.548 500
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