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1 Introduction

Scientific data sets are growing in size orders of magnitude more rapidly than memory capabil-
ities. Compression is an important part of managing the data. Interest herein is restricted to
smoothly varying data on a regular mesh, which abounds. One useful, lossy compression technique
is subsampling.

Fixed interval subsampling (FI) divides a mesh into blocks of predefined sizes and then uniformly
subsamples each block as coarsely as possible, while maintaining a fixed measure of accuracy. Except
for rare cases, FI inherently oversamples some regions, resulting in suboptimal compression factors.

Adaptive coarsening (AC) applies several different levels of subsampling to a mesh, and applies
these levels to different regions adaptively, with more sampling in complex regions and less in easily-
interpolated regions. As is shown in Figure 1, which shows the level of coasening for each mesh
site, there is little geometry-based restriction on the level of subsampling throughout the mesh. AC
is similar to the adaptive subsampling employed in HD TV.

This work extends that of Tallat Shafaat and Scott Baden [1], [2] on Adaptive Coarsening from
one to two and three dimensions. As expected, the compression factors achieved by AC continue to
exceed those obtained using FI in two dimensions. Also expected, the compression factors increase
with increasing dimension. Although it has not been implemented here, AC is expected to yield
even greater compression factors if multiple-dimensional coarsenings are applied, i.e., applying 2D
AC to a mesh, and then applying 1D AC to the result.

Figure 1: Result of Adaptive Coarsening v. 1 on a 1020x1020 data file. The color represents the level of coarsening
applied to each mesh site.
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2 Algorithm

The algorithm for AC is straightforward. One begins with a regular mesh of data values and a
coarsening vector specifying the unit cell size of a coarse grid cell. Then, starting with the coarsest
possible grid which is ammenable to interpolation and leveling down to the coarse grid which has
cells the size of the coarsening vector, one interpolates the sites of the coarse grid to obtain an
approximation to the original data. Mesh sites which are well approximated by the technique are
then downsampled, one coarse grid cell at a time. In the end, only the subsampled data values and a
bit-array indicating the level of coarsening of each mesh site are stored. Not only is the bit array on
the order of 3 bits per mesh site (cf. 64 bits per double), but it is also very amenable to compression
by Matlab or gzip. This standard approach is referred to below as version 1. Pseudocode for version
one is given below.

Pseudocode for Adaptive Coarsening, version 1.

DM = the dimension of the data
N = the original mesh size.
CL = is the bit-array of coarsening levels. CL is initialized to zero.
C = the coarsening vector, e.g., [2,2]
L = the level of the coarsest grid with at least three sites in each

dimension
U = the original data.
V = the original data. At the end, V will contain the product of coarsening

and then uncoarsening.
mx = the coordinates of the original resolution mesh.

for each level, l, from L to 1
cx = the coordinates of the level l coarse mesh ( cx(d) = 1:C(d)^l:N(d) )
W = the result of interpolating the points in the coarse mesh to obtain

values for all of the points of the original res. mesh
( interpn( cx, V, mx, method ) )

for each coarse grid cell, gc
for each original res. mesh site, s, encompassed by gc
if W(s) is not a sufficient approximation to U(s) ( abs((W-U)/U) < tol )
do not accept this grid cell. go to the next gc.

end if
end for s
for each original res. mesh site, s, encompassed by gc, except gc itself
set CL(s) to l
set V(s) to W(s)

end for s
end for gc

end for l

NC = number of values that must be sampled ( sum( CL == 0 ) )
UC = array of length NC
i = 0;
for each site, s, in the original mesh
if CL(s) == 0 (i.e., not downsampled)
i = i + 1
UC(i) = U(s) (i.e., save for storage in compressed data)

end if
end for s

save DM,N,C, CL and UC to the outputfile

Note that in the algorithm presented in [1], one starts with the finest coarse grid and levels
up. It is this author’s preference to start at the top, so to speak, and work down for the following
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reason. If, during reconstruction, a mesh site’s value is to be obtained from interpolation at one
level and then used for interpolation at a lower level, then the higher-level interpolated value (not
the original value) should be used for the lower-level interpolation. This follows naturally from a
top-down approach.

A slight variation, with substantial benefit, is to accept mesh sites for downsampling one at a
time, rather than one coarse grid cell at a time. The storage products are the same. The algorithm,
referred to below as version 2, is infact a simplification of version 1. For a visual comparison, a
plot of the product of version 2, for the same data that was used in Figure 1, is shown in Figure 2.

Figure 2: Result of Adaptive Coarsening v. 2 on a 1020x1020 data file. The color represents the level of coarsening
applied to each mesh site.

3 Results

The 2D data set was obtained by solving the Navier Stokes equations, using software provided
by Chris Anderson at UCLA [3]. Numerous “snapshots” of the post-processed quantity, vorticity,
were produced using this software. The sizes of the meshes generated included 510 × 510 and
1020× 1020. The “time-stamps” of these snapshots ranged from 1/50s to 10s and the time extent
between snapshots ranged from 1/50s to 1s.

Shafaat’s findings are used for comparison in 2D: for this same data, on 1020 × 1020 meshes,
with a tolerance of 10−3, FI subsampling yielded a compression factor of 14.9, and a combination
of FI subsampling and 1D AC yielded a compression factor of 16.4.

The 3D data used was generated by concatenating a number of snapshots of the 2D data, using
time as a third dimension. In particular, 3D grids of sizes 510× 510× 129 and 1020× 1020× 129
were created with 0.01s separation in the time direction between snapshots.

The compression software was written in Matlab. Performance is not the focus of this work,
but runtimes will be shown along with the compression factors below to give an idea of the expense.
The machines used for analysis were a troop of similar, but not identical, Sun and Boxx machines.
Statistics for a representative machine can be found in the appendix. Tolerance levels of 10−3 and
10−4 were used. Also, both cubic and linear interpolation methods, using Matlab’s interpn() were
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tried. To accomodate the memory requirements of the 3D datasets, it was necessary to partition
the volume into sub-blocks, the size of which were chosen to be 129× 129× 129, or smaller on the
boundaries. Once this was done, the processes were not memory limited.

Tables 1 and 2 show the results of AC version 1 on 2D and 3D data (respectively). Tables 3
and 4 show the results of AC version 2 on 2D and 3D data (also respectively). For the 2D data, the
algorithm was run on 20 samples from the same data sets, at different, consecutive times. For the
3D data, only one data set was generated and used in each experiment. More time is necessary to
generate higher quality statistics; however, for these data sets, performance seemed to vary little.

mesh size tolerance method cf time per snapshot,s
10202 10−3 cubic 18.4 62
10202 10−3 linear 3.4 22
10202 10−4 cubic 5.9 76
10202 10−4 linear 2.3 21
5102 10−3 cubic 6.9 13
5102 10−3 linear 2.8 5.3
5102 10−4 cubic 3.1 14
5102 10−4 linear 2.2 9.1

Table 1: Compression factors (cf) and runtimes for 2D data compression by Adaptive Coarsening, version 1.

mesh size tolerance method cf time per snapshot, min
10202x129 10−3 cubic 19.4 323
10202x129 10−3 linear 2.94 77
10202x129 10−4 cubic 6.66 525
10202x129 10−4 linear 1.78 93
5102x129 10−3 cubic 9.31 78
5102x129 10−3 linear 2.21 19
5102x129 10−4 cubic 3.34 127
5102x129 10−4 linear 1.75 22

Table 2: Compression factors (cf) and runtimes for 3D data compression by Adaptive Coarsening, version 1. Note
that for the linear interpolation method, the 3D cf’s are actually less than those for the 2D data.

mesh size tolerance method cf time per snapshot, s
10202 10−3 cubic 31.7 52
10202 10−3 linear 4.9 14
10202 10−4 cubic 9.6 74
10202 10−4 linear 2.8 13
5102 10−3 cubic 11.0 12
5102 10−3 linear 3.8 3.2
5102 10−4 cubic 4.6 16
5102 10−4 linear 2.6 3.3

Table 3: Compression factors (cf) and runtimes for 2D data compression by Adaptive Coarsening, version 2.
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mesh size tolerance method cf time per snapshot, min
10202x129 10−3 cubic 44.9 520
10202x129 10−3 linear 4.7 61
10202x129 10−4 cubic 13.6 310
10202x129 10−4 linear 2.2 61
5102x129 10−3 cubic 19.0 97
5102x129 10−3 linear 3.5 10
5102x129 10−4 cubic 5.9 110
5102x129 10−4 linear 2.1 10

Table 4: Compression factors (cf) and runtimes for 3D data compression by Adaptive Coarsening, version 2.

4 Conclusion

In two dimensions, the second version of AC (flexible acceptance) was found to be substantially
better than the first (block-by-block acceptance), which itself was found to be better than the FI
subsampling method, as expected. In three dimensions, as was anticipated, the first version did not
perform well. It is apparently rare for an entire 3D coarse grid cell to be well-approximated. Clearly,
the second version performs much better in this case. A key to this compression performance is
using cubic interpolation rather than linear interpolation, although this is somewhat dependent
on the data set being compressed. Typical trends such as the compression factor decreasing with
decreasing tolerance or with decreasing resolution of the original mesh are duly noted. While
performance was not a key issue in this work, 10 hours is a long time, so the author concludes
that for data sets on the order of 108 points, an implementation in a performance programming
language, and perhaps even parallelism is called for.
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5 Appendix

5.1 cpuinfo for one of the machines used

vendor_id : AuthenticAMD
cpu family : 15
model : 5
model name : AMD Opteron(tm) Processor 242
physical id : 255
siblings : 1
stepping : 10
cpu MHz : 1594.147
cache size : 1024 KB
fpu : yes
fpu_exception : yes
cpuid level : 1
wp : yes
bogomips : 3178.49
TLB size : 1088 4K pages
clflush size : 64
address sizes : 40 bits physical, 48 bits virtual
power management: ts ttp

5.2 Personal Thoughts on This Project

I would like to thank Scott Baden for an interesting, and I believe productive, quarter. From this
project, I have gained experience in a valuable subject which will be close to my work in the future,
data compression. I have also developed significant familiarity with a very useful tool, Matlab. I
hope also that I have done work which will be valuable to the computing community, in time, and
which may even be worth publishing (once the final data statistics are in; I am certain the 3D
factors will be larger than reported here).
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