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Abstract

Pattern classification aims to classify data based on in-
formation extracted from the patterns under uncertainty. We
will discuss five methods to classify data given training sets.
The first method is very simple and uses only one feature
of the sample vector, which we refer to as Second Maxi-
mum Energy Method. The other methods are parametric
estimations: Maximum Likelihood (ML) of a multivariate
Gaussian model, Bayesian estimation with predictive distri-
bution(Bayes), Maximum a Posteriori (MAP) and mixture
Gaussian model based on expectation maximization (EM)
algorithm. To show the results and performance differences,
we select a problem that involves a cheetah image classifi-
cation as foreground and background. After giving theo-
retical background, we discuss how we apply these meth-
ods to our toy problem. Then, we present error rate and
running times to compare advantages and disadvantages of
each method. Lastly, we provide the rationale for why we
use the second largest coefficient in Second Maximum En-
ergy Method.

1. Introduction
The goal of this paper is to evaluate various statistical

learning techniques on a real-world pattern classification
problem. The techniques that we look at are Bayes Decision
Rule, maximum likelihood estimation, Bayesian parameter
estimation and Gaussian mixture models. All these meth-
ods have a nice theoretical grounding with well-studied op-
timality and convergence guarantees. However, it is inter-
esting to see how these methods actually perform in prac-
tice, where we are usually in the realm of sparse data and
possibly simplistic models. The pattern classification prob-
lem that is used here is to segment an image of a cheetah
into background pixels and foreground pixels by using in-
formation from training data. Segmentation is a problem
that crops up frequently in computer vision and image pro-
cessing, and is often a very useful pre-processing step that
greatly aids in other complex tasks such as object recogni-

tion.
We will first provide the general background of each sta-

tistical learning method that we use including modeling and
implementation details. We then analyze the relative perfor-
mance of each of these methods along with a discussion on
strengths and weaknesses of the different techniques. This
is followed by results such as error rates and running times
and a discussion on the feature selection used in Second
Maximum Energy Method.

2. Second Maximum Energy Method

2.1. Background Theory

This method, unlike others, do not explicitly assume a
probabilistic model. Instead, the main underlying assump-
tion is that the two classes, the grass and the cheetah have
different textural patterns that would elicit better discrim-
ination between the two classes in the distribution of fre-
quency components than in the distribution of intensities in
the spatial domain.

For purposes of extracting features from which to calcu-
late the class discriminating function, the image was broken
into 8×8 block images. A two-dimensional discrete cosine
transform (DCT) is performed on the blocks. The resulting
transformed block is then rearranged into a vector following
a kind of “zig-zag” pattern.

The vector of DCT values are reduced to a single scalar
value. The method of selection is computationally quite
simple. We choose the index of the vector component with
the second largest energy or absolute value as a feature to
compute the discriminating function with. Since the image
block is non-negative, the DC value will in general be much
larger than any other frequency component for either classes
and thus we do not choose the largest absolute value. The
intuition is that choosing the frequency component with the
largest energy (outside the DC component) will best sum-
marize the patterns of intensity changes, i.e. textural pat-
terns, in the given image block since most of the signal en-
ergy (outside DC) resides there. We discuss on the choice of
the second largest energy against other choices in Section 5.



2.2. Problem Formulation

For classfication purposes, Bayesian discrimination rule
is applied with minimum probability of error criteria, i.e.
the MAP rule:

ω∗j = arg max
ωj

PX|Y (x|ωj)P (ωj) (1)

The class-conditional probabilities, PX|Y (x|ωj), based on
the feature parameter x as defined above, was estimated by
constructing a histogram of such feature values based on the
training data given and normalizing it with the total number
training examples for each class. The probabilities for the
histogram bins are as such equivalent to the maximum like-
lihood estimates for a multinomial likelihood with number
of different possible outcomes equal to the number of bins
in the histogram. Similarly, the class priors, P (ωj) were
estimated by dividing the number of class examples in the
training data with the total number of training examples.

3. Parameter Methods
In parametric approaches, our assumption is that the

sample is drawn from some distribution that follows a
known model, for example Gaussian. The main advan-
tage of this method is that it requires estimation of just a
few parameters of the distribution: for example, mean and
variance for a Gaussian distribution. Once those parame-
ters are estimated from the sample, the whole distribution
is known. We estimate the parameters of the distribution
from the training set, plug in these estimates to the assumed
model and get an estimated distribution, which we then use
for classification. There are two methods we will discuss to
estimate the parameters of a distribution : Maximum Like-
lihood (ML) and Bayesian parameter estimation. The latter
technique has become popular recently due to the availabil-
ity of greater computing power.

3.1. Maximum Likelihood Estimation (ML)

3.1.1 Background Theory

Let us assume that we have an i.i.d. sample D =
{x1, x2, ..., xN}. We assume that the xi’s are sam-
ples drawn from some known probability density family,
PX(x; θ), parameterized by the vector θ. We want to
find that value of θ that makes the observed samples from
PX(x; θ) as likely as possible. Because the xi’s are inde-
pendent, the likelihood of the dataset D is given by:

PT (D; θ) =
N∏

t=1

PX(x; θ) (2)

In ML estimation, we search for the value of θ that max-
imizes the likelihood of the sample. For convenience, we
can maximize its log(.) in order to convert the product into

a sum and to lead to further computational simplification.
The log-likelihood is given by:

L(θ) = log PT (D; θ) =
N∑

t=1

log PX(xt; θ) (3)

The Gaussian distribution is the one most frequently
used for modeling class conditional densities. D is drawn
from a multivariate Gaussian distribution with mean µ and
covariance matrix Σ, denoted as N(µ, Σ), if its class-
conditional density function PX|Y (x|i) is

PX|Y (x|i) =
1

(2π)d/2|∑i |1/2
exp

[
−1

2
(x−µi)T Σi

−1(x−µi)
]

(4)

3.1.2 Problem Formulation

When we apply ML into our problem, we assume that the
class conditional densities are multivariate Gaussians of 64
dimensions. Therefore we can write our discriminant func-
tion in terms of log likelihood and class prior:

gi(x) = log PX|Y (x|i) + log PY (i) (5)

and assuming PX|Y (x|i) ∼ N(µi, Σi), we have

gi(x) = −1
2

log |Σi|− 1
2
(x−µi)T Σi

−1(x−µi)+log PY (i)
(6)

Given foreground and background training samples
Dfg,Dbg, we can find the maximum likelihood estimates
separately for each class as follows (only shown for fore-
ground):

P̂Y (i = foreground) =
|Dfg|

|Dfg|+ |Dbg|

µ̂i =

∑
x∈Dfg

x

|Dfg|

Σ̂i =

∑
x∈Dfg

(x− µ̂i)(x− µ̂i)T

|Dfg|
Now, we can use these estimated parameters in the dis-

criminant function to get the estimates for the discriminants
and classify new samples using Bayes’ Decision rule.

3.2. Bayesian Parameter Estimation

3.2.1 Background Theory

The main difference between Maximum Likelihood estima-
tion and Bayesian estimation is how we look at the param-
eter θ: a fixed value or a random variable. Bayesian es-
timation assumes that θ is a random variable with a pos-
terior probability distribution function Pθ|T (θ|D). From a
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sample, Bayesian estimation estimates the distribution for
Pθ|T (θ|D). Because the two distributions, p(xk|θ) and
p(θ), in (7) are given, pθ|T (θ|D) can be easily computed
using the Bayes rule as follows:

pθ|T (θ|D) =
p(D|θ)p(θ)

p(D)

=
p(D|θ)p(θ)∫
p(D|θ)p(θ)dθ

=
∏n

k=1 p(xk|θ)p(θ)∫ ∏n
k=1 p(xk|θ)p(θ)dθ

(7)

This distribution is different from the prior distribution
p(θ) in that it considers the given data D. Thus, for the
different data, pθ|D(θ|D) will have a different distribution.
Therefore, we can say the given dataD is used to determine
the distribution of parameter θ. Then, the distribution that
we are interested in, pX|T (x|D), is computed by averaging
p(x|θ) with respect to the probability distribution p(θ|D) as
follows:

pX|T (x|D) =
∫

p(x|θ)p(θ|D)dθ

= Eθ|D[p(x|θ)]

This is called the predictive distribution and is used for
classification in the Bayes’ Decision rule.

3.2.2 Problem Formulation

In the cheetah problem, we assume PX|θ(x|θ) to be
G(x, µ, Σ). The parameter θ here is only µ because Σ is
computed from the sample covariance, which is a plausible
tweak to have Σ. In addition, we also assume the prior dis-
tribution, Pθ(θ) = Pµ(µ) to be G(µ, µ0,Σ0). The two pa-
rameters, µ0 and Σ0, are given. With the two distributions,
we can compute pθ|T (θ|D) as in (7). Thanks to a good prop-
erty of the Gaussian distribution, pθ|T (θ|D) is also a Gaus-
sian distribution with a mean µ1 = Σ0A

Σn
k=1xk

n + 1
nAµ0

and covariance Σ1 = Σ0A
1
nΣ where A = (Σ0 + 1

nΣ)−1.
Then,

pX|T (x|D) =
∫

p(x|θ)p(θ|D)dθ

=
∫
G(x, µ, Σ)G(µ, µ1,Σ1)dθ

= G(x, 0,Σ) ∗ G(x, µ1, Σ1) (8)
= G(x, µ1,Σ + Σ1) (9)

The equation in (8) can be expressed by another Gaus-
sian as in (9) because the convolution of two Gaussian dis-
tributions is also a Gaussian.

All the distributions discussed so far are class-
conditional, that is, we have a distribution for each class:
pX|T,Y (x|D, BG) and pX|T,Y (x|D, FG). Then we can
classify each test point using the following rule:

i∗(x) = arg max
Y
{

pX|T,Y (x|D, FG)pY (FG),
pX|T,Y (x|D, BG)pY (BG)} (10)

3.3. MAP Estimate

3.3.1 Background Theory

The method of maximum a posteriori (MAP) estimation can
be used to obtain unknown parameters that maximize the
posterior probability density function. It is closely related
to ML estimate but this method incorporates the prior dis-
tribution. This feature of MAP provides regularization of
ML estimates. In MAP estimation, we assume that p(θ|D)
has a narrow peak around its mode, thereby allowing us to
avoid computing the integral in the Bayesian estimate. As a
result, our decision function becomes

i∗(x) = arg max
i
{PX|Y (x|i; θi

MAP )PY (i)}

where,

θi
MAP = arg max

θ
{Pθ|T (i|D)}

= arg max
θ
{PT |Y,θ(D|i, θ)Pθ|Y (θ|i)}

3.3.2 Problem Formulation

Let’s go back to our cheetah problem. If we use the MAP
estimate of µ then the predictive distribution becomes:

Px|T (x|D) = Px|µMAP
(x|µMAP )

where,

µMAP = arg max
µ

Pθ|T (µ|D)

We already calculated this to find the predictive distribution.
Therefore µMAP = µ1. As a result predictive distribution
becomes G(x, µ1, Σ).

3.4. EM Algorithm

EM algorithm is a powerful algorithm for finding maxi-
mum likelihood estimates with missing data. Suppose X,
and Z together form the complete data. In our problem
Z is actually hidden whose value, if known would reduce
the problem to classical ML estimation. Let P charac-
terize the likelihood of the complete data with parameters
Ψ : P (X,Z|Ψ).
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EM algorithm makes an initial guess for the value of
Ψ = Ψ(0). At each step the EM algorithm involves the
following two steps:
E-step: In this step we calculate for each n=0, 1, 2 ..., :

Q(Ψ;Ψ(n)) = ΣzPZ|X;Ψ(n)(Z|X, Ψ(n))log(P (X,Z|Ψ)) (11)

The summation is replaced by an integral when Z is contin-
uous.
M-step: This step involves updating of the current parame-
ter Ψ(n) by:

Ψ(n+1) = arg max
Ψ
{Q(Ψ;Ψ(n))} (12)

3.4.1 Problem Formulation

In our problem we assume the training data to be a mixture
of Gaussians with parameters that we have to estimate. The
problem here is that we do not know the component labels
beforehand. Thus, this is a problem of Expectation Max-
imization. We have to first assume the number of Gaus-
sian components present and also the number of features
(dimensions) that we want to work in. After deciding these
numbers we run the EM algorithm on the training data set
to find means and covariances of the Gaussians. Once the
Gaussians are known we use BDR in order to classify the
test data. The EM algorithm requires the initial parameter
estimates to be initialized. In this assignment, we will ini-
tialize them at random and explore the effect of different
initializations on the final probability of error. In addition,
we also look at the effect that the dimensionality of the fea-
ture vector has on the probability of error.

4. Comparative Analysis
4.1. Assumptions and Comparisons

In the first problem, we make no assumptions about the
model for our data, since we our histograms to model the
probabilities. The histogram is a non-parametric represen-
tation for our data and the advantage of this approach is that
we can model any distribution by using the histogram for
the two classes. However, the flip side of this is that we are
trying to function estimation rather than just parameter es-
timation. This means that we will need lots of data to get
histograms that will be accurate estimates of the true un-
derlying densities. Most probably we will not have enough
data to do this. One assumption that we do make is that the
index of the second largest DCT component is the one that
best distinguishes to two classes. However, this seems a bit
too simplistic as a single dimension may not have enough
information to separate the two classes.

The ML estimation method of problem 2 addresses some
of these problems as we assume a parametric model (Gaus-
sian) for the two class-conditional densities and try to esti-

mate the parameters that best explain the data. Here, we ex-
periment with using feature vectors of different sizes. The
advantage with using more features is that it allows us to
include information from more features for distinguishing
the two classes. However, with more dimensions comes the
“curse of dimensionality”, i.e. with increasing number of
dimensions we will need much more data to estimate the
true parameters of the multivariate densities. However, not
all 64 features will be equally important in separating the
classes. We would like to use only the most distinct fea-
tures that help us classify. It is difficult to tell exactly what
the best features are by visual inspection as the amount of
overlap is significant between the two pdfs. We look for the
features that are well separated. If the means are close then
we pick the features at least one pdf is concentrated around
the mean and the other is as wide as possible. Instead of us-
ing visual inspection, a formula that takes the mean differ-
ence and variances into account can be helpful. Therefore
using | µ1

σ12 − µ2
σ22 | might be an easier way to select the best

features.

Since we have less data when it comes to high-
dimensional parameter estimation, the Bayesian framework
of problem 3 is used. The idea behind ML estimation is that
there is a single “best” value for the parameters that best
explains the data and ML estimation tries to identify that
value. However, for small training data sizes, we cannot
rely solely on the data as it may not be truly representa-
tive of the true distribution. This is where Bayesian estima-
tion helps. In Bayesian estimation, the parameter vector is
treated as a random variable and the training data is used
to compute a posterior distribution for the parameter vector,
given the data. Thus, all possible values for the parameters
are retained albeit with varying weights (these weights are
tuned by training). This posterior is used to estimate the
predictive distribution that can be used for classification.
The biggest advantage of the Bayesian framework is that
it allows us to incorporate prior knowledge of the model,
because it allows us to select a prior distribution for the pa-
rameters. Thus, it is more robust than ML in the low-data
domain, as it allows us to regularize the ML estimates by
incorporating prior information. Of course, this is not nec-
essary when we have enough data as the data capture all
the information of the model and ML and Bayes results are
similar. The biggest problem with the Bayesian approach
is that it could be difficult to compute the predictive dis-
tribution as the integral may not even have a closed-form
solution. This is where MAP estimation comes in where we
just select the parameter value that maximizes the posterior
distribution of the parameters. MAP allows the solution to
remain tractable while also retaining the regularizing prop-
erty of the Bayesian approach.

In all these three approaches (ML, Bayesian, and MAP),
our estimates break down if the true densities cannot be ap-

4



proximated by Gaussian densities. In such cases, we need
more powerful models to better explain the data. In problem
4, we model our data as a mixture of Gaussians for both the
cheetah and grass classes. A mixture model is much more
powerful for modeling data as it allows us to model far more
complicated distributions than we could model by assuming
a single Gaussian. This leads to lower bias as our estima-
tions can be more accurate.

However, the price we pay is that there are more param-
eters to estimate (e.g. the mean and covariance of each mix-
ture component) and this leads to higher variance. More im-
portantly, we dont know which data points from our training
and test sets belong to which mixture. Therefore, learning
the parameters of the mixture model can be posed as ML es-
timation with incomplete data, where the unobserved part of
the data are the component labels for each data point. These
component labels can be assumed to be sampled from an in-
teger random variable Z where Z ∈ 1, 2, .., C for C mixture
components. Thus, Z is a hidden variable that indicates the
component for each data point.

ML estimation with incomplete data will not, in general,
have a closed-form solution and we will not have an an-
alytical solution for the values of the parameter vector that
maximize the likelihood of the observed data. This is where
we turn to the EM algorithm which allows us to compute the
optimal values of the parameters iteratively and guarantees
convergence to a local maximum of the likelihood function
(of the observed data). Once we have the optimal values of
the all the parameters, we then know the class-conditional
densities (since they are just weighted sums of the mixture
components) and then we can use the Bayes Decision Rule
to the cheetah image.

The EM algorithm requires the initial parameter esti-
mates to be initialized. In the 4th Cheetha assignment, we
initialized the EM algorithm at random and explore the ef-
fect of different initializations on the final probability of er-
ror. In addition, we also looked at the effect that the di-
mensionality of the feature vector has on the probability of
error.

Another assumption that we need to make while using
this model is the number of mixture components C that un-
derlie our data. It is difficult to set this a-priori as such the
EM code was run for several different choices of C to assess
the effect number of components C, has on the probability
of error.

4.2. Error Rate

Probability of error is the rate of misclassifying the
sample based on estimated distributions. There are two
types of errors: missed detection and false alarm. We
define these errors in the following way: Detection error
rate PX|Y (g(x) = grass|cheetah) and false alarm rate
PX|Y (g(x) = cheetah|grass). As a result our probability
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Figure 1: The figure shows the probability of error estimates
for each method for various training set sizes. The differ-
ence in performance between Bayesian predictive density
method and the MAP method is very small. For the Bayes
and MAP methods, strategy 1 was used with the small prior
variances.

error function PE looks like this:

PE = DetectionErrorRate ∗ PY (grass)
+FalseAlarmRate ∗ PY (cheetah)

Based on this PE calculation, the error rates for each
approach are shown in Figure 1. We tested our results on
different sizes of datasets. For Bayesian estimation with
predictive distribution and MAP estimation, we also test
the performance for various priors. We expect that as the
variance of prior gets higher, the model becomes uncertain
about the prior and discards its effect on the decision mak-
ing process. We also test the estimators with two different
prior means. Keeping the variance the same for both strate-
gies, we used different means (strategy 1) and the same
means (strategy 2) for both classes. We expect that in the
second strategy, the model will not give good accuracy if
it takes the priors into account because they are mislead-
ing. As a result, increasing variance (approaching uniform
prior), for strategy 2, will reduce the probability of error
because the model will trust the data more. The result is
exactly the opposite for strategy 1 as the prior is not mis-
leading. This effect on the Bayesian and MAP methods are
shown in Figure 2.

As clearly seen in Figure 1, using the second maximum
DCT component performs very poorly because the model
neglect most of valuable information in the training data.
As opposed to the simplicity of the approach, the accuracy
is quite bad. When we compare ML, MAP and Bayes, we
can see the effect very well when there are few samples
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(a) Strategy under discriminating prior means
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(b) Strategy under non-discriminating prior means

Figure 2: The above figures compares Bayesian (predictive
density) and MAP methods with ML under a) discriminat-
ing prior means, b) same prior means for both classes and
in each case for varying prior variances. In a), since prior
probability gives some information about the class differ-
ences, MAP and Bayes performs better than ML. However,
as the prior variance becomes large the MAP estimator con-
verges to ML solution. The Bayes solution should also con-
verge to ML with large number of samples. In b), since
prior doesn’t discriminate between the two classes, relying
more heavily on the prior should be detrimental to the clas-
sification.

(D1). However, we can not clearly see the sample size ef-
fect on this problem. Selection of prior is very important.
We want it to be discriminative between both classes. As
described in the previous paragraph, the strategy 1 outper-
forms strategy 2 because in the second, the priors are more
confusing than being helpful. Having correct prior knowl-
edge helps us reduce the error rate. On the other hand, as
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Figure 3: The figure shows a typical probability of error re-
sult from the EM algorithm with random initializations, as a
function of the number of dimensions. The EM algorithm is
overall quite robust to random initialization with very little
variation in the result for low dimensions.

the variance of the prior increases, the uncertainty in the
prior leads to convergence of Bayes and MAP to ML esti-
mates. MAP and Bayes almost performs the same. We can
conclude that using MAP instead of Bayes will reduce the
complexity without compromising much on accuracy.

Figure 3 shows a typical result for the error rate obtained
by using mixture models (with a random initialization for
EM). We fixed the number of components to C = 8. We
found that the EM algorithm is quite robust to the effect of
random initializations with respect to the probability of er-
ror when the number of dimensions is low. However, as
the number of dimension increases, the scatter of the er-
ror increases. This can be explained form the fact that the
variance of the parameter estimates is more in higher di-
mensions due to sparser data in higher dimensions. When
the number of dimensions is low, the variance is low but the
bias is large. This can be seen from the probability of error,
which remains high until eight features. As the number of
features increases, we are taking into account more infor-
mation from the data due to which we are able to get lower
probability of error.

The last figure shows the plot of error with respect to the
complexity of the model, which is reflected by the number
of Gaussian mixtures assumed. The Gaussian model with
one and two components works well until the dimensions
grow. This is because when the dimensionality is less the
simple model with one or two components is able to explain
the data. This breaks down when the number of dimensions
grows, and we need more mixture components in order to
explain the data. Thus, the probability of error increases
with the number of dimensions after 8 dimensions. The
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Gaussian mixture model is robust as the number of Gaus-
sian components doesn’t matter much once a threshold is
crossed. Here it is 4 components, which is able to explain
the data and differentiate between the background and fore-
ground.

4.3. Running Time

Although the probability of error improves for the more
sophisticated algorithms, the trade-off is that the computa-
tional complexity increases. This is most apparent in the
EM algorithm as there is usually no closed-form solution
for the method and thus must be iterated until convergence
criteria is met. Figure 4 shows a typical computation time
for each method plotted against size of training set used.
The method used in the first Cheetah problem is, as ex-
pected, computationally efficient relative to the other meth-
ods. The difference in computation time between different
size of training set is small (less than a second) for the ML,
MAP, and Bayesian methods as well as the second maxi-
mum energy method. Notice that the difference in compu-
tation time between ML, MAP, and Bayesian methods are
extremely small. This is due to the fact that, in the case
of the Cheetah problems considered, the ML, MAP, and
the Bayesian parameter estimation methods all had closed-
form solutions. This is due to the fact that, in each case,
only Gaussian pdfs were considered. Thus, the difference in
computational complexity between these methods are neg-
ligible. In general, however, we expect ML and MAP to be
more computationally efficient than the Bayesian methods
as the Bayesian method may require computation of diffi-
cult integrations, resulting in some numerical methods for
solutions.

5. Feature Selection

In the homework problem, we were advised to use the in-
dex of the second largest component. That is, we count how
many times the coefficient of each component hits the sec-
ond largest value. The question we had was why do we con-
sider the second largest component, rather than, for exam-
ple, the 37th largest or the smallest component. As stated in
Section 2, by counting the number of times that each coeffi-
cient hits the second largest value, we get two estimated dis-
tributions, p̂(x|background) and p̂(x|foreground), where
x ∈ {1, 2, ..., 64}. We denotes these two distribu-
tions as p̂(2)(x|background) and p̂(2)(x|foreground) to
emphasize that the distributions are generated by count-
ing the index of second largest components. Similarly,
we extend the notation to have p̂(i)(x|background) and
p̂(i)(x|foreground) where i ∈ {1, 2, ..., 64}.

Then, the problem we propose is which i ∈ {1, 2, ..., 64}
of p̂(i)(x|background) and p̂(i)(x|foreground) can clas-
sify input x the most accurately. The measure of accu-
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Figure 4: Graph shows the compution time vs. size of train-
ing data. Notice that since ML, MAP, and Bayesian meth-
ods all have closed form solutions, there is very little differ-
ence in computational complexity between each other and
between different training set size.

racy is hard to define because the accuracy differs from
images to images. The measure we use is Kullback-
Leibler (KL) divergence between p̂(i)(x|background) and
p̂(i)(x|foreground), which is defined as follows:

KL(p̂(i)(x|0) ‖ p̂(i)(x|1)) =
64∑

x=1

p̂(i)(x|0) log(
p̂(i)(x|0)
p̂(i)(x|1)

)

where y = 0 (1) denotes y = background (foreground).
Intuitively, if the two distributions learned from training

data have a large KL-divergence value, which means they
have a large difference at each x, the classification step will
be less erroneous. For example, it is really hard to be confi-
dent on the decision rule if,

|p̂X|Y (x|0)p̂Y (0)− p̂X|Y (x|1)p̂Y (1)| < ε, ∀x ∈ {2, ..., 64}

where ε is small.
Figure 5 shows the measurements of KL divergence;

for each i, we create two distributions, p̂(i)(x|0) and
p̂(i)(x|1) and measured KL(p̂(i)(x|0) ‖ p̂(i)(x|1)) and
KL(p̂(i)(x|1) ‖ p̂(i)(x|0)). Because KL divergence func-
tion is not symmetric, i.e. KL(p ‖ q) 6= KL(q ‖ p), we
plot both measurements. The maximum value is, as we have
done in the homework, achieved when we count the index
of the second largest coefficient.

When computing KL(p̂(i)(x|0) ‖ p̂(i)(x|1)), if either of
two probability values is zero, then the entire value goes
to ∞ or −∞. In order to prevent such case, a small value
ε = 0.001 was added to each probability values. Another
strategy is to skip when either p̂(i)(x|0) or p̂(i)(x|1) is zero
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Figure 5: Kullback-Leibler divergence: for each x, KL di-
vergence between two p̂(x)(·)’s are measured.

during summation. We have verified, however, that the two
strategies yield the same result.

We investigated further to check if the distributions ob-
tained by counting the second largest coefficients do look
good for classification. We created 64 different plots to
compare each other. Figure 6a and 6b show the compar-
ison between the best and the worst. Figure 6b shows
p̂(61)(x|0) and p̂(61)(x|1). The dotted red line, p̂(61)(x|0),
dominates the solid green line, p̂(61)(x|1), over almost all
x. This means, the decision rule is to almost always pick
background. However, in Figure 6a, the dotted red line,
p̂(2)(x|0), has higher values over small x values, whereas
the solid green line does on large x values. Therefore, we
can see that the two distributions shown in Figure 6a is more
effective in classification. Note that in Figure 6b, we used
P (x|y)P (y) but in Figure 6a, P (x|y)s are drawn. This
is because to emphasize the difference in Figure 6a. The
fact that two distributions dominate on two different regions
does not change even if we multiply P (y). Because p(1)
is smaller than p(0), p̂(2)(x|1)p(1) scales down to smaller
numbers, which is why we do not show here.

We also verified our reasoning by measuring the prob-
ability of error. Table 1 shows the comparison between
the best and worst approaches. The decision rule with the
distributions shown in Figure 6b is almost always to pick
background. Table 1 clearly shows the decision rule favors
background: very low detection rate in the foreground re-
gion and very high detection rate in the background region,
even higher than the best case.

As discussed in Section 4.3, this algorithm has an advan-
tage over parameter estimation methods. The better strategy
when one has to use this algorithm is to run over all possibil-
ities (counting the largest, the second largest, to the small-
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Figure 6: Two different (best and worst) way of generat-
ing features. The distributions shown here are the values
compared in Bayesian decision rules. The dotted red line
is almost always above the solid green line in 6b whereas
in 6a the dotted red line and the solid green line divide the
space more evenly.

K-th Largest Component K=61 K=2
Detection Rate (FG) 0.0802 0.2393
Detection Rate(BG) 0.9166 0.8547
Probability of Error 0.1911 0.1527

Table 1: Accuracy comparison between the best and worst
approach

est), two distributions that has the maximum KL divergence
can be computed. Even with the iteration, the computa-
tional cost is still very low.
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6. Conclusion
We have discussed five methods for image segmentation

with the results produced from a real cheetah image. As
each method assumes a different model and assumptions,
they have their own strength and weakness. A few other in-
teresting ideas we came up with during discussion were 1)
alternative feature extraction algorithm and 2) distribution
smoothing using a kernel method. We were curious about
the effect of the DCT feature extraction method. If the an-
other feature extraction method magically creates two dis-
tributions that have little overlap each other, the accuracy of
estimation may increase. Accordingly, it would be very in-
teresting if we can investigate on the effect of DCT method,
by comparing with another transformation, such as discrete
wavelet transformation. Another idea was smoothing the
histogram we get in the second maximum energy method.
The initial idea was to create intervals with length k (e.g.
k = 5 yields [1, 5], [6, 10], ...) and average the probability
in each interval. The rationale for this idea is, the size of
sample data is not large enough and we want to exploit in-
formation nearby. This is based on the assumption that ad-
jacent components have correlations, i.e. continuity in his-
togram distribution. However, we was not able to provide
theoretical background on the continuity assumption. Em-
pirical results show that with k = 5, we have a better result
(probability error of 0.1628) than k = 1. Furthermore, we
can develop this idea to a kernel method, again based on the
continuity assumption, to get a smooth distribution. Each
count on x can be interpreted as adding a ϕ(·) on x. Then,
a large count on x can affect other values around x, such as
x± 1.
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