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Abstract

Algorithm/Architecture Design Space Co-exploration for
Energy Efficient

Wireless Communications Systems

Yan Meng

Wireless connectivity is playing an increasingly important role in communication

systems. Advanced communication algorithms have been developed to combat multi-

path and multi-user interference, as well as to achieve increased capacity and higher

data rate. To meet the need of high performance with low energy consumption requires

designs rely on the integration of both algorithm and architecture to exploit the full

potential of theoretical communication results and advanced CMOS technology.

In this work, these strategies were employed to exploit the interactions between

algorithm and architecture to derive fast and energy efficient solutions of wireless

communications systems. First, a cross-cutting method is proposed to facilitate al-

gorithm/architecture co-exploration of dedicated hardware design, resulting in novel

optimizations at every level of the system design, from the theory and algorithms to

the arithmetic and placement.

Second, through algorithm/architecture co-exploration, multiple orders of magni-

tude of improvement in both performance and energy efficiency can be obtained by

using highly parallel architecture and dedicated hardwired IP cores compared with ex-

ecuting software on microprocessors. As a case-study, a matching pursuit (MP) core

x



was designed on a modern FPGA for efficient wireless channel estimation, achieving

216x speedup compared to a high performance microprocessor.

Third, the advantages of bringing together algorithm and architecture design are

also demonstrated on optimizing leakage power consumption, which is projected to

be the dominant power dissipation in future generations of digital systems as current

technology scaling trends hold. In this study, the growing problem of transistor leak-

age is tackled through on-chip memories: caches in general purpose microprocessors

and embedded memories in reconfigurable devices, which take the majority of on-chip

real estates and identify themselves the ideal targets to battle the leakage problem.

Through exploring the temporal and spatial information of variables within memo-

ries, substantial leakage power can be reduced with existing low leakage circuit and

architecture techniques (5x reduction for instruction cache, and 2x reduction for data

cache, compared to existing techniques). With leakage-aware data placement, signifi-

cant leakage power reductions can be further achieved. On the case study of MP core,

94% of leakage power on embedded memories can be saved.
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Chapter 1

Introduction

1.1 Motivation

Wireless connectivity is playing an increasingly significant role in communication

systems. Evolving wireless multimedia applications along with limited spectrum re-

sources demand higher data rate and higher multi-user capacity. At the same time, low

energy consumption and small silicon area (which directly relates to cost) are critical

to meet portability requirements of future wireless systems. High performance and

energy efficient implementations of advanced communications algorithms remain as a

design challenge, which requires optimization at all levels of wireless system design:

from the theory and algorithms to the arithmetic and placement.

First, at the algorithm level, new advances in information theory and communica-

tion algorithms have either been proved or demonstrated unprecedented wireless data

rate / bandwidth efficiency. However, many of these sophisticated algorithms require

very high computational power, and have not been possible for high data rate and low
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energy consumption implementation using conventional implementations for various

applications that require wireless connectivity.

The wireless application domain, using digital baseband signal processing for wire-

less communications, has distinctive characteristics that can be leveraged for reducing

implementation costs:

1. Algorithms have high degrees of both temporal and spatial concurrency / paral-

lelism.

2. Primary computation is dominated by a few kernels that take a relative large

amount of computation.

Second, since the invention of the transistor in 1947, integrated circuits (IC), which

have been permeating our world in almost every possible respect and constantly ex-

panding, have been improved following Moore’s law: the number of transistors per die

has been doubled every 18 months. With huge transistor real estate available, four pri-

mary architectures, namely general purpose microprocessors, configurable processors,

reconfigurable devices, and application specific integrated circuit, for the execution of

algorithms have been evolved to meet the digital design quality metrics:

1. Performance — Performance or execution time of a behavior is defined as the

average time required by the behavior from start to finish. It mainly depends on

system clock rate and the amount of parallelism that are supported.
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2. Power — Excessive power dissipation in integrated circuits not only discourages

their use in a portable environment, but also cause overheating, which degrades

performance and reduces chip lifetime.

3. Area — Area is directly related to the hardware cost. It also decides whether

certain portion of the design can fit into a given chip area. Moreover, smaller

area indicates shorter wires in the interconnect network, leading to higher per-

formance and less interconnection power consumption.

4. Others — Design for testability, design for reliability, design for manufacturing,

design time, and time-to-market are also important factors to consider in digital

system design.

Indeed, Semiconductor Industry Association has identified power as a critical fac-

tor in designing a digital system. Higher energy dissipation requires more expensive

packaging and cooling technology, which in turn increases cost and decreases sys-

tem reliability. There are fundamentally two ways in which power can be dissipated:

either dynamically (due to the switching activity of repeated capacitance charge and

discharge on the output of the millions of gates), or statically (due to sub-threshold,

gate, and junction leakage). Dynamic power consumption is proportional to the square

of the supply voltage, which reduces as process technology scales. Scaling down the

transistor supply voltage reduces the dynamic power dissipation. Yet, to maintain high

switching speed under reduced voltages, the threshold voltage must also be scaled. As

3



the threshold voltage drops, it is easier for current to leak through the transistor, result-

ing in significant leakage power dissipation. If current technology scaling trends hold,

leakage will soon become the dominant source of power consumption. As such new

techniques are needed to battle this growing problem.

Third, architecture design plays a key role to optimize performance and energy effi-

ciency to design advanced communications algorithms. Conventional microprocessor

designs based on Von Neumann architecture was developed under the assumption that

hardware was expensive and sharing of the hardware resources was absolutely nec-

essary. The situation now, however, for system on a chip has changed. Hardware is

almost free with potentially thousands of multipliers and embedded memories on a

die. For the emerging wireless application domain the best way to utilize the available

IC technology needs to be investigated. Moreover, with the fact that algorithm com-

plexity has been increasing faster than Moore’s law indicates if the architecture is not

tuned to exploit the improved characteristics, purely relying on technology scaling will

be not sufficient to deliver high performance and energy efficiency for more advanced

algorithms that are demanded by wireless systems in the near future.

Therefore, an efficient design relies on the integration of algorithm developments

and architecture design to exploit the full potential of communications theoretical re-

sults and advanced technology. Thus, there is a need to perform algorithm level se-

lections and modifications based on efficient implementation criteria, which can lead

to greatly reduced processing requirements without system performance degradation.
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There is also a need to design architectures to adapt to the computational requirements

of the algorithm, which can lead to largely reduced energy consumption, in particular

leakage power reduction, of the implementation. Unfortunately, the lack of such a uni-

fied and systematic design method hurdles the exploration of various realizations over

a broad range of algorithmic and architectural options.

1.2 Research Goals

The goal of this research is to bring architecture design together with system and

algorithm design and technology to obtain a better understanding of the key trade-offs

of important architecture parameters and thus more insight in digital signal processing

architecture optimization in order to facilitate energy efficient design of high perfor-

mance wireless communications algorithms. The research takes as an example one of

the fundamental units in wireless communications systems: channel estimation. The

results are extensible to other wireless communications systems, e.g, channel estima-

tion in wireless sensor networks and DS-CDMA base stations.

1.2.1 Algorithm/Architecture Co-exploration

The proposed design method enables efficient algorithm and architecture design.

The major strategies are:

5



1. In algorithm development, algorithm performance has been treated as the single

most important criterion to evaluate and choose among possible algorithms. The

inherent structures of algorithms such as parallelism are discovered based on

the characteristics of algorithms to assist algorithm selection and architecture

exploration. The performance evaluation metrics include not only the traditional

performance measures, but also the feasibility for low power implementation.

2. Given an algorithm, selecting the computational architecture, as well as deter-

mining various parameters such as the amount of parallelism, pipelining scheme,

memory design, and data and computation partitioning scheme demands a sys-

tematic method to evaluate various trade-offs to facilitate architectural level ex-

ploration and optimization, such as designing parallel data paths and memory

structures, and choosing programmable granularity. This is an important step in

the design process in order to make a better use of available resources and to re-

alize the potential of advanced communication theoretical results, which require

high computational power.

1.2.2 Application of Co-exploration for Building MP Core

The advantages of employing the cross-cutting method that brings together sys-

tem and algorithm, architecture, and circuit design are demonstrated by the example

of building a parameterized wireless channel estimator. The matching pursuit (MP)

algorithm has been redesigned to reduce the complexity while maintaining the estima-
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tion accuracy. In hardware implementation, the trade-offs in terms of channel estima-

tion accuracy, the effect of fixed-point and floating-point data representation, and the

distribution of the MP data due to different architectural implementations, have been

evaluated to achieve high performance and low energy consumption. Through design

space exploration, the final architecture is mapped onto a modern Virtex-II FPGA chip,

and the resulting synthesizable MP core can execute over 216 times faster than a high

performance microprocessor.

1.2.3 Co-exploration for Energy Efficiency

With the consideration that power is becoming an increasingly important factor in

digital design, and leakage power, in particular, will soon become the dominant source

of power dissipation, algorithm and architecture design techniques are exploited to

tackle the leakage problem through memories, which are the major targets for battling

leakage problem. Through investigating the leakage problem in caches of general mi-

croprocessors, an optimal policy based on the perfect knowledge of the address trace

information has been proposed to achieve maximal leakage savings. And by incorpo-

rating leakage-aware data placement of data within embedded memories, significant

leakage power savings can be accomplished. Different low power design techniques,

including both dynamic power reduction techniques and leakage power reduction tech-

niques are also explored in building the energy efficient MP core.
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1.3 Dissertation Organization

This dissertation is organized into six chapters.

Chapter 2 presents the algorithm and architecture co-exploration, which includes

the characterization of algorithm properties, the evaluation of architectures and low

power design techniques.

Chapter 3 employs the algorithm / architecture co-exploration to the design ex-

ample of building an efficient wireless channel estimator — Matching Pursuit core.

Different algorithms and architectures are explored to reduce power consumption of

the functional elements and interconnections.

Chapter 4 studies the leakage power minimization techniques. By exploring the

temporal information to tackle the leakage problem in caches on general purpose mi-

croprocessors, a generalized model for optimizing cache leakage based on the perfect

knowledge of the address trace is proposed to achieve maximal leakage power savings.

Based on the generalized model proposed in Chapter 4, Chapter 5 investigates

leakage-aware placement methods to incorporate spatial information to further reduce

leakage power of embedded memories on reconfigurable FPGA devices. MP core is

further explored to study the effectiveness of the different schemes.

Chapter 6 concludes with a summary and suggestions for future work.

8



Chapter 2

Algorithm/Architecture Design Space
Co-exploration

2.1 Introduction

There often exist various digital signal processing algorithms for solving a spe-

cific mathematical problem, but they exhibit vastly different characteristics and thus

may lead to widely different implementation costs. For the same algorithmic speci-

fication a broad range of computational architectures, ranging from general-purpose

microprocessor to dedicated hardware can be used, resulting in several orders of mag-

nitude difference in performance and power consumption. Among different design

parameters, the amount of parallelism, the degree of time-sharing of the processing

elements and their structure, as well as various parameters such as word-lengths, and

clock frequency need to be determined. The multidimensional design space offers a

large range of possible trade-offs and since decisions made at each step are tightly

coupled with other choices, an integrated and systematic design approach across the
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algorithm, architecture, and circuit levels is essential to optimize the implementation

for given design criteria.

Researches have shown that the most dramatic power reduction stems from op-

timization at the highest levels of the design hierarchy. In particular, case studies

indicate that high level decisions regarding selection and optimization of algorithms

and architectures can improve design metrics by an order of magnitude or more, while

gate and circuit level optimizations typically offer a factor of two or less improve-

ment. And the design time involved at high levels is typically much shorter than lower

levels. It is thus important to be able to analyze the possibilities and trade-offs of high-

level decisions, before investing effort in exploration at lower levels. This suggests

that architectural implementation estimation mechanisms are needed to facilitate rapid

high-level design exploration, especially when the goal is to achieve an area efficient,

low-power integrated circuit implementation. Specifically, optimization efforts should

begin at the algorithm/architecture level, which is the focus of this chapter.

2.2 Design Space Exploration

At algorithm development stage, algorithm performance has often been treated as

the single most important design criterion to evaluate and choose among possible al-

gorithms, while complexity is considered very roughly. For example, floating-point

operation count is often used as a complexity measure, which is not sufficient for ac-

curate estimates of power consumption and area. However, design decisions made at
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algorithm level affect the implementation significantly. Even for a given algorithm,

many optimization techniques can be applied to, for example, parallelizing the algo-

rithm can increase speed by exploring various resources effectively. Some of these

techniques are common to all architectures and some are architecture specific. More-

over, although IC technology has improved to the point that complex wireless systems

can now be implemented for portable devices, with ever more algorithmic complexity,

it is not possible for all algorithms to integrate now or even in the near future, since

it is unlikely that the improvement in technology will surpass the historical gains of

Moore’s law. This complexity limit comes from the energy and silicon area constraints

of typical portable applications.

Therefore, a method is needed to assist algorithm exploration, which determines

the feasibility of algorithms for implementation and gives guidance to algorithm devel-

opers about the present and future capabilities of IC technology. This method should

evaluate algorithms in terms of not only the traditional measures of performance issues

such as throughput, but also the energy requirement.

For a given algorithm, a wide range of computational architecture can be selected.

The difficulty in achieving high energy-efficiency in a programmable processor stems

from the inherent costs of flexibility. Programmability requires generalized computa-

tion, storage, and communication structures, which can be used to implement differ-

ent algorithms. Efficiency, on the other hand, dictates the use of dedicated structures

that can fully exploit the properties of a given algorithm. While conventional pro-
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grammable architectures, e.g., general purpose microprocessors, can be programmed

to perform virtually any computational task, they achieve this flexibility by incur-

ring the significant overhead of fetching, decoding, and performing computations on a

general-purpose data-path under the control of an instruction stream, which most often

dominates the energy dissipation.

The flexibility of programmable processors is highly desirable for handling gen-

eral computing tasks. Wireless communication algorithms, on the other hand, have

many distinguishable intrinsic properties that make them more amenable to efficient

implementations and they do not require the full flexibility of a general-purpose de-

vice. These algorithms are data-path intensive, which encourages many digital signal

processing optimization techniques; exhibit high degrees of concurrency, which makes

parallel processing possible; and are dominated by a few regular computations that are

responsible for a large fraction of execution time and energy, which suggests the use

of highly optimized and parameterized components.

There is a wide spectrum of application specific architectures, which sit at different

positions in the trade-off between efficiency and flexibility. While dedicated imple-

mentation and general-purpose microprocessors are at the two extremes respectively,

many domain specific processors fill in the gap between them. Consequently, a method

is needed to evaluate architectures to facilitate architectural level exploration and op-

timization, such as designing parallel data paths and memory structures, and choosing

programmable granularity. This is an important step in the design process in order to
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make a better use of available IC technology and to realize the potential of advanced

communication theoretical results, which usually require even more processing.

To summarize, high-level design decisions include the choice of algorithm for a

given application specification, the selection of the computational architecture and the

determination of various implementation parameters. Because of the size and com-

plexity of the multi-dimensional design space, the designer often cannot adequately

explore many of these possibilities, which offer a large range of trade-offs. There-

fore, there is a need for a design method for high-level algorithm and architecture

exploration. in a more systematic way to achieve an efficient and low-power imple-

mentation.

The subsequent sections describe the main components of the algorithm / architec-

ture design space co-exploration: algorithm and architecture level design characteri-

zation, design metric identification, and optimization techniques (especially for low-

power designs).

2.3 Algorithm Exploration

Much research has been done towards automated behavioral-level synthesis, op-

timization, and performance estimation, with the goal of reducing high-level design

and exploration time. However, they are often not sufficient. At the high level of ab-

straction, the degrees of design freedom are often so great as to make full analysis of

design trade-offs impractical. Comprehensive analysis of designs is often prohibitively
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time-consuming, as is developing a sufficient understanding of the various design op-

tions and optimization techniques. As a result, designers often search the design space

in an ad-hoc manner and decisions are made subjectively and prematurely, based on

hand-waving or partial analysis as well as factors such as convenience and familiarity.

In this design method, algorithms are evaluated at an early stage based on extrac-

tion of critical characteristics. A key step in realizing the potential advantages attained

by using high-level optimization involves developing a better understanding of the

correspondence between algorithms and various architectures. The design characteris-

tics that are most directly related to the quality of algorithm-architecture mappings are

identified and used to give valuable hints on how to improve implementation efficiency

as well as the selection. For example, some algorithms have much higher computa-

tional complexity requirements compared to others without performance gain, thus

they can be eliminated regardless of architecture choice for low-power implementa-

tion.

The underlying idea behind this property-based algorithm characterization is that

a design can be characterized by a small set of relevant, measurable property metrics

which are related to potential design metrics and can be used to provide guidance dur-

ing the optimization of the design. Rather than dealing with the design in its entirety,

the property metrics provide a simpler and more manageable representation.

Theoretical capacity and algorithm performance, such as convergence speed and

stability of an algorithm, are evaluated through closed form analytical solution and/or
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simulations. They are well studied by the information theory and signal processing

community. The focus here is on implementation complexity evaluation.

Numerical Properties

Numerical properties indicate how the algorithm responds to various noise sources,

non-idealities and errors and the resulting performance degradation, i.e., the robustness

of an algorithm.

1. Word-length. This includes the dynamic range (the ratio between the largest

and smallest numbers) and precision requirements, which lead to the choice of

fixed-point, or floating-point implementation. With fixed-point arithmetic, num-

bers are represented as integers or as fractions in a fixed range, usually from -1

to 1. With floating-point arithmetic, values are represented by a mantissa and an

exponent as (mantissa x 2exponent ). The mantissa is generally a fraction in the

range of -1 to 1, while the exponent is an integer that represents the number of

places that the binary point must be shifted left or right in order to obtain the

value represented. Obviously, floating-point representation can support wider

dynamic range at the expense of increased implementation area and power con-

sumption. Finite precision requirements not only affect both area and power of

digital processing, it also directly relates to the requirement for A to D converter.

This is evaluated typically through noise analysis and fixed-point simulations.
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The word-length is typically chosen such that the performance degradation due

to finite precision is small or tolerable compared to infinite precision.

2. Sensitivity to parameters such as noise levels. These properties are evaluated

through complete system end-to-end simulations including the modeling of var-

ious non-idealities.

Size

The metric of size quantifies the amount of computation in terms of the total num-

ber of operations and data transfers executed in the computation. Intuitively, the larger

the computation, the more power consumption and longer delay one expects. Approx-

imately, the number of operations of each type (e.g., addition, shift, multiplication,

read/write) and word-lengths for each operation type gives an estimation of the re-

quired hardware resources and power consumption. The number of multiplication

accumulations (MACs), in particular, is a common metric used in comparing DSP al-

gorithms. And the number of array write and read accesses is linked to the amount of

memory accesses and storage needed.

The basic types of operations can be obtained by algorithm profiling and can be

used together with their energy efficiency to determine the lower bound of power con-

sumption for an algorithm. This lower bound not only provides an implementation

feasibility measure to algorithm developers, but also provides a comparison base to

evaluate any architectural implementation.
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Regularity

Structured and regular designs are highly desirable for complex VLSI systems.

These properties lead to a cell-based design approach where complex systems are con-

structed through repeated use of a small number of basic building blocks or primitives,

resulting in modular and extendable designs.

Locality

The concept of locality has been heavily studied and utilized in designs such as

memory hierarchies. Locality is the qualitative property of typical DSP programs that

80% of execution time is spent on 20% of the instructions. In the computer architec-

ture domain, temporal locality describes the tendency for a program to reuse data or

instructions that have been recently used and spatial locality describes the tendency

for a program to use data or instructions neighboring those recently used. In the VLSI

signal processing domain, temporal locality characterizes the persistence of the com-

putation’s variables (a computation is temporally local if its variables have short pre-

dicted lifetimes.) and spatial locality measures the communication patterns between

blocks and indicates the degree to which a computation has natural isolated clusters

of operations with few interconnections between them. Identification of spatially local

sub-structures can be used to guide hardware partitioning and minimize global com-

munications, which can lead to smaller area, lower global communications, and thus

lower interconnect power.
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Concurrency

Another very important structure is an algorithm’s inherent concurrency, which

measures the number of operations that can be executed concurrently. Concurrency

has been studied extensively and its application has resulted in greatly improved per-

formance in terms of metrics such as throughput and latency. Concurrency includes

explicit parallelism, which is revealed by data dependency graph or a block diagram

based description, and potential parallelism achievable through pipelining and chain-

ing, which depends on the internal implementation structure of a block. While this

inherent parallelism cannot be fully exploited by all architectures, it is an important

factor to guide architecture exploration.

Timing

The timing metrics assume that each operator has an associated delay of execution.

The exploration finally leads to the timing specification for each module. The timing

metrics, shown as the following, give a measure of how constrained the design is.

1. Slacks for each operation. They give an idea of how much flexibility the sched-

uler has for time-sharing architectures or how much the performance can be

reduced for energy consideration.

2. Critical path. This determines the time it takes to complete the computation.
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Figure 2.1: Computer system architecture design space.

3. Latency. This is the delay from the arrival of a set of input samples to the pro-

duction of the corresponding output.

2.4 Architecture Exploration

Given an algorithmic specification, a designer is faced with selecting the compu-

tational architecture, as well as determining various parameters such as the amount of

parallelism, and the pipelining scheme. Since it requires too much effort and is too

time-consuming to complete all design choices and make final comparisons, fast high-

level evaluation is needed for architectural exploration based on a set of design metrics

for fair comparisons among different implementations.
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2.4.1 Computing System Architectures

As Moore’s law marches on, the number of transistors per die has been doubled

every 18 months. To utilize the huge transistor real estate and fulfill the requirements

of the applications, there are four primary architectures for the execution of algorithms,

namely general purpose microprocessors, configurable processors, application specific

integrated circuit, and reconfigurable devices. Two parameters are used to categorize

architectures: the granularity of processing elements and the performance. Granularity

gives a measure of the flexibility an architecture can provide: the larger the granularity,

the less the flexibility. Figure 2.1 depicts the relative positions of different architectures

in this two-dimensional space.

Microprocessors

Software-programmed general purpose microprocessors execute a set of instruc-

tions to perform a computation. By changing the software instructions, the function-

ality of the system can be achieved. However, the downside of this flexibility is that

the performance can suffer. The processor must read each instruction from memory,

decode its meaning, and only then execute it. This leads to a high execution overhead

for each individual operation. Additionally, the set of instructions that may be used by

a program is determined at the fabrication time of the processor. Any other operations

that are to be implemented must be built out of existing instructions.
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Configurable Processors

A configurable processor is one that can be modified or extended to address specific

design issues by changing the processor’s feature set. Developers can add their prod-

uct’s differentiating “secret sauce” to perform a task much faster, in a much smaller

area or with less power consumption. Configurability and extendibility are two distinct

benefits of configurable processors. Configurability lets the designer change the pro-

cessor’s predefined architectural framework to meet design requirements. Examples

of configurability include altering cache sizes or the number of registers in a register

file, or deciding whether to include a multiplier or barrel shifter. Extendibility means

that additions can be made to the processor. However, with the middle-of-the-road

approach, there is no limit on what designers can do to the processor, such as changing

the bus structure or the bus interfaces, or extending the architecture to perform special

tasks never contemplated by the original processor architects.

Application Specific Integrated Circuits

Another method is to construct an application specific integrated circuit (ASIC)

or a group of hard-wired individual components to perform computations in hardware.

ASICs are designed specifically to perform a given computation, and thus they are very

fast and efficient when executing the exact computation for their desired design. Yet,

the circuit cannot be altered after fabrication. This forces a redesign and re-fabrication

of the chip if any part of its circuit requires modification. This is a very costly process,
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especially when one considers the difficulties in frequently replacing ASICs in a large

number of deployed embedded-systems, e.g. sensor networks.

Reconfigurable Devices

Reconfigurable computing promises a trade-off between performance and flexi-

bility, and enables higher productivity [19, 22]. Reconfigurable devices, including

field-programmable gate arrays (FPGAs), contain an array of computational elements

whose functionality is determined through multiple programmable configuration bits.

These elements, known as logic blocks, are connected using a set of routing resources

that are also programmable. In this way, custom digital circuits can be mapped to

the reconfigurable hardware by computing the logic functions of the circuit within the

logic blocks, and using the configurable routing to connect the blocks together to form

the necessary circuits. The functionality of the logic blocks and the connections in the

interconnection network can be modified by downloading bits of configuration data

onto the hardware. Currently, hybrid architectures integrate programmable logic and

interconnect together with more components, such as microprocessors, digital signal

processors, ASICs, and memory [110]. The reconfigurable device is similar to the

ASIC in the sense that the computation is done spatially, and can be tailored to the

specific application. It is also similar to the general-purpose processor in the aspect

of silicon re-usability. The fundamental differences between reconfigurable logic and

traditional microprocessors include:
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1. Spatial Computation. The computation is processed by spatially distributing the

computations rather than temporally sequencing through a shared computational

unit.

2. Configurable Datapath. The functionality of the computational units and the

interconnection work can be adapted at run-time by using a configurable mech-

anism.

3. Distributed Resources. The required resources for computation, such as compu-

tational units and memory, are distributed throughout the device instead of being

localized in a single location.

4. Distributed Control. The computational units process data based on local con-

figuration units rather than an instruction broadcast to all the function units.

With the above characteristics, FPGA and reconfigurable computing is suitable to

accelerate a variety of applications that exhibit fine grain and coarse grain parallelism,

such as image processing, telecommunication, bioinformatics, data encryption, etc.

Exploiting this parallelism provides significant performance advantages compared to

its microprocessor counterpart. Complex functions can be mapped onto the architec-

ture achieving higher silicon utilization and reducing the instruction fetch and execu-

tion bottleneck.
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2.4.2 Design Quality Metrics

During the past four decades, the nature of the IC designs has slowly changed;

the continued scaling of the underlying technology has moved designs from being

limited by the functionality on a chip, to being power, performance and area efficient.

In this section, we describe the quality metrics commonly used to compare different

architectures, namely performance (the time required to accomplish a defined task),

power consumption and cost. Many factors have direct impact on the cost, such as

design time (including that for both software and hardware development), integrated

circuit fabrication and testing cost, packaging, and quantity. In this thesis, cost is

simply evaluated as silicon area.

Power

The continuing decrease in feature size and the corresponding increase in chip den-

sity and operating frequency have made power consumption a major concern in VLSI

circuit design. Modern microprocessors are hot: current high-performance processors

have reached 150W and it will reach 250W in 2013. Excessive power dissipation in

integrated circuits not only discourages their use in a portable environment, but also

causes overheating, which degrades performance and reduces chip lifetime. To control

their temperature levels, high power chips require specialized and costly packaging and

heat-sink arrangements. This, combined with the recently growing demand for low-

power portable communications and computing systems, has created a need to limit the
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power consumption in many designs. Indeed, the Semiconductor Industry Association

has identified low-power design techniques as a critical technological need.

Performance

Due to the demanding need of high speed for a variety of applications, perfor-

mance has always been one of the most important metrics to characterize the system

design quality. Researchers have proposed different techniques to achieve high per-

formance for microprocessors, ASICs, and reconfigurable computing devices, for in-

stance, branch prediction, caches, pipelining, memory prefetching, multi-threading,

speculative execution, parallelism, etc.

Performance metrics can be divided into communication and computation metrics.

Communication metrics are related to the time spent by a behavior in interacting with

the other behavior in the system through an abstract channel. The channel transfer rates

directly affect the execution times of two behaviors communicating over the channel.

Computation metrics measure the time required to perform the computations within a

behavior. Generally two types of units are used as computation metrics: clock cycles,

and execution time. The choice of a clock cycle could affect the execution time and the

resources required to implement the design. The execution time of a behavior in the

design is defined as the average time required by the behavior from start to finish. For

a design with pipelined implementation to improve system throughput, the execution
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time for a pipeline is the total elapsed time between the arrival of data to the pipeline

and the generation of its corresponding results.

Area

The area metric is directly related to the hardware cost. It also decides whether

certain portion of the design can fit into a given chip area. For example, in semi-

custom (gate array) and programmable (FPGA) technologies, the number of gates or

the number of combinational logic blocks on any one chip are limited. The area cost

will enable the system designer to determine how many gates or CLBs will be required

for implementing the design. If a design is estimated to have an area larger than the

maximum allowed chip area. The design will have to be partitioned and implemented

as two or more chips. Moreover, smaller area indicates shorter wires in the intercon-

nect network, which will achieve higher performance and less interconnection power

consumption.

These three metrics are not orthogonal and one can be traded for another. For

example, performance can be improved with hardware duplication. Moreover, energy

consumption, which determines battery life, is usually more important than power con-

sumption, which determines the packaging and cooling requirements. For example, an

architecture that can execute a given application quickly and then enter a power-saving

mode may consume less energy for the particular application than other architectures

with lower power consumption.
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Other Metrics

There are several other quality metrics which are also applicable to system design,

for instance, design for testability, design for reliability, design for manufacturing, de-

sign time, and time-to-market, and so on. Design for testability produces a design

with a minimal test cost, which is essentially a trade-off between built-in test hardware

and the cost of testing after the design has been implemented. Design for reliability

includes redundant components to enhance the reliability and get the correct func-

tionality, especially when the technology scales down to below 100nm. Design for

manufacturing is a process in which manufacturing inputs is used at every stage of

design in order to design parts and products that can be produced more easily and eco-

nomically. Design time is defined as the time required to obtain an implementation

from the functional specification. The abstraction level at which design automation

is introduced in the methodology will greatly impact the design time. Capturing the

system using a high-level language and using high-level synthesis, logic synthesis, and

physical synthesis tools will require significantly less time than manually converting a

functionally specification to transistor schematics. Also, design time can be reduced by

using more programmable and off-the-shelf customized components. Time-to-market

can be defined as the total time elapsed from design conceptualization to the actual

delivery of the product. In addition to design time, it includes the time for performing

specification, fabrication, testing, and marketing.
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2.5 Low Power Design Techniques

Motivated by emerging battery-operated applications that demand intensive com-

putation in portable devices, techniques have been investigated to reduce energy con-

sumption in CMOS digital circuits, or equivalently power consumption while main-

taining computational efficiency.

2.5.1 Source of Power Dissipation

The power consumed in a digital system is the sum of dynamic, static and short-

circuit power.

Ptotal = Pswitching+Pleakage+Pshort−circuit = αCeffV
2

ddf+IleakageVdd+ISCVdd (2.1)

The first term represents the switching component associated with the charging

and discharging of the parasitic capacitance, where α is the activity factor (or the

probability that a power-consuming transition occurs), Ceff is the average switched

capacitance per cycle, f is the clock frequency, and Vdd is the supply voltage. The

second term, Ileakage, arises from substrate injection and sub-threshold effects, which is

primarily determined by fabrication technology. The third term is due to the direct-path

short circuit current ISC , which arises when both the NMOS and PMOS transistors are

simultaneously active during signal transitions.

Dynamic power dissipation in system components refers to the dissipation of en-

ergy caused by the charging and discharging of load capacitances during the switch-
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ing of CMOS circuits. When the technology generation goes below 100nm, leakage

power consumption becomes the dominant issue. The problem of leakage stems from

the need for a trade-off between dynamic power and performance. One of the most ef-

fective ways of reducing the dynamic energy dissipation is to scale down the transistor

supply voltage. To maintain high switching speed under reduced voltages, the thresh-

old voltage must be also scaled down accordingly. As the threshold voltage drops, it is

easier for current to leak through the transistor resulting in significant leakage energy

dissipation. New technologies targeted at reducing dynamic power and increasing per-

formance, such as low threshold voltage and gate oxide scaling, further increase the

relative importance of leakage power.

2.5.2 Algorithm Level Optimization

Many low-power design techniques can be applied at multi-levels to vastly reduce

the energy consumption. At algorithm level, an optimization may involve performing

algorithm modifications, selecting new arithmetic operations, or applying transforma-

tions. Transformations involve changes in the structure of an algorithm without chang-

ing the input-output behavior, while the number and type of computational modules,

their interconnection and their sequence of operation are optimized. It is often pos-

sible through the exploration of concurrency of an algorithm including code hoisting,

functional pipelining, loop restructuring (e.g., loop unfolding and software pipelining),

and so forth. Transformations usually reduce the total number of operations required,

29



replace some operations with more convenient ones, i.e., strength reduction depending

on the cost functions of operation types on a particular architecture (such as constant

propagation and replacement of constant multiplications with additions and shifts), op-

timize the resource usage, and reduce the word-length required for data representation.

2.5.3 Architecture Level Optimization

At the architecture level, the main energy reduction approaches are to optimize fun-

damental components, which include computation, communication, and global vari-

able storage, and to reduce overhead components such as control, interconnect, and

temporary variable storage.

Dropping the supply voltage can greatly reduce the energy consumption of a cir-

cuit, but at the cost of increased delay time and thus slower circuits. To compensate

for this degradation in circuit speed at architecture level, it is necessary to exploit con-

currency in the form of pipelining and parallelism.

Thus, an important design objective for an energy efficient architecture is the ability

to execute concurrent computations. This can be accomplished in a number of ways de-

pending on the computational architecture. One approach, at the maximum flexibility

end of the architecture spectrum, is to use a number of software programmed proces-

sors. The overhead of splitting the algorithm into a number of processors can become

prohibitive if a large number of processors are required (e.g. > 10). Another approach

is to use dedicated hardware. For example, a direct mapping strategy maximizes the
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hardware parallelism by directly implementing the data flow graph of the algorithm

onto silicon. While this method is the most energy efficient, because it removes the

overhead associated with programmability, it is the least flexible. A prerequisite to

optimizing a program for low power is to design an algorithm that maps well to the

given processor architecture, exploiting the performance features and parallel process-

ing capacity of the hardware as much as possible. Maximizing performance also gives

increased latitude to apply other power optimization techniques such as reducing clock

rate and shutting off idle components through sleep and drowsy modes.

The number of bits used in the arithmetic strongly affects all key parameters of a

design. It is desirable to minimize the number of bits for energy and area optimizations

while maintaining sufficient algorithmic accuracy and performance.

2.6 Summary

Often different algorithms and architectures are available for the same wireless

communication application, but they achieve quite different system performance and

have quite different complexities that lead to vastly different implementation costs. An

algorithm/architecture co-exploration method is studied, allowing for a detailed assess-

ment of key performance measures (e.g., bit error rate) and implementation parameters

(i.e., performance, area, and power consumption) at an early stage of the design pro-

cess. Consequently system designers can explore and evaluate the performance of

algorithms as well as their suitability for highly integrated CMOS implementations.
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Chapter 3

Case Study — MP Core: An Efficient
Wireless Channel Estimator

3.1 Introduction

With the vision that ubiquitous connectivity is quickly becoming a reality due in

large part to the rapid development and deployment of wireless networks, reconfig-

urable devices will certainly play an important role in this new era. There are many

computational challenging problems to be solved in this domain, and the extreme time-

to-market and rapidly shifting protocols and standards make this an area ripe for a re-

configurable solution. State of the art wireless devices are optimized for dealing with a

few low bandwidth users in a relatively unobstructed environment. When many users

attempt to access the network at once, or when there is significant distortion due to

multiple transmission paths, these systems either slow to a crawl or even simply cease

to function [108]. Exacerbating these problems is the fact that users demand not only

more extensive connectivity, but also increased bandwidth and additional features such
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as position information. To address these problems, intelligent wireless systems must

be developed that can mitigate and even exploit the existence of multiple transmission

paths.

To meet the needs of high performance with low energy consumption for sup-

porting ever increasing bandwidths demands and increased connectivity from multiple

users, performance and energy efficient implementations are required and optimized

at all levels of wireless system design, from protocols to signal processing and from

system level design to physical design. At the heart of the next generation wireless

devices is the ability to accurately estimate characteristics of the channel. Once these

characteristics are determined, the device can correct for them to enable more simulta-

neous users, higher bandwidth, and lower power communications. In this chapter, we

focus on investigating and applying optimization techniques in the algorithmic, archi-

tectural and bit levels to implement an energy efficient channel estimator in a modern

reconfigurable device with high performance.

Channel estimation is a fundamental problem in communication systems with the

goal of characterizing the media over which communication is propagating [81]. Wire-

less communication channels typically contain multiple paths due to scattering effects,

and thus the received signal is composed of many delayed and attenuated versions

of the transmitted signal. If, for example, a user is trying to connect to an access

point located in an office down the hall, there will typically be many transmission

paths, including a highly attenuated direct path and other multiple-reflection paths.
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The received signals from multiple paths may be either destructive or constructive.

When there is destructive interference, the signal may be corrupted. Not only does

unmitigated multipath interference result in decreased data rate, but other applications

such as accurate radiolocation become almost impossible. Rayleigh fading [81] due

to multipath propagation will cause catastrophic failure in received signal strength-

based radiolocation. For accurate radiolocation, time-of-arrival (TOA)-based methods

are much more promising, but accurate estimation of the direct path arrival time is

required [57]. Thus, efficient implementation of an algorithm for accurate estimation

of dynamic multipath channels is required. Given estimates of the channel parameters,

signal corruption due to multipath propagation can be easily reversed, and the signals

due to multiple paths can be combined coherently for increased noise immunity, re-

sistance to signal loss due to shadowing, and overall improvements in data rate and

bit/frame error rates.

The overriding trend among the modern wireless communication systems is that

higher data rates and bandwidth requires increasingly complicated physical and data

link layer approaches [108]. As such, more computational power is required from the

hardware. In order to achieve high data rates using these complicated transmission

techniques, we must enable efficient and flexible signal processing devices starting

with channel estimation algorithms. Unfortunately, little work has been done on the

hardware implementation. Rajaopal [86] presented a multiprocessor implementation

of a multiuser channel estimator, which includes dual DSPs to speed up the algorithm
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and incorporated FPGAs to accelerate parts of channel estimation algorithms. While

there have been many theoretically-sound approaches proposed for multipath chan-

nel estimation and multiuser detection [16, 44, 57, 108], these approaches have not

yet been adopted by hardware designers because of the complexity of the algorithms

involved and the cost associated with realizing them in an actual implementation.

In order to realize high bandwidth wireless communication schemes, we must de-

velop tools and methods for efficient multiuser, multipath channel estimation. To make

the leap from theory to reality an efficient and flexible high performance platform is

required. Reconfigurable systems offer the necessary balance between flexibility and

performance by allowing the device to be configured to the algorithm at hand [48].

Reconfigurable systems allow for the post-fabrication programmability of software

with the spatial computational style most commonly employed in hardware designs

and are becoming an attractive option for implementing signal processing applica-

tions [6, 26, 61, 86] because of their high processing power and customizability. The

inclusion of new features in the FPGA fabrics, such as a large number of embedded

multipliers, microprocessor cores, on-chip distributed memories, adds to this attrac-

tiveness. One such example is software-defined radio (SDR) [21], which attempts

to provide an efficient and inexpensive mechanism for the production of multi-mode,

multi-band, and multifunctional wireless devices. The performance and flexibility of

reconfigurable devices make them viable and ideal for implementing the SDR systems.
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In this chapter we present a parameterized design for a small, high throughput,

channel estimation engine that can effectively handle a large number of multiple trans-

mission paths. The result of our research is a synthesizeable IP-core on FPGA that

can be quickly tuned to the requirements of its application and then instantiated in

any number of wireless devices. We begin with the matching pursuit (MP) algo-

rithm [20, 57] for DS-CDMA signals, which is able to achieve accurate channel es-

timation with reasonable complexity, and which can be combined with the GSIC al-

gorithm for efficient multiuser detection [57]. By redesigning the MP algorithm, we

are able to achieve a substantial increase in efficiency with zero decrease in estimation

accuracy. In fact, the key to our design is a cross-cutting method that has resulted in

novel optimizations at every level, from the theory and algorithms to the arithmetic

and placement.

We describe our design and quantify the trade-offs in terms of channel estimation

accuracy, performance, area, and power of the implementation. We explore the pos-

sibilities of extracting parallelism from the MP formulation, the effect of fixed and

floating point on both area and error, the benefit seen from deep pipelining and dedi-

cated hardware units on a reconfigurable device, and the advantage of exploring low

power design techniques. Based on the design space exploration, our final architecture

is mapped onto a Virtex-II XC2V3000 FPGA, resulting in a speedup of over 216 times

compared with the execution time on a high performance desktop machine and power

saving of 25.4% with clock gating technique. Our synthesisable MP core meets the
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needs for high-bandwidth, reliable communication and radiolocation for diverse appli-

cations in public safety (e.g. search and rescue), environmental monitoring, ubiquitous

computing, and homeland security. Furthermore, it can also be employed to increase

the capacity and coverage of wireless networks in environments which are rich with

transmission paths such as in large buildings and urban cityscapes.

The rest of the chapter is organized as follows. In section 3.2, we discuss a model

for multipath propagation, present a new formulation of the MP algorithm, and com-

pare it with other channel estimation algorithms. In section 3.4, different design trade-

offs are discussed for the design space exploration of the parameterized MP core imple-

mentation. We discuss related work in section 3.7 and draw conclusions in section 3.8.

3.2 Matching Pursuit Algorithm

3.2.1 Multipath Channel Propagation

Wireless communication channels typically contain multiple paths due to scatter-

ing effects, and thus the received signal is composed of many delayed and attenuated

versions of the transmitted signal. For outdoor communications, the scatterers may

be buildings, mountains, etc., while for indoor communications, the scatterers may be

walls, furniture, etc. Path lengths may vary greatly. In this work, the multipath propa-

gation delays are assumed to be less than the symbol duration, a reasonable assumption

in most cases.
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Figure 3.1: Multipath channel estimation with MP.

The multipath channel with continuous-valued delays can be represented by a

tapped-delay-line (TDL) filter with discrete-valued delays iTs, for i = 0, 1, . . . , Ns−1,

where 1/Ts is the Nyquist sampling rate (twice the chip rate), and Ns is the number

of samples per symbol duration [108]. Associated with each TDL path i is a complex-

valued channel coefficient fi. The fi are given by the sum of sampled sinc(.) functions

centered at the true delays τ [31, 57]. A sparse channel is one in which Nf << Ns

channel coefficients have non-negligible magnitude. The TDL representation of an

example 5-path channel is shown in Figure 3.1 (solid line).

The received signal after RF-to-baseband down-conversion and A/D sampling is

denoted by

r = Sf + n ∈ CMNs∗1, (3.1)
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where M is the number of training symbols, n is the sampled additive white Gaussian

noise vector, f = [f0, f1, · · · , fNs−1]
T ∈ CNs∗1 is the channel coefficient vector, and

S ∈ <MNs∗Ns is the characteristic signal matrix. < and C represent real and complex

numbers, respectively, and (.)T denotes the transpose operation. The ith column Si

of S is the received signal due to path i if fi = 1, and in general fiSi is the received

signal due to path i. S is given in [57] and is known a priori, since it depends only

on the DS-CDMA spreading sequence and the transmit and receive filters. Referring

to the received signal model (3.1), the multipath channel estimation problem is that

of computing an estimate f̂ of f , given S and the received signal vector r containing

noise n.

3.2.2 Redesigning MP Algorithm

The Matching Pursuit (MP) channel estimation algorithm [20, 57] algorithm pro-

vides a low complexity approximation to the Maximum Likelihood (ML) [44, 108]

solution for sparse channels, i.e., under the constraint that only Nf elements in f̂ are

non-zero:
∣

∣

∣
f̂
∣

∣

∣
= Nf . The exact ML solution under the sparse channel constraint is

given by

f̂ =
arg min

f ∈ ANf

{

‖r − Sf‖2
}

, (3.2)

where ANf
= {f : |f | = Nf}. Note that if the channel is not sparse, Nf = Ns and es-

timates are computed for all elements in f . Since the channel estimation cost function
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minimized in (3.2) is non-convex, an exhaustive search is required. The complexity (in

terms of the number of scalar multiplications) of the optimal ML algorithm is shown

in Table 3.1, where the binomial coefficient CNs

Nf
= (Ns!)/(Nf !(Ns − Nf )!) and 2/Q

is the precision of the channel coefficient estimates. Clearly, real-time implementation

of ML channel estimation is infeasible. By contrast, the MP algorithm [57] is highly

efficient.

The algorithm implemented in the Matching Pursuit IP core has been redesigned

for a speed improvement of Nf times, with zero reduction in channel estimation accu-

racy. The new fast MP algorithm is obtained by posing the ML estimation problem in

terms of sufficient statistics, as follows.

−‖r − Sf‖2 ∝ 2Re
{

(V 0)Hf
}

− fHAf (3.3)

is a sufficient statistic for signal parameter estimation and data symbol detection [108],

where V 0 = ST r ∈ CNs∗1 and A = ST S ∈ <Ns∗Ns . S is known a priori, as mentioned

in Section 3.2.1, and therefore S and A are pre-computed once for all time and stored

in memory. The computation of V 0 can be parallelized as Ns vector inner products

(correlations) V 0
i = ST

i r. Since the columns Si of S are generated as filtered circular-

shifted versions of the transmitted DS-CDMA spreading sequence, the computation of

V 0 is equivalent to matched filtering the received signal r.

MP maximizes (3.3) iteratively, one channel coefficient f̂qj
at a time, using a greedy

algorithm in which qj and f̂qj
are selected such that the increase in (3.3) at each stage
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Figure 3.2: Mapping of the MP algorithm on a modern FPGA. The matched filter (a)
and multipath successive interference cancellation (b) are distributed across the FPGA
to parallelize the MP algorithm (c).
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Table 3.1: Complexity comparison for sparse multipath channel estimation algo-
rithms. M = number of training symbols, Ns = number of samples per symbol, Nf =
number of non-zero channel coefficients, 2/Q = channel coefficient precision.

j is the largest possible. That is, the multipath signal components are estimated via

successive interference cancellation. The algorithm is summarized in Figure 3.2(c).

Note that the “hat” symbol on f is omitted for convenience. To eliminate the need

for division operations, the vector a, with ak = 1/A(k, k) and A(k, k) denoting the

kth diagonal element in A, is pre-computed once for all time and stored in memory.

The storage of A and a in memory corresponds to the only increase in memory re-

quirements for the reformulation of the MP algorithm. The increase is insignificant for

large M (training sequence length).

After each multipath successive interference cancellation stage, V j is updated at

the start of the next stage j as

V j ← V j−1 − f̂qj−1
Aqj−1

. (3.4)

Since the estimation of f̂ via (3.3) depends only on V 0 and A, with A fixed, effectively

the sufficient statistic is updated to reflect cancellation of the signal due to path qj−1.

Thus the matched filter output vector V 0 is updated to V j , compared with the proce-

dure in [57] where an intermediate canceled received signal rj is formed and matched
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filtering is repeated. The result is a speedup on the order of Nf times, as shown in

Table 3.1.

The algorithm terminates after stage j = Nf . In practice, Nf can be determined on

the fly based on |f̂qj
| and/or the SNR (ratio of energy per symbol to noise energy per

symbol duration). For the example in Figure 3.1, Nf = 15, M = 1, Nc = 44 binary

DS-CDMA chips, and the MP channel estimate is shown (dotted line) for an SNR of

20 dB.

3.3 Reconfigurable Computation Model

The reconfigurable device paradigm is similar to that of software defined radio,

in that devices can be easily re-programmed for adaptive response to operating con-

ditions and applications. For instance, operating parameters including inter alia, fre-

quency range, modulation type, and/or output power limitations can be set or altered.

However, reconfigurable devices provide the additional benefit of programmable hard-

ware, which allows the flexibility of software while yielding the high performance of

a hardware implementation [48]. The performance and flexibility of reconfigurable

computing systems make them ideal for implementing software defined radio systems.

Reconfigurable devices are a regular arrangement of programmable computational

elements and communication structures, whose functionality is determined through

configuration bits. There is a wide range of reconfigurable devices, which can be

roughly classified by their granularity [48]. The granularity of a reconfigurable device
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is the abstraction level used to program or configure the device. FPGAs and CPLDs

have logical level of abstraction. Instruction level reconfigurable devices (e.g., PRISC

[87], Chimaera [111] and Garp [37]) consist of computational units that perform arith-

metic operations. Coarser grain reconfigurable devices, e.g., PADDI [102], MATRIX

[77], RAW [104], synchroscalar [79] and NAPA [89], have even larger programmable

computational units.

The granularity gives a notion of the underlying freedom of the device. A coarse

grain device limits your flexibility. For example, you may be forced to store data in a

specific register and choose from a prespecified set of operations. A finer granularity

level allows you to specify arbitrary memory organizations and complex customized

functional units. These fine grain devices can be configured to efficiently implement

irregular functions. Furthermore, we can implement functions using any data width,

e.g. an 18 bit multiplier or 24 bit adder, which can be customized to the application at

hand. However, if we are executing only common operations, a coarser grain device

will be the better option, since these operations are implemented using fixed hardwired

“ASIC” components. The prespecified operations are built precisely for that operation

and do not incur the overhead associated with building it using programmable logic

elements. For example, a DSP application that requires a lot of word-size addition and

multiplications would be best suited to a device with instruction level granularity. If

an application requires a large number of Boolean operations, then a device with logic

level reconfigurability would perform the task most efficiently. In general, the more
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closely the application data is matched to the granularity, the more efficient the device

will execute the application.

We choose a computational model that logically and physically divides the fine

grain logic fabric into coarser grain Block RAM-level operation blocks (BLOBs). Each

BLOB consists of a Block RAM, fixed multiplier, and neighboring configurable logic

blocks (CLBs). The CLBs are equally divided across the BLOBs. For example, the

target chip in our experiments, Virtex-II XC2V3000 FPGA, has 3584 CLBs. Dividing

by 96 (the number of BRAMs and fixed multipliers) yields approximately 37 CLBs in

each BLOB. A BLOB is capable of performing any number of simple instructions, e.g.,

multiplication (on the fixed multiplier), addition (on the CLBs), and any other type of

custom instruction that can be implemented on the CLBs. Additionally, it has an 18-

Kbit BRAM that can act as a register file, mini cache, etc. Each BLOB is essentially

a fully customizable data path, which causes most of the system energy consumption

and delay.

Dividing the reconfigurable device into BLOBs has many advantages. First, we

allow application developers to design using a higher level of abstraction. They can

view the reconfigurable device as a sea of processors, which is an increasingly com-

mon method for developing computational fabrics [48]. Second, since the BLOBs are

configurable at the logic level, we can program the fabric using a variety of different

data flow and control methods, including SIMD and MIMD. Finally, the BLOB or-

ganization maintains the spatial model of computation that allows the reconfigurable

45



device to perform a large number of parallel operations, and therefore achieve high

performance.

3.4 Parameterized MP Core

MP, due to its inherent parallelism, is an ideal candidate for efficient implementa-

tion on modern reconfigurable platforms. Since on-chip resources are limited, in this

section we will study trade-offs of performance and area in implementing the parame-

terized MP core. To this end, we will explore the design space from the following three

perspectives: parameterization of MP core, data representation, and data distribution.

3.4.1 Parameterization of MP Core

A good parameterization of MP provides trade-offs between important system met-

rics, such as estimation accuracy, latency, area, and power/energy consumption. The

MP algorithm is inherently parameterizable in terms of the number of training symbols

M , the number Nf of nonzero estimated channel coefficients, the number of samples

Ns per symbol, and the length Nc and type of the spreading sequence.

The utilization of hardware resources on the target platform provides additional

dimensions for parameterization of the MP core. MP involves matrix-vector multi-

plication, which can be decomposed into parallel vector-vector multiplications. The

multiplication/accumulation in vector-vector operations can be further parallelized.
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PerformanceAreaPerformanceArea
(ns) (slices) (ns) (slices)

16 (1,6,9) 59.99 224 39.84 284
32 (1,8,23) 70.45 475 57.59 565
64(1,11,52) 89.67 1054 69.84 2021

128(1,32,95) 117.13 2200 100.91 5868

Bits
Adder Multiplier

(S,E,F)

Table 3.2: Performance and area for floating-point functional units. (S,E,F) indicates
the number of sign, exponent, and fractional bits, respectively.

Moreover, the channel coefficients of the uncanceled multipath signals can be esti-

mated in parallel. Parallel computing can improve the latency of the platform, but this

does come at a cost: more computation resources are required, which increases the

cost of the target device. By varying the number of signal estimation resources used in

the architecture, we can trade off latency for number of resources.

3.4.2 Data Representation

The second design trade-off can be performed by optimizing the binary representa-

tion of the data in the MP algorithm. Specifically, the number of bits used to represent

each data value can be varied, and there is a choice between fixed point and float-

ing point representations. Floating point provides large dynamic range and very high

precision, but it can be costly. Fixed-point, on the contrary, represents the data less

precisely, but it can save resources and have much better performance.

In MP, adders and multipliers are the basic functional units. Their estimated per-

formance and area shown in Table 3.2 and Figure 3.3 can be used to provide rules
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Figure 3.3: Performance and area for fixed-point functional units.

of thumb for choosing the right data representation scheme in the parameterized MP

core. From Table 3.2 and Figure 3.3, we can see that compared with the fixed point

representation (Figure 3.3), floating point functional units (Table 3.2) consume much

more hardware resources and have much longer execution time1. Since the amount of

hardware resources MP needs for multiplication and addition operations is very large,

employing floating point data representation will require tight resource sharing, which

correspondingly degrades the system performance. Fixed point representation restricts

the accuracy of the signals in the digital domain compared with its floating point coun-

terpart. However, it requires integer functional units, which are more efficient in both

area and performance (Figure 3.3). Thus, fixed-point representation is employed in

designing the parameterized MP core.
1Addition is one of the most computationally expensive arithmetic operations in floating point oper-

ations [13], as the results in Table 3.2 demonstrate.
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Figure 3.4: Channel estimation accuracy vs. number of bits for fixed point
representation.

The other data representation consideration involves the trade-off between the num-

ber of fixed-point bits and the channel estimation accuracy. To explore the design space

in this dimension, we conducted bit width analysis [32, 100]. Figure 3.4 shows the re-

sults for channel estimation average squared error (ASE) vs. number of fixed-point

bits for SNRs of -10, 0, 10, 20, 30 dB, where SNR is defined as the ratio of the desired

signal energy to the noise signal energy, both measured over one symbol duration.

The results are averaged over three different multipath channels, with 30 ensemble

runs (different noise realizations) per channel. From Figure 3.4, it is clear that eight

bits is sufficient for accurate multipath channel estimation with optimal dynamic range

scaling [32] throughout the implementation.
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3.4.3 Data Distribution Schemes

Since reconfigurable devices provide the freedom to map various architectures,

choosing the appropriate architecture affects the performance and energy dissipation.

Another important trade-off to consider for speeding up the MP core is the data distri-

bution schemes. MP processes a quite large amount of data, depending on the number

of symbols, the number of chips per symbol, and the number of samples per chip. In

such data dominated designs, poor data distribution can eliminate all benefits gained

through parallelization, due to large data transfer times. Thus, it is necessary to per-

form a careful distribution of the data onto the target platform to achieve good latency.

In the following section, we discuss the importance of the data and computation prob-

lem for on-chip communications and evaluate different architectures based on different

schemes of partitioning the MP data and computations to meet the needs of high per-

formance and low energy consumption.

Data and Computation Partitioning Problem

Clock frequency has risen exponentially over the years and the fraction of the chip

that is reachable by a signal in a single clock cycle has decreased exponentially [40].

Architectures that rely on global signals are quickly becoming infeasible [28]. There-

fore, care must be taken to distribute the data and operations onto reconfigurable sys-

tems in a manner that limits the amount of global communication.
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We formalize the data and computation partitioning problem using the following

architectural assumptions.

1. The programmable logic contains C configurable logic blocks (CLBs).

2. There are B BRAMs. Local BRAM can be utilized by architectural synthesis

tools for local intermediate data; however, it is only used for this purpose.

3. The CLBs and BRAMs are equally distributed across the chip. Furthermore, we

assume that the CLBs and BRAMs are equally divided into B BLOBs where

each group consists of 1 BRAM and C/B CLBs.

4. CLBs can read/write data in the BRAM of the same group, which is called local

access with a total latency of l clock cycles. If CLBs access data stored in

BRAMs from another group (called a remote access), it takes a total r clock

cycles (r = l + d) since we assume an average of d clock cycles will be taken

because of the longer routing distance. Note that d is dependent on the distance

of the BRAM that is being accessed.

Data and Computation Partitioning

Before going into details of the specific data and computation distributions schemes,

we provide a stripped down overview of the matching pursuit algorithm presented in

its full, formal, mathematical glory in Section 3.2.1. MP compares the received sig-

nal vector r with time delayed versions of a known training sequence that it expects
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to receive from a transmitting user. The S matrix represents these time delayed train-

ing sequences. The i-th column in the S matrix corresponds to the training sequence

delayed by i samples. The training sequence can be viewed as the transmitting de-

vice signature. The transmitting device sends its signature before sending data, so that

the receiver can characterize the wireless channel between the transmitting device and

itself. It then uses this channel estimate to demodulate future unknown data that it

receives from that transmitting user. The data in the S is calculated using the signature

(training sequence), CDMA spreading sequence and the transmit and receive filters,

all of which are known a prior [57].

Matched filtering boils down to multiplying each sample of the received vector r

with the corresponding sample of a column in the S matrix. Then, we accumulate all

of these multiplied values to get a single value. This value represents the correlation

of the received signal vector (r) with a time delayed version of the training sequence

(Si). The correlation value between r and column Si corresponds to the likelihood that

the received signal has been delayed by i samples. However, it is important to note

that multipath may cause destructive or constructive interference. Therefore, a high

correlation value does not necessarily mean that the received signal has a path delayed

by that number of samples.

Matching pursuits works by performing matching filtering of the received signal

with all of the delayed training sequences (again, corresponding to the columns of

the S). It takes the delay with the highest correlation and subtracts that signal from

52



the received signal vector. The algorithm iterates, continually canceling more signals,

until it finds a sufficient characterization of the channel. Matched filtering takes a

large majority of the computation time in MP, hence we focus on data and computa-

tion distribution for the filter. We evaluate different data and computation partitioning

schemes for trading off energy and delay, and apply the optimal partitioning scheme

into building the energy efficient MP core.

An important consideration for implementing the matching pursuit algorithm is

the distribution of the data and computation. The matching pursuit algorithm and,

in particular, the matched filtering, exhibits enormous opportunity for parallelization.

Each matched filter operation can be performed in parallel. This corresponds to com-

puting the received signal and path delays correlations in parallel. Furthermore, each

multiplication of the matched filter can be performed in parallel. This corresponds to

computing the samples of the received vector and path delay in parallel. However, we

must then accumulate all of these sample correlations. The fastest method of doing

this would be through the use of an adder tree. This would allow us to compute the

matched filter in O(log2|r|) time at the expense of O(|r|2) multipliers. While the num-

ber of samples varies depending on the spreading sequence, typically, you need around

100 samples for the training sequences (we use 88 samples in our experiments). This

would require approximately 10000 multipliers, which is far more resources that is

available on even the largest reconfigurable devices. Even if such a device did exist,

and we can easily extrapolate Moore’s Law a few years to where such a device ex-
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Figure 3.5: The local scheme for computing matched filter outputs. Matrix S are parti-
tioned into columns, which are then distributed into block RAMs. Each matched filter
shares an embedded multiplier and an adder, and its output is from a multiplication
and accumulation (MAC) unit.

ists, we can rarely afford to devote the entire system to matched filtering. Therefore,

it is imperative that we study the relationship of performance and design parameters

between different data and computation partitioning schemes.

Seeing how the fully parallel scheme is infeasible, we must look to alternative

schemes to serialize parts, if not all, of the operations to different trade-off design met-

rics, e.g. delay, throughput, area, power, etc. Matched filters involve a quite large

amount of data. A poor data distribution will result in large data transfer times, which

can eliminate all of the benefits gained through the parallelization. Therefore, it is

necessary to carefully distribute the data onto the target device to achieve good per-

formance. The two-dimensional nature of the S matrix guides us to the following two

schemes for data distribution.
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The local scheme distributes the S matrix into BLOBs by column (see Figure 3.5).

Additionally, the received vector r is replicated and distributed to each BRAM. There-

fore, each BLOB computes a matched filtering of r and a delayed training sequence.

This sequentializes the computation of the individual matched filters, but computes all

of the filters in parallel.

The BLOB is configured as a multiply-accumulate (MAC) datapath, using the fixed

multiplier and an adder implemented on the CLBs. This scheme uses distributed local

control logic, i.e. each BLOB is controlled locally. This requires a BLOB for each

filter, which is equal to the number of samples (88 in our case). One could also imagine

distributing multiple columns into the same BLOB. This provides a trade-off between

execution time and area. Since the BRAM has limited number of ports, we would

have to sequentialize the matched filtering for each column in the BLOB in all but

the smallest column sharing schemes. For example, if two columns Si and Si+1 are

distributed in the same BLOB, then the computation of the matched filter ST
i+1r follows

the computation of matched filter S
T
i r.

The global scheme distributes the S matrix into the BLOB by row (see Figure 3.6).

Here, matched filters are computed in parallel, while the path correlations are com-

puted sequentially. More precisely, the matched filter sample multiplications are com-

puted in parallel, and the accumulate stage requires an adder tree. The adder tree is

fully pipelined to allow overlapping execution of multiple matched filter accumulate

stages.
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Figure 3.6: The global scheme for computing matched filter outputs. Matrix S are
partitioned into rows, which are then distributed into block RAMs. Each match filter
uses NS number of multipliers and its output is from the pipelined adder-tree, which
combines the multiplication results.

Each sample of the received vector r is divided into the BRAM of the BLOB. The

BLOB is simply configured to perform multiplication. The accumulate stage is com-

puted separately and requires global control logic and data transfers of the multiplied

samples from each BLOB.

Once again, we can trade-off execution time for area by assigning multiple rows to

each BLOB. This corresponds to sequentializing the matched filter operations. Each

sample present in the BLOB would be executed in parallel, since we are limited by the

number of ports on the BRAM and the number of multipliers that we implement in the

BLOB. This would still require a separate adder tree, however, we can start performing

MACs within the BLOB. Once again, consider the case where we partition two rows

Sj and Sj+1 onto the same BLOB. In this case, we could perform two multiplications,

corresponding to the two samples from every path delay from S. However, we could
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also accumulate these two samples locally and send the two sample accumulated result

to the adder tree for accumulation of the full delayed path. The BLOB data path here

would resemble the data path from the local scheme. As both schemes move towards

more serial implementations, we would indeed reach a point where the global and

local schemes are equivalent. This would happen when both schemes become fully

sequentialized.

Figure 3.2 (a) and (b) depict how the MP data S,A,a, are distributed in one section

of a modern reconfigurable device, which has distributed memory, and dedicated IP

cores (e.g. multipliers). The top-left figure shows how the RAMs and multipliers are

equally distributed across the columns of the chip. All the blobs are identical. The

bottom figure shows the configuration of one of the blobs, which includes a block

RAM, a multiplier, and surrounding CLBs and programmable interconnections. From

the MP algorithm (Figure 3.2 (c)), we can see that all the correlations (Line 2) in the

matched filters can run independently. So the matrix S can be evenly distributed on

the block RAMs, with each column Si stored in one of the block RAMs for the dis-

crete path delay i. The stored Si are provided as the operands for multiplications. This

parallelization of the matched filters results in a speedup factor of O(Ns). Similarly,

in the multipath successive interference cancellation steps (Line 5 through Line 13),

a and A can be disseminated equally in the block RAMs, where ak and Ak are saved

in the same block RAM i with Si. The block RAM i is also used as registers to save

intermediate values of Qk, gk, and V j
k , which are also independent between different
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block RAMs. Due to resource limitations, the multiplications within the same blob

share a multiplier in both steps of matched filtering and interference cancellation. By

distributing those MP data that are independent onto block RAMs, the memory op-

erations of multiple ports and operations on different block RAMs can be performed

simultaneously. Thus, the system can gain more performance improvement.

In general, a major goal in the implementation of the MP core is the use of differ-

ent techniques to optimize the core toward fast channel estimation. Based on inherent

properties of the MP algorithm, the design space parameters are summarized as: (1)

hardware resources, (2) parameterized parallelism of the MP algorithm, (3) fixed point

architecture, and (4) distributed data storage schemes. Furthermore, the dedicated re-

sources on the reconfigurable device are used to maximize the efficiency of the device.

3.4.4 Putting It All Together

Bits MultiplierBRAM Slices Performance (ns)
6 88 89 7806 4896.4
7 88 89 8342 4896.4
8 88 89 8969 4896.4

10 88 89 10134 4896.4
16 88 89 13630 8460.24

Table 3.3: Performance and area results for the MP core.

We present several experimental results for implementing the MP core on a Xilinx

Virtex-II XC2V3000 FPGA [110] to better illustrate the general trade-offs involved in

our study, specifically in terms of area/performance. Table 3.3 shows the results for
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different numbers of bits per data value. From the table, we can see that the data are

distributed across 89 block RAMs and 88 multipliers to support parallel execution, and

when increasing the number of bits, the area (number of slices) increases accordingly,

while the performance decreases. We also compared the execution time of the MP core

with a high performance desktop computer, which has a 2.17GHz 3000+ AMD Athlon

XP processor and about 1GB DDR PC3200 RAMs. The 8-bit MP core runs about 216

times faster, and the 16-bit MP core runs about 125 times faster. Here it is important

to note that even though MP runs quickly on a high performance microprocessor, the

achieved speed falls short for the high data rate required by 3G/4G wireless systems.

In contrast, the proposed MP core meets the 3G/4G speed requirements, justifying

its applicability for implementation in future generations of wireless communications

systems.

We would like to mention that another MP core was also designed, which fully

exploits the parallelism of the MP algorithm and is deeply pipelined. Yet, due to the

large resource requirement, it does not entirely fit into the largest currently available

FPGA. As fabrication technology improves and more transistors are integrated into a

silicon chip, it will be possible to map the fully-parallelized MP core onto a single

FPGA chip, enabling very high data rate processing.
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3.5 Low Power Design Techniques

Traditionally, the performance metrics for signal processing and indeed, most pro-

cessing in general, have been latency and throughput. Yet, with the proliferation of

mobile, portable devices, it has become increasingly important that systems are not

only fast, but also energy efficient. Currently, commercially available FPGAs either

do not have both millions of gates and low-power features, or their support for low

power feature is very limited. Purely relying on technology scaling will fall short

of computational capability for more advanced algorithms which are demanded by

wireless system in the near future. Thus, instead of studying low-level optimization

techniques, in this section, we investigate and apply algorithmic and architectural level

optimization techniques for minimizing energy consumed by FPGAs in building a

multipath channel estimator. Our techniques can also be used for a next generation

FPGA that has low power dissipation feature as well as high computing power. Our

main contribution is a quantitative analysis of several energy efficient techniques that

has resulted in novel optimizations at every levels, from the theory and algorithms to

the architecture and bitwidth. We describe our design and quantify the trade-offs in

terms of channel estimation accuracy and the energy of our implementation. Along

with exploring the clock gating technique, our final result is an energy efficient MP

core, resulting in 25.4% of total power savings.

Energy and power are often used interchangeably, however, they are not the same.

Energy is the product of average power dissipation and latency. Therefore, it is neces-

60



sary to understand power dissipation and its effect on latency and vice versa in order

to better understand energy dissipation.

In this section, we will first briefly describe sources of power dissipation in FPGA

based reconfigurable devices. We will then discuss techniques for achieving low en-

ergy dissipation by one of the three methods: lowering power dissipation, lowering

latency, or lowering the product of the power and latency, at different abstraction lev-

els, from the arithmetic and architectural to the algorithmic level. The result of our

design is an energy efficient IP core that can be readily tuned to the requirements of its

applications and initiated in any number of wireless devices.

3.5.1 Energy Dissipation in FPGA based Reconfigurable Devices

There are two primary areas of power consumption in FPGAs. Static power comes

from transistor leakage, and dynamic power comes from voltage swing, toggle rate,

and capacitance. Both are important factors in meeting a power budget and power

optimization. Several studies on power dissipation of reconfigurable devices have ap-

peared in recent works [63, 105]. These works review that power dissipation in re-

configurable devices is primarily due to programmable interconnects. For instance, in

the Virtex-II, the dynamic power dissipated in the interconnects is about 50% to 70%,

while the remaining is being dissipated in logic, clock and I/O blocks. These results are

different from ASIC technology, where clock distribution typically dominates power

dissipation [1]x. The programmable interconnects consist of multiple pre-fabricated
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row and column interconnect wire segments of various lengths, with used and unused

routing switches attached to each wire segment.

The second important factor that affects the power dissipation in reconfigurable

devices is resource utilization. In typical reconfigurable system designs, a large num-

ber of of the resources are not utilized and only static power is dissipated on those

unutilized resources.

Switching activity is another important factor that is used to determine the amount

of dynamic power dissipation of each hardware resource. It depends not only on the

type of the design but on the input stimuli.

To obtain the power consumption information of the target Xilinx chip XC2V3000,

we did low-level simulation of the VHDL codings of our design with Mentor Graphics

Modelsim and generate simulation results (.vcd file). The input vectors for the simula-

tion was obtained from the high level simulation of the MP algorithm. The design was

synthesized using Xilinx Synthesis Technology and the place and route file (.ncd file)

was obtained. These two files were fed into Xilinx XPower tool to evaluate the average

power dissipation. Energy dissipation was obtained by multiplying the average power

by latency.

With good understanding of the sources of the power dissipation and the way to

obtain the power dissipation, we can now discuss design and optimization techniques

to achieve an energy efficient channel estimator, from the bit level to the algorithmic

level design.
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3.5.2 Binding Energy Efficient IP Cores

As modern chips are increasingly providing high computational power with the

fixed components [110], like microprocessor cores, embedded multipliers and on-

chip distributed memory, a very important factor to consider in designing systems

is to choose energy efficient bindings and map operations onto available hardware re-

sources. Different bindings affect energy consumption of the reconfigurable device

greatly. For example, embedded multipliers, such as those in the Virtex-II and Altera

Stratix families, can be more energy efficient than the multipliers implemented with

CLBs. Our analysis shows that the energy consumed by a CLB-based multiplier is

approximately twice of the energy consumption by an embedded multiplier core.

3.5.3 Bit Level Optimization — Bitwidth Analysis

As we have studied in Section 3.4, floating point functional units take much longer

execution time and consume copious amount of power than their fixed-point counter-

parts. Therefore, we employ the fixed point representation in the rest of our study,

which we show can provide reasonably accurate results.

An important consideration for implementing the matching pursuit algorithm is de-

cision on the number of fixed-point bits. The larger the bitwidth, the more accurate the

estimation results. Conversely, bigger bitwidths lead to larger and slower functional

units, which has obvious negative effects on the latency and power. Therefore, it is im-

perative to find a good tradeoff between accuracy, latency and power. Referring to Fig-
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ure 3.4, it has been shown that 8 bits is sufficient to achieve accurate multipath channel

estimation, with averaged square error 3.37%. Fewer number of bits (e.g., 6 bits will

result in 4.8% error) can lead to minor improvements in performance and power. This,

however, comes at the cost of the large system error. Conversely, large bitwidth (16

bits) should not be used because it takes longer execution and larger power consump-

tion, and only can improve the accuracy by a small degree (about 0.12%). Therefore,

a bitwidth of 8 is used in our study, which hits a sweet spot between accuracy, perfor-

mance and power.

3.5.4 Architectural Level Optimization

Since reconfigurable devices provide the freedom to map various architectures,

choosing the appropriate architecture affects the energy dissipation. Based on previ-

ous studies, interconnect dissipates a large amount of power. Therefore, minimizing

the number of long wires or global communications between building logic blocks is

beneficial. In the following section, we evaluate different architectures based on dif-

ferent schemes of partitioning the MP data and computations to meet the needs of low

energy consumption.

Figure 3.7 shows the results of performance and power consumption vs. granular-

ity (number of columns or number of rows partitioned into each block RAM for the

local scheme and the global scheme, respectively). The figure illustrates that for both

schemes as the number of columns/rows of the S matrix packed into the same block
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Figure 3.7: The tradeoff of performance vs. power by using both the local and the
global scheme.

RAM increases, the execution time increases linearly and the power consumption of

hardware resources decreases exponentially. This observation can be explained by un-

derstanding that each matched filter is sequentially executed if multiple columns/rows

are within one block RAM, which takes less power consumption but longer execution

time. Depending on different system requirements, designers can follow the curve

to implement the matched filters optimally. In the situation where high data rate is

required, the best implementation is to employ the local scheme and distribute every

column into each block RAM to achieve the best performance.

Comparing Figure 3.7 and Figure 3.8, we can make the following observations.

The results presented are based on the distribution of only one column or row per block

RAM, though other similar distributions exhibit similar behavior. First, after place-

ment and routing, the local scheme can achieve the best performance(925.73ns), which
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Figure 3.8: The energy consumptions by using both the local and the global schemes.

is about 376ns faster than the global scheme(1311.4ns). Second, the local scheme

achieves less energy consumption (4143nJ less) than the global scheme. These can

be attributed to the fact that the pipelined adder-tree requires a large amount of global

communication across the chip, which degrades the system performance and further

leads to large energy consumption. The overriding theme is that architectures using

the local scheme takes less time than that of using the global scheme, in terms of RTL

synthesis and placement and routing time. This is due to the fact that the local scheme

uses functional units and control logic that are distributed locally to the block RAMs,

while the global scheme uses centralized control which requires tools taking longer

time to figure out the detailed placement and routing. Therefore, the local scheme with

one column in each BLOB is employed in our design, which can achieve the least

amount of global communications and the lowest energy consumption.
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3.5.5 Algorithmic Level Optimization — Module Disabling

At the algorithmic level, a lot of optimizations can be conducted [48], with a strong

impact on the system’s power consumption. The MP algorithm is designed to be easily

parallelized, i.e. the BLOB-level computation of each path can run independently of

others. This enables the clock gating technique to disable BLOBs that are not in use or

have been detected during the computation. By disabling the unnecessary computation

modules, the power dissipation can be reduced. In MP, for instance, after canceling

a significant path, the computation of this path is useless but still consumes power.

With the BLOB model of the execution of each path, the implementation can exploit

clocking gating to disable the computation modules of those detected paths.

As discussed in [56], for radiolocation applications the MP stopping criterion can

not only ensure that the most significant paths are accurately detected, but guarantee

detection of the direct path, which can be consequently used to measure the line of

sight distance from the transmitter to the receiver using the TOA-based method. When

the stopping condition is met based on the stopping criterion, the MP core can be

simply switched off to further save power.

In FPGAs, clock gating can be realized either by using primitives such as BUFG-

MUX to switch from a high frequency clock to a low frequency clock [90] or by

introducing a sleep transistor to switch the unnecessary modules off [4].

To study the power consumption of the total on-chip hardware resources, we divide

the resources into three types: unused, active, and disabled parts. The unused part is
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Figure 3.9: Percentage of power savings with the algorithmic level optimization.

the amount of hardware resources that are not contribute to building the MP core, and

thus it only consumes static power, which is proportional to the resource utilization.

The active part includes the resources that are always actively executing, which con-

tribute to both dynamic and static power dissipation. The disabled part has no dynamic

switching and thus only contributes to static power consumption.

Figure 3.9 shows the percentage of the total power consumption as the paths are

detected and canceled by disabling the unnecessary modules during the computation.

From the figure, we can see that the unused part consumes 1.67% of total chip power

consumption, i.e., there is 1.67% of unused on-chip resources. When we apply the

algorithmic level optimization for achieving low power, the power consumption de-

creases linearly as the detected paths are successively canceled, and for each cancel-

lation the power saving is about 1.69% compared with leaving all the canceled paths
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active. After detecting 15 paths, the MP terminates, resulting in a total power saving

of 25.4%.

3.6 Applications of MP Core for Channel Estimation

With accurate channel estimation, MP core can be used as an alternative to other

advanced algorithms [16, 20, 44, 84, 108] in various wireless communications sys-

tems. Among them, CDMA base-stations and wireless sensor networks are the most

promising systems that researchers have been addressed.

To accommodate the demand for wireless communicaitons services, the next gen-

eration wireless communications systems use Code Division Multiple Access (CDMA)

as the multiple access protocol for efficient use of limited available frequency spec-

trum, increased system capacity and speed of communications as well as accuracy. In

a CDMA system, uses are allowed to transmit simultaneously and occupy the same

bandwidth. CDMA uses spread spectrum signaling so that the overall transimission

rate is much higher than the maximum needed to transmit the actual data. Each user’s

data bits are modulated by a unique signature sequence (spreading code) that can only

be detected at the basestation which also knows the coding waveform. To maximally

differentiate between users, the spreading codes assigned to the users should be mutu-

ally orthogonal. This is very difficult and a large part of research has focused on this

issue. The base-station receives a summation of the signals of all the active users after

they travel through different paths in the channel. These channel paths include differ-
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ent delay, attenuations and phase-shifts to their signals and the mobility of the users

causes these parameters to change over time. Moreover, the signals from different

users interfere with each other (Multiple Access Interference) adding to the additive

white Gaussian noise present in the channel. Multiuser channel estimation refers to the

joint estimation of these unknown parameters for all users to mitigate these undesirable

effects and accurately detect the received bits of different users. Interference cancel-

lation or multiuser detection requires the use of such highly accurate estimate of the

channel for proper detection. The efficient MP core, when combined with the GSIC

algorithm [57], is promised to enable high data rate multiuser detection in CDMA

base-stations.

Wireless sensor networks are widely deployed as another promising application

that may revolutionize the way in which we understand and manage complex physi-

cal systems [25], e.g., physiological monitoring, environmental monitoring (air, water,

soil chemistry), smart spaces, military, precision agriculture, transportation, factory

instrumentation and inventory tracking. A low-power wireless technology called Zig-

Bee [5] has been proposed as a wireless network standard that meets the unique needs

of sensors and control devices. ZigBee’s success is largely due to its low data rate.

ZigBee won’t be sending email and large documents, as Wi-Fi does with its 54Mbps

802.11g technology, or documents and audio, as Bluetooth does with a nominal 1Mbps

frequency band. For sending sensor and control information, high bandwidth isn’t nec-

essary. Due to its low bandwidth requirements, a ZigBee node can sleep most of the
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time and save power, which fulfills its goal of low power, low cost, and robustness.

A big part of ZigBee’s power saving comes from the radio technology of 802.15.4,

which uses direct-sequence spread spectrum (DSSS) technology because the alterna-

tive frequency-hopping spread spectrum (FHSS) would have used too much power

just in keeping its frequency hops synchronized [62, 5]. Using the same spectrum

waveform, MP core promises to be employed in ZigBee for accurately estimating pa-

rameters to characterize channels.

3.7 Related Work

Much research has been conducted on the topics of wireless channel estimation,

design space exploration, and IP reuse.

Channel estimation for wireless applications has attracted considerable attention

recently, and a variety of algorithms have been developed [16, 20, 44, 57, 84, 108].

In [84], an approximate ML-based algorithm was targeted for implementation in DSP

hardware. In the ML algorithm redesign, a matrix inversion step was approximated

via gradient descent for improved efficiency. We choose the MP-based algorithm [57]

because of its efficiency and accuracy, and we redesign the algorithm for improved

efficiency based on a sufficient statistics interpretation.

Design space has been explored from different perspectives through various tech-

niques to meet the design objectives [76, 106]. In this work, we focus on the bit-width

analysis [27, 32, 100] and data distribution [43]. BitWise [100] determines the mini-
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mum number of bits by propagating static information in the program data-flow graph,

and Bitsize [32] decides the number of bits through sensitivity analysis of outputs.

Through careful bit width analysis, hardware costs and energy consumption can be

substantially reduced. Huang et al. [43] proposed a method for HLS to distribute data

across memory logic blocks for reducing data communications.

IP reuse is a design method for bridging the gap between available chip complex-

ity and design productivity. Quite a few methods and techniques [46, 73] have been

proposed for IP creation, assembly and testing. Metacores [73] is similar to our work;

it creates parameterized cores for Viterbi decoding and IIR filters.

We want to emphasize that there are numerous examples where reconfigurable

devices execute signal processing applications substantially better than processors in

both overall performance and energy/power. Wouters et al. designed an OFDM mo-

dem with adaptive loading on a Xilinx XC2V6000 FPGA [109]. Scrofano et al. [96]

compared a representative FPGA (Xilinx Virtex-II Pro) with a digital signal processor

(DSP) (TI TMS320C6415) and an embedded processor (Intel PXA250). Their results

showed that Virtex-II Pro consumes much less energy than any of the other devices.

Choi et al. [18] studied FFT and matrix multiplication. Their FFT design achieved 56%

less energy consumption than a DSP. In terms of performance, the FPGA implementa-

tion resulted in a 10 fold improvement over an embedded processor. Liang et al. [67]

studied a dynamically reconfigurable turbo decoder, which showed 100 times perfor-

mance improvement over contemporary microprocessors. Swaminathan et al. [103]
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implemented an adaptive Viterbi algorithm on an FPGA, achieving a speed-up of 29

compared to the DSP implementation. Stitt and Vahid [101] showed that configurable

logic provides an average energy savings of 25% to 71% over a series of embedded

system benchmarks. Sakiyama et al. [92] described 4X performance improvement of

a JPEG decoder implemented on FPGA versus its DSP implementation. In [17], the

authors compared the implementations of coded-matched filter (MF) and minimum

output energy (MOE) detectors on a Xilinx Virtex XCV800 FPGA and a TI ’C6x DSP.

They showed that the ratio of the DSP throughput to the FPGA throughput is 1/2 for

the MF detector and 1/11 for the MOE detector. In addition, they compared the im-

plementations of Viterbi decoding, and reported that higher data rate can be achieved

with the FPGA implementation than its counterpart DSP implementation. Rajagopal

and Cavallaro [85] presented an implementation of the pipelined multiuser detection

algorithm by integrating both FPGA and DSP, and showed that the FPGA achieves 4X

speedup over the DSP implementation.

3.8 Summary

Wireless connectivity is playing an increasingly important role in communication

systems. To meet the demands of higher data rate and higher multi-user capacity,

channel estimation has been employed as the key to modern communication algo-

rithms. Given the frequency with which new wireless protocols are developed and

deployed, an ASIC based approach is a poor option due to it’s lack of programma-
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bility. On the other side, with the computational demands that the current generation

of signal processing algorithms place on a device, a microprocessor simply could not

provide enough throughput. A reconfigurable device provides an excellent balance

between these two extremes, and also presents a unique opportunity to designing and

optimizing the signal processing algorithms in concert with the actual hardware imple-

mentation. In this chapter, we described a cross-cutting method to explore the design

space to solve the channel estimation problem on reconfigurable devices.

As high performance and energy efficient implementations remain as a design chal-

lenge, this chapter is focused on building a high speed and energy efficient matching

pursuit IP core. Through exploring the design space, a high speed and energy efficient

MP core was developed, specifically, by redesigning an MP algorithm for efficient

channel estimation, and by employing low power optimization techniques at all levels

of the system design: bit, architecture, and algorithm levels.

At the bit level, we have studied the tradeoff of performance, energy consumption

vs. accuracy. At the architectural level, we have investigated many different data and

computation partitioning schemes, and found that an effective way of partitioning an

application is to treat the reconfigurable device as a collection computational blocks,

where each block has a single block of memory and an associated set of computa-

tional abilities. We call each of these logical units a BRAM-level operational block, or

“BLOB”. We have demonstrated that by keeping both the control and the data signals

local to each BLOB to the greatest extent possible, the implementation can achieve
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the highest performance and the least energy consumption. At the algorithmic level

where the decision has the strong impact on the system power consumption, we have

employed the clock gating technique to disable the unnecessary computation modules,

achieving 25.4% of total power savings. The parameterized MP core was developed

and mapped on a Xilinx Virtex-II FPGA, executing over 216 times faster than a high

performance desktop machine. With this level of efficiency, in the near future the pa-

rameterized MP core could enable high data rate multiuser detection, delivering on

decades of promises from communications theory and revolutionizing the state of the

art in applied wireless technologies.
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Chapter 4

Exploring Generalized Model for
Optimizing Leakage Power
Dissipation

4.1 Introduction

Power dissipation has become a major concern to those designing processors for

high performance desktops, servers, and battery-operated portable devices. Higher

energy dissipation requires more expensive packaging and cooling technology, which

in turn increases cost and decreases system reliability. There are fundamentally two

ways in which power can be dissipated: either dynamically (due to the switching ac-

tivity of repeated capacitance charge and discharge on the output of the millions of

gates), or statically (mainly due to sub-threshold and gate leakage [54, 82]). Dynamic

power consumption is proportional to the square of the supply voltage, which reduces

as process technology scales. While the scaling down of transistor geometries enables

the reduction of the dynamic power, it worsens the leakage problem greatly. If current
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technology scaling trends hold [45], leakage will soon become the dominant source

of power consumption, and as such new techniques are needed to battle this growing

problem.

The problem of leakage becomes more significant as threshold voltage, channel

length, and gate oxide thickness are reduced. Furthermore, the sub-threshold leakage,

as a major component, stems from the need for a trade-off between dynamic power

and performance. Scaling down the transistor supply voltage reduces the dynamic

power dissipation. Yet, to maintain high switching speed under reduced voltages, the

threshold voltage must also be scaled. As the threshold voltage drops, it is easier for

current to leak through the transistor resulting in significant leakage power dissipation.

The increases in device speed and chip density exacerbate the leakage problem. New

technologies targeted at reducing dynamic power and increasing performance, such as

low threshold voltage [69] and gate oxide scaling [60], further increase the relative

importance of leakage power [45] (Figure 4.1).

Cache memories have long been used to reduce the ever-growing gap between pro-

cessors and memory. Modern processors typically provide two levels of on-chip caches

(e.g. separate L1 instruction and data caches and a unified L2 cache). In these proces-

sors, a large and growing fraction of the total on-chip area, and an even larger fraction

of the total number of transistors, is consumed by caches. Because they account for

such a significant portion of the total chip real estate, caches provide a healthy-sized

target for designers to try circuit and architectural optimizations with the goal of re-
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Figure 4.1: Projected leakage power consumption as a fraction of the total power
consumption according to the International Technology Roadmap for Semiconductors
[ITRS].

ducing leakage power. The central idea behind most of these techniques is to exploit

some form of temporal locality. By putting infrequently or unused cache lines into low

leakage mode, much of the power will be reduced. By keeping frequently accessed

cache lines active, total performance will not be reduced significantly.

Though there are several circuit techniques and management schemes concerning

how and when to turn on or off individual cache lines, little work has been done to

explore the limit of how well such techniques can work. What is the best we could

hope to do with a given low power technology? The primary goal of this chapter

is to explore these limits under different architectural and design assumptions in the

hope of guiding research effort on leakage power in much the way that Belady’s OPT

algorithm [12] helps (and continues to help) in the study of replacement policies.

There has been much work on leakage power reduction already, and any proposed

methods for calculating the limits of their effectiveness must be both general enough
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to capture a variety of techniques, yet specific enough to provide useful bounds. Our

methods capture both state-preserving and state-destroying techniques, and addition-

ally we show how to optimally combine two such techniques into a hybrid scheme. We

show that, given perfect knowledge of the future address trace, there exists a break-

even point between Drowsy and Gated-Vdd. If the same cache line is accessed twice in

an interval of time less than or equal to this break-even point then Drowsy mode should

be used. If the same cache line is not used again within an amount of time greater than

the break-even point then more power can be saved by turning off the cache line using

Gated-Vdd. If these timings are known, then an optimal policy can be achieved.

Clearly perfect knowledge of the future trace is not always known, but it serves

several purposes. First it provides an important bound. No management method will be

able to beat our power reduction scheme under the given circuit assumptions. Second,

it demonstrates that there is still a great deal of potential for policy decisions (when to

turn a cache line on or off) to significantly reduce leakage power. Finally, while perfect

knowledge of future references cannot be known, it can often times be approximated

by architecture techniques such as address prediction or prefetching [75].

In particular, we make the following contributions:

1. We relate the potential savings that can be obtained from Drowsy and Gated-

Vdd techniques, under various assumptions for both the L1 instruction and data

caches, and the unified L2 cache.
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2. We show that with oracle knowledge of future accesses, a simple optimal power

management scheme can be derived from a small set of circuit parameters.

3. In addition to showing the optimal leakage savings on a set of implementation

parameters, we develop a parameterized model to determine the optimal leakage

savings while the implementation technologies and architectures change over

time.

4. We show that while both Drowsy and Gated-Vdd schemes are useful on their own,

when combined, we can push the upper bounds of the leakage power savings

to 96.4%, 99.1%, and 97.7% for the instruction cache, the data cache and the

unified L2 cache, respectively, with the 70nm implementation technology.

5. We also show that the model can be applicable to explore the limits of leakage

power savings for different implementation technologies and cache configura-

tions.

6. In addition to the limits study for the L1 instruction and data caches, We study

the limits for L2 caches when both sleep and drowsy modes are employed. Tak-

ing a large amount of area in modern processors, L2 caches exhibit themselves

as another interesting target to battle the leakage problem. Without careful at-

tention to power, L2 caches may overtake the chip’s power budget.

7. We conduct the leakage study on different cache configurations to validate our

methods.
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8. Instead of examining the leakage reduction on only five benchmarks [75], in this

study we investigate our methods across all the SPEC2000 benchmark applica-

tions.

9. We also empirically study the interval distribution to show how much percentage

the short dead intervals contributes to the total leakage reduction.

The rest of the chapter is organized as follows. We review related work and moti-

vate our limit study in Section 4.2. In Section 4.3, we propose our method for combin-

ing the Gated-Vdd method and the drowsy method. We also explore the limit of leakage

power saving that we can potentially achieve using our hybrid scheme. A model which

parameterizes all the individual assumptions is also proposed. Section 4.4 describes

our simulation setup and the benchmarks in our study, and shows the results of our

empirical study in exploring the upper bounds. We also study the generality of the

parameterized model on different cache configurations. We offer concluding remarks

in Section 4.6.

4.2 Circuits and Architectures of Reduced Cache Leak-

age Power

In order to derive a useful limit for leakage power reduction in caches, we must

first begin with a discussion of those related technologies so that our model will be
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grounded in reality. In this section we review several circuit techniques, and develop

the general ideas of our method.

Leakage power comes from transistors that are simply left on, and the easiest way

to think about reducing the amount of the consumed leakage power is to “turn off”

those transistors that are not needed. While this is the easiest to think about, it is by no

means the easiest to implement. One such approach, Gated-Vdd [80], attempts to solve

this problem by reducing leakage through the use of a high threshold sleep transistor

(between pull-down NMOS and virtual Vss) to break the connection and thus increases

the L1 cache line access time. This transistor is in the read critical path which may

impact performance, however we only consider the potential for energy savings in this

paper. This leakage reduction technique is often called sleep mode, and this is the

naming convention that we use here. While efficient in saving leakage, sleep mode

does not preserve the state of the data. When a cache line is needed again after it has

been put to sleep, it must be re-fetched from lower levels of the memory hierarchy.

This re-fetch is essentially an extra cache miss, and this process can take many cycles

depending on the memory hierarchy, architectural assumptions, etc.

A different way of saving leakage power in the caches is to make use of multiple

supply voltages. When the cache line is left fully on, it will dissipate too much leakage

power. If Vdd is fully gated, it will use very little power, but the data is lost. A com-

promise is to use a lower supply voltage when data is not needed for a while. This will

reduce the leakage power without losing the data. The trade-off is that, while data will
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be preserved at this low supply voltage, it cannot be accessed while in this state. Thus

there is a small wakeup time associated with changing from the lower voltage up to

Vdd (hence the name “drowsy”). If this can be implemented without adding a high-V th

transistor in the read critical path as the initial proposal, drowsy mode has the poten-

tial to achieve a smaller L1 cache access time than sleep mode. Drowsy mode does

not fully turn off the memory, and thus does not reduce the leakage power as much as

Gated-Vdd. For a piece of data that is not going to be accessed for a very long time,

sleep mode will be better because it reduces more leakage power. For a piece of data

that is accessed in a moderate amount of time, drowsy mode will be better because

there is not a large re-fetch penalty. This sets up one of the fundamental questions

answered in our paper — how long is long enough for each mode?

While our paper attempts to address a previously unanswered question, there is a

great deal of prior work aimed at reducing leakage power in caches. Azizi et al. [9] in-

troduced asymmetric dual-Vt SRAM cell caches(ACCs). ACCs exploit the fact that in

ordinary programs most of the bits in caches are zeros for both the data and instruction

streams, and provide significant leakage reduction in the zero state. DRI-cache [80]

uses the Gated-Vdd technique to dynamically adjust the size of the active portion of the

cache by turning off a bank of cache lines based on the miss rates. DRG-cache [3] em-

ploys Gated-Vdd to reduce leakage power by turning off the gated-Ground transistor,

while data is restored when the gated-Ground transistor is turned on. DTSRAM [39]

uses body biasing to separately control the Vt of each cache line. To minimize the
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energy and delay overhead, a cache line is switched to high Vt when it is not likely

to be used anymore. Kaxiras et al. [42, 49] proposed the cache line decay scheme

to turn off the cache lines in the dead periods of their cache generations using the

Gated-Vdd technique. Instead of placing both the tag and the data into the sleep mode,

AMC [114] keeps the tag alive and tracks the miss rate with respect to the ideal miss

rate. This helps to dynamically adjust the turn-off interval and control the overall per-

formance. Velusamy et al. [107] used formal feedback-control theory to adaptively

adjust the cache decay interval and cache lines are turned off accordingly. Another

approach to reducing leakage power is called drowsy cache [30, 52, 55], which de-

creases the supply voltage of idle cache lines. Specifically, all cache lines are period-

ically placed into drowsy mode. [53] studied techniques for data retention with lower

supply voltage. [41] employed drowsy cache to exploit program hot-spots and code

sequentiality for instruction cache leakage management. Parikh et al. [66] compared

Gated-Vdd and drowsy cache at different L2 latencies with HotLeakage and showed

Gated-Vdd is superior for a set of faster L2 latencies. Heo [38] reduced bitline leakage

by leaving bitlines open whose cache banks are not accessed. Hanson [35] found that

for L1 caches, MTCMOS, which is a state-preserving technique that operates multi-

ple threshold voltages, outperforms Gated-Vdd. In [65], the authors presented several

architectural techniques that exploit the data duplication across the different levels of

cache hierarchy. They found that the best strategy in terms of energy and energy-delay

product is to place the L2 subblock into a state-preserving mode as soon as its contents
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are moved to L1 and to reactive it only when it is accessed. Bai et al. [10] investigated

the impact of Tox and Vth on power performance trade-offs for on-chip caches. In con-

trast, [94, 112] studied software approaches. [94] decided the decay interval through

profiling and showed that the optimal decay intervals can be estimated with a reason-

able degree of accuracy using profiling. [112] studied using compiler to insert power

mode instructions that control the voltage for the cache lines to control leakage energy.

All of the above approaches strive to develop a scheme for predicting when a sec-

tion of the cache should be put into a low power mode. They use some heuristics based

on either static analysis or run-time behavior to determine what mode each line should

be in. One major open question is: what is the best that these approaches could hope

to do? Clearly some of the cache lines will have to be left in a high Vdd mode so they

can be accessed, but how many and for how long? Are these approaches the ultimate

in policy leakage power reduction, or is there still room for improvement?

4.3 Calculating Limits of Leakage Power Reduction Tech-

niques

Now that we have reviewed the circuit and architecture techniques employed to

reduce leakage power, we describe how to calculate the savings that could be achieved

by an optimal method.
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......
int i, j, sum, total;
int low(int);
int high(int);
......
for (total = 0, i = 0; i < 12; i ++)
{
    for (sum = 0, j = low(i); j < high(i); j ++)
        sum += a[j];
    sum *= i;
    add: total += sum;
}
......

Figure 4.2: The access interval example. The interval length of the consecutive ac-
cesses to the add instructions depends on the range of the inner loop |high(i)−low(i)|.

4.3.1 Cache Intervals

Our analysis of the leakage power saving limit relies on the idea of breaking up

the life time of each cache line into a series of intervals. An interval is the time that

a cache line rests between two accesses. If an interval is very long then it would be

beneficial to put that cache line in sleep mode for the duration of that interval. If an

interval is very short, it should be simply left in a high-Vdd mode. If an interval is

somewhere in the middle, perhaps drowsy mode would be the best.

To illustrate the above situations, let’s take a two-level loop example (Figure 4.2)

extracted from a human resource management application. It counts the total number

of people employed during a year. In the example, the interval (Iadd) of the two con-

secutive accesses to the same instruction add depends on the size of the inner loop.
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When the range of the inner loop variable j is large, the interval Iadd is long, which in-

dicates the cache line of add instruction should be put into sleep mode to save leakage

power. And when the range is very small, the interval Iadd is small, which means this

cache line should be left in the high-Vdd mode for fast accesses. While the range is in

the middle, the drowsy mode should be applied to save leakage power without much

performance cost. The idea behind our optimal scheme is to determine what the best

policy would be for each interval in the program, and then to apply the appropriate

leakage technique to that interval.

In an optimal approach, each interval can be thought of as atomic in the eyes of the

optimal policy. With oracle knowledge of the future address traces known (as would be

for an optimal approach), there should be no reason to perform any new power saving

techniques in the middle of an interval. Instead, the same technique should have been

applied for the entire duration of the interval as less power would be consumed with

the same penalty (for either wakeup or re-fetch).

One thing to note is the notion of live intervals and dead intervals. A live interval

starts when a new memory is brought into the cache frame, and ends after the last

access. Between the last access to a line of memory and the time it is evicted from

the cache, it is regarded as dead. Besides turning off cache lines in dead periods

as the cache decay scheme does [49], our method also explores the live period of a

cache generation, which demonstrates great potential for leakage reduction. In fact

we found that dead periods did not contribute a large amount of leakage savings in
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Figure 4.3: Cumulative distribution of live intervals and dead intervals of the L2 cache
for crafty and vortex. The total amount of short dead intervals only contribute little to
the leakage power reduction, while the long intervals play a major role.

the optimal case, because any long interval would be turned off whether live or dead.

The only additional savings that are achieved from considering dead intervals are from

short dead intervals, of which there are very few. Figure 4.3 is used to demonstrate

such a point. It is drawn based on our experimental setup (see Section 4.4.1). The

x-axis shows the interval length and it is log2-scaled. The y-axis shows the cumulative

percentage of the live intervals over the sum of all live intervals and dead intervals

over the sum of all dead intervals of the unified L2 cache for crafty and vortex. As it

can be seen, the curves of the dead-interval-crafty and dead-interval-vortex arise when

the interval lengths are large (greater than 220 cycles), and the short dead intervals

only contribute an insignificant amount (less than 1%) for the sum of all the dead

intervals, which indicates that the short dead intervals contribute little to the leakage
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power reduction. Thus, for the rest of this paper we ignore the effect of live and dead

intervals, and instead concentrate on only the durations of the intervals.

4.3.2 Optimal Method

Our optimal method works as follows. Given an interval distribution of cache

accesses, which can be obtained based on a memory configuration, our optimal method

first classifies each cache access interval into one of the following three types: sleep-

mode optimal, drowsy-mode optimal and active-optimal, and applies the appropriate

mode on each interval to obtain the optimal leakage power saving. If the size of an

interval is very small (i.e. there are multiple consecutive accesses within a short period

of time), then it is best to leave the cache line in a fully active (non-power saving)

mode. If the size of an interval is long, then the best policy is to completely turn off

that cache line (sleep) and then re-fetch it when it is needed again. The final case is

if the interval size is neither very long nor very short. In this case it is best to put the

cache line into a drowsy state, which consumes a small amount of power, has a small

wakeup cost and has the advantage of retaining the data values.

The key to dividing intervals into these categories is knowing the precise length of

an interval that should be put into sleep mode, drowsy mode or left active. The interval

length where the power saving mode changes is an inflection point. There are two

inflection points: one between sleep and drowsy modes and the other between drowsy

and active modes.
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Figure 4.4: Using perfect prefetching to avoid performance degradation. Assum-
ing perfect access pattern knowledge, an optimal method uses perfect prefetching to
refetch data just before it is needed and avoids stalling the whole system to reduce
energy consumption.

One thing to note is that our optimal method will have no-effect on the performance

of the machine. Because we assume perfect access pattern knowledge, an optimal

method can re-fetch any needed data just before it is needed and avoid any performance

impact. By exploiting this fact we can separate out the power problems from the

performance problems. Even though a just-in-time re-fetch or perfect prefetching will

not affect the performance of the machine, it does have a power cost which we do

consider in this paper. Figure 4.4 is used to illustrate this point. In the sleep mode,

due to turning off the cache line to save leakage power, the data is not preserved. If

the data is accessed again, it needs to be refetched, and this refetching process may

usually take several cycles. Without just in time refetch (Figure 4.4(b)), the other parts

of the whole system will have to stall for that amount of cycles, waiting for the data
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Figure 4.5: Time-voltage diagrams of sleep-mode and drowsy-mode. In Sleep-Mode
the cache line is essentially turned completely off and the power consumed drops to
nearly zero. While beneficial over a long period of time, there is a more significant
overhead due to re-fetch. Drowsy-Mode has a smaller overhead, but the cache line still
consumes a measurable amount of power because the voltage has not been completely
turned off.

to be ready. The stall will lead to significant energy consumption as the big circle

indicates. Similar things happen to the drowsy mode. But the drowsy mode preserves

the data and only takes a couple of cycles [52] to wake up the cache line. So, without

just-in-time refetch (Figure 4.4(d)), the amount of energy the drowsy mode consumes

is less than that of the sleep mode during the system stalling, which is indicated by

a small cycle. By contrast, with just-in-time refetch (Figure 4.4(c) and (e)), The data

will be ready when it is needed, avoiding stalling the rest parts of the whole system to

wait for data to be ready, which consequently saves power. It is worth noting that our

scheme calculates the optimal power savings for a given replacement policy, it does

not change the replacement policy to further save power.
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For the convenience of illustrating how our method works in general, we will use

(Figure 4.5(a) and (b)) to show how the inflection points are calculated. Figure 4.5(a)

shows that the sleep mode and the drowsy mode require time to reduce the voltage

from high Vdd to off (s1) and from high to Vddlow
(d1), respectively. Also, there is

a similar time overhead in coming out of the mode (s3 or d3). For the sleep mode,

since the latency D of fetching data from L2 cache is longer than s3, there is another

overhead (s4 = D − s3) before the next access. We divided the life time of an interval

into several durations to illustrate these overheads. Figure 4.5(b) shows the length of

each duration s1, s2, s3, s4, d1, d2, d3 in an access interval of both a sleep mode and a

drowsy mode. The total length of the cache access interval using the sleep technique

is s = s1 + s2 + s3 + s4, and that of using the drowsy mode is d = d1 + d2 + d3.

For the sleep mode, the data has been lost due to an induced miss [49] and must be

re-fetched from the memory hierarchy. as such, there is a significant amount of power

consumed by the dynamic activity required to fetch the data from the L2 cache, marked

with “*” in Figure 4.5(b). This dynamic power cost can be obtained from analytical

models, such as the interconnect model based on logical effort [7] or the CACTI [99]

model, which has been used in this paper.

The sleep-drowsy inflection point is derived as the access interval length when the

sleep and the drowsy modes consume the same amount of energy. If the interval is

of a length less than the inflection point then drowsy mode would be optimal. If it

is greater than the inflection point then sleep mode would be optimal. We denote the
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leakage power consumption of each cache line as PL, which can be obtained from

the HotLeakage tool [113], and the cost of dynamic power due to an induced miss

for the sleep mode as CD. The energy of a sleep mode interval can be calculated as

Equation 4.1:

ES =
4

∑

i=1

PL(si) ∗ si + CD. (4.1)

Similarly the energy consumption using the drowsy model can be calculated as

Equation 4.2:

ED =
3

∑

i=1

PL(di) ∗ di. (4.2)

When the two modes consume the same amount of energy, we reach Equation 4.3:

ES = ED. (4.3)

Applying the data in Figure 4.5(b) into Equation 4.3, we can calculate the sleep-

drowsy inflection point.

The other inflection point is between drowsy and active modes. The drowsy-active

inflection point is calculated as the sum of the durations d1 and d3, within which the

voltage changes either from Vdd to Vddlow
or from Vddlow

to Vdd.

Note that the sleep-drowsy inflection point is the point at which sleep mode has

the potential to save power of drowsy mode. Sleep mode does not provide benefit at

small interval lengths because of the larger penalty associated with coming out of sleep

mode (the power of re-fetch) as opposed to drowsy mode. The only way to save power

on small interval lengths is to know exactly when the cache line will be accessed again

93



so that it can be brought out of sleep mode before the data is needed. This is how an

optimal leakage management scheme would take advantage of it’s perfect knowledge.

When an interval between two accesses to the same cache line is longer than the

sleep-drowsy inflection point, using sleep mode has the potential to save more leakage

power. When an interval is less than the sleep-drowsy inflection point but still greater

than the active-drowsy inflection point, the drowsy mode saves more leakage. When its

interval length is less than the active-drowsy inflection point, the cache line is always

active and cannot have its leakage power reduced without causing a delay in delivering

the data.

Figure 4.1 details our optimal leakage power saving method. By classifying cache

intervals into the three types and applying to them the appropriate leakage saving

mode, the maximal leakage power saving can be obtained as the accumulation of the

leakage saving over all access intervals, which provides us an upper bound for optimal

leakage power savings. It can be proved that based on the perfect knowledge of the

lengths of all intervals, the optimal leakage power saving can be achieved by applying

the proper operating mode on each interval.

4.3.3 Theorem of Optimal Policy for Leakage Power Saving

In this section, after defining the relevant terms in our study, we provide the theo-

rem of the optimal policy for leakage power saving.
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ALGORITHM OPTIMAL LEAKAGE

Input: A set of intervals I
Output: Total leakage power saving total saving

BEGIN
1 total saving := 0
2 i := 0
3 while (Ii ∈ I) do
4 if (|Ii| > b) then
5 total saving := total saving + sleep saving(|Ii|)
6 else if (|Ii| > a) then
7 total saving := total saving + drowsy saving(|Ii|)
8 else
9 no leakage power saving can be obtained
10 i := i + 1
11 end do
12 return(total saving)
END

Table 4.1: Algorithm to compute the optimal leakage power saving given an inter-
val distribution. Intervals are classified into one of the three categories based on the
drowsy-active inflection point a and the sleep-drowsy inflection point b: (0, a], (a, b],
and (b, +∞). The Sleep mode is applied on intervals within the range of (b, +∞); the
Drowsy mode is applied on intervals within the range of (a, b]; and the cache lines are
left on for intervals within the range of (0, a].

Definition 4.3.3.1. We define I={Ii} as a set of intervals, and the length of interval Ii

as |Ii| ( |Ii| ∈ (0, +∞) ).

Definition 4.3.3.2. For each interval Ii ∈ I, we define three possible operating modes

Tj ∈ T, whereT = {T1 = active, T2 = drowsy, T3 = sleep}, and the leakage

energy saving of the interval Ii working in the mode of Tj is defined as E(Ii, Tj).

Definition 4.3.3.3. We define two inflection points, the active-drowsy inflection point a

and the sleep-drowsy inflection point b. The active-drowsy inflection point a is defined

as the sum of the durations within which the supply voltage changes either from high
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to low or from low to high, i.e. a = d1 + d3. The sleep-drowsy inflection point b is

defined as the access interval length when the sleep and the drowsy modes consume

the same amount of energy, i.e. b = s1 + s2 + s3 + s4 = d1 + d2 + d3, where si ≥ 0,

dj ≥ 0 (i = 1, 2, 3, 4; j = 1, 2, 3).

Lemma 4.3.3.4. The active-drowsy inflection point a is less than the sleep-drowsy

inflection point b.

Proof. Because loads have physical capacities, the discharging process takes less time

for the voltage dropping from high to low than from high to off, i.e. d1 < s1. Similarly,

the charging process takes less time for increasing the voltage from low to high than

from off to high, i.e. d3 < s3. Since there is no overlapping time between si and

sk (i 6= k, i, k = 1, 2, 3, 4) and si ≥ 0 (i = 1, 2, 3, 4), we can conclude that the

sum of the durations a = d1 + d3 < s1 + s3, and the sleep-drowsy inflection point

b = s1 + s2 + s3 + s4 is greater than s1 + s3. So, a is less than b. Our study based on

the 70nm technology process also justifies that a (6 cycles) is less than b (1057 cycles)

from the experimental perspective.

Theorem 4.3.3.5. Under the context of the independent model, where access intervals

of a cache block are independent from each other, we assume that for each interval

Ii ∈ I, one and only one of the three operating modes Tj ∈ T can be applied for

reducing leakage energy consumption based on the following policy:

1. When the interval length |Ii| ∈ (0, a], the active operating mode or non-power

saving mode is applied.
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Figure 4.6: Energy consumption for each of the three operating modes and the lower
envelope E(Ii, Tj) function for minimal energy consumption.

2. When the interval length |Ii| ∈ (a, b], the drowsy mode is applied.

3. When the interval length |Ii| ∈ (b, +∞), the sleep mode is applied.

Then the maximal leakage saving can be obtained as the combination of the power

saving over all intervals Ii ∈ I, which gives an upper bound for optimal leakage

power saving.

Proof. We prove the theorem by contradiction. We divide the whole range of the

interval length (0, +∞) into three independent portions based on the active-drowsy

inflection point a and the sleep-drowsy inflection point b, i.e. (0, a] ∪ (a, b] ∪ (b, +∞)

(see Lemma 1 that a < b). Suppose the energy saving M based on the above assump-

tions is not maximal, then there must be another energy saving M ′ that is greater than

M , which indicates that there is at least one interval Ii whose operating mode T ′

j is

different from Tj .
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Figure 4.6 shows the function of interval vs. energy consumption. In the figure,

we can have the following derivations:

1. The function is continuous and monotonically increasing.

2. The slopes P1, P2 and P3 indicate the power consumptions within the interval

ranges of (0, a], (a, b] and (b, +∞) respectively.

3. For intervals in the range of (0, a], the minimal energy consumption can be

achieved through the active mode T1. For intervals in the range of (a, b], the

minimal energy consumption can be achieved through the drowsy mode T2.

For intervals in the range of (b, +∞), the minimal energy consumption can be

achieved through the sleep mode T3.

For a set of independent intervals, if at least one interval Ii was applied with T ′

j , not

the corresponding mode Tj , then E(Ii, T
′

j) is greater than E(Ii, Tj) (above the shadow

area in Figure 4.6), giving the contradiction. Therefore, the maximal leakage power

saving can be obtained by the proposed policy.

4.3.4 Generalized Model for Optimal Leakage Power Savings

After illustrating our optimal leakage power saving method, we evolve our method

to a complete model that can capture the optimal leakage savings as configurations and

technologies change.
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Figure 4.7: The optimal leakage power saving model. The circles indicates states and
edges represent transitions between states.

As Figure 4.7 depicts, the model has three states, which are indicated by the circles,

representing the three operating modes: Active, Drowsy, and Sleep. It also models the

transitions between states, demonstrated by the edges (self edges means that the state

remains the same in the next cycle). Each state is associated with its static power con-

sumption (P ), and the weights (EAD, EAD, EAD, EAD) on the edges are the transition

energy consumptions. For example, EAD is the energy consumption when transiting

from the state Active to the state Drowsy.

In the model, all the individual assumptions namely the durations, energy costs

of transitions between modes, the leakage power consumption of each mode, and the

intervals, are parameterized and used as inputs to the model. And the outputs of the

model are the optimal leakage saving percentages of using the optimal sleep, optimal

drowsy, and the optimal combining methods.

The model has been designed to explore the optimal leakage savings with param-

eterized architectural and design considerations, i.e. if the architectural configuration
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changes(for example, cache configurations), the model can adapt to the input change,

and if a new low power mode is employed, the model can be easily extended by adding

a new state.

The model for optimal leakage power savings serves two major functions. First,

instead of being an abstract model, it is coded in C language and is publicly available

for cache leakage studies1. To use the tool, designers only need to feed the following

inputs into the C program, such as the transition energies obtained from CACTI [99],

the leakage power consumption from HotLeakage [113], the interval distribution from

SimpleScalar [23], and the duration parameters {s1, s2, s3, s4}. The tool will then

find out an optimal mode transition sequence that can achieve the maximal leakage

power savings and output the optimal leakage saving percentages of using the optimal

sleep, the optimal drowsy, and the optimal combining methods. Second and the most

important is that this model was designed to explore the optimal leakage savings under

different architectural and design assumptions with the hope of guiding research effort

on leakage power study.

Concurrent to our work, similar approaches are being developed to guide policy

decisions in the domain of Computer Aided Design [70]. In [70], the optimal en-

ergy mode transition sequence for generic devices is calculated under a fixed delay

constraint. Because of the complex timing involved in a modern superscalar micro-

processor, a simple timing model will not accurately reflect the impact changing cache
1http://express.ece.ucsb.edu/software/leakage.html
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parameters. In our study on cache leakage we have factored out any performance im-

pact through perfect prefetching, which acts as a guiding bound for those developing

leakage reduction schemes. We have built our model around the state of the art in

leakage reduction techniques and show how the most common techniques considered

today can be mapped onto this simple framework quickly and precisely. In addition,

we have given a formal proof of optimality, which has not been offered in their work.

4.4 Empirical Study

In Section 4.3, we discussed the limits of leakage power reduction techniques and

how they are calculated. In this section we show limit results gathered from actual

benchmarks with parameters extracted from modern processors and prior work. Our

objective is to evaluate the limits on some leakage power saving techniques as applied

to both the L1 instruction and data caches, and the L2 cache. We show upper bounds on

the possible savings using Sleep mode, Drowsy mode, or a potential hybrid of the two.

We also evaluate the generality of the parameterized model in deriving the limits of

leakage power savings from the perspectives of different implementation technologies

and different cache configurations.
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4.4.1 Methodology

To test the amount of power that can be saved by using an improved leakage re-

duction technique, we employed detailed cycle-level simulation. The simulator we

use is a version of SimpleScalar closely resembling Compaq Alpha 21264 [50]. The

execution core is a 4-wide superscalar pipeline, and the memory hierarchy includes

a 64KB, 2-way set associative L1 instruction cache with a single-cycle hit latency, a

64KB, 2-way set associative L1 data cache with a 3-cycle hit latency, and a unified

2MB direct-mapped L2 cache with a 7-cycle hit latency. The main memory system

consists of 16 32MB DDR2 SDRAM chips [93], for a total main memory capacity

of 512MB, with its access time 40ns, and access power 300mW. Because leakage is

exponentially dependent on temperature, we use 85◦C in our experiments. LRU is

employed as the replacement policy throughout the memory hierarchy. To calculate

inflection points, we assumed a 500MHz processor clock.

In order to capture the most important program behaviors while at the same time

reducing simulation time to reasonable levels, we used the simulation points that were

described and verified in SimPoint [98]. The benchmark suite for this study consists

of all the SPEC2000 benchmarks compiled for the Alpha AXP ISA. Because modern

processors typically have two levels of on-chip caches (e.g. separate L1 instruction

and data caches and a unified L2 cache), in the rest of our empirical study, we will first

explore the limits of the leakage power savings for the L1 instruction and data caches.

We will then conduct the limits study for the L2 caches.
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4.4.2 Limits Study for L1 Instruction and Data Caches

In this section, we explain how the optimal method works from the experimental

aspect in exploring limits of leakage power savings for the modern L1 caches by the

ways of how we calculate the inflection points, and how we optimally combine the

sleep and drowsy modes.

Calculating Inflection Points

Inflection points are the keys to choosing the best power saving mode of a given

interval distribution. An intervals with its length greater than the sleep-drowsy in-

flection point is put into the sleep mode, and an interval with its length less than the

active-drowsy inflection point is left in the active mode. For an interval with its length

between the two inflection points, it is put into drowsy mode to save power and has

little performance impact.

Technology 70nm 100nm 130nm 180nm
Active-Drowsy point 6 6 6 6
Drowsy-Sleep point 1057 5088 10328 103084

Table 4.2: Active-drowsy and drowsy-sleep inflection points depicted in cycles for
different technologies.

To calculate inflection points with respect to different technologies, we used the du-

rations s1=30, s3=d1=d3=3 and s4=4 cycles [66] (s2 and d2 are dependent on an interval

length). When we applied the parameters into Equation 4.1, 4.2 and 4.3, we obtained

the inflection points for the L1 instruction and data caches shown in Table 4.2. The

103



table shows that the value of the sleep-drowsy point decreases while the technology

scales down from 180nm to 70nm (These are the only currently available technologies

provided by the Hotleakage [113] tool. If in the future Hotleakage is extended to in-

corporate more technologies, our method can still be applied to obtain their inflection

points). This is due to the fact that the leakage power consumption per cache line in-

creases while the dynamic energy consumption caused by an induced miss decreases

with technology scaling down (see Equation 4.3).

Since 70nm is the most advanced technology that will be reached in a few years

according to ITRS [45], we employed it and its corresponding sleep-drowsy inflection

point (1057 cycles) in the rest of our study on the L1 caches.

Combining Sleep and Drowsy Modes

With the inflection points calculated, the first question to be answered is how well

a hybrid of sleep and drowsy modes can perform versus sleep mode. If, in the optimal

case for sleep mode, we can perfectly predict the distances between access to cache

lines then we can potentially make use of sleep mode even if the cache line is accessed

every 1057 cycles. In this case, there will be little benefit from using drowsy mode for

those cache lines that are accessed more frequently than every 1057 cycles. However,

if the threshold was different, if the inflection point between drowsy and sleep modes

changed dramatically, there would be a point at which using both drowsy mode (for

occasionally accessed line) and sleep mode (for rarely accessed lines) would become
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Figure 4.8: Comparison of the hybrid method vs. the sleep-mode method for different
sleep interval-lengths. The usefulness of applying the drowsy method to save leakage
power decreases as the sleep length approaches the sleep-drowsy inflection point. For
leakage power saving, the sleep mode plays a more important role in the L2 cache and
the data cache than in the instruction cache. The L2 cache has larger sleep intervals
than the data cache.
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beneficial. The purpose of Figure 4.8 is to demonstrate this point. In our experiments,

when a sleep mode is applied, the dynamic power consumption due to an induced miss

was removed from the total leakage power savings.

The results in Figure 4.8(a) are derived based on the average leakage power sav-

ings for both instruction and data caches across all the given benchmarks. Through

this figure, we examine the potential effectiveness of a pure sleep mode versus a hy-

brid sleep/drowsy method where we change the minimum interval length that can be

put into sleep mode from 1057 to 10000. These results indicate that a hybrid method

(Sleep+Drowsy) can work consistently better than the sleep or the drowsy method

alone, especially if one is very conservative about which lines are put to sleep. How-

ever, as the minimum sleep length approaches the sleep-drowsy inflection point (de-

creases), the usefulness of applying the drowsy method in addition to the sleep mode

decreases. Under such conditions, the sleep mode removes most of the leakage power

and thus there is not much more for drowsy to save. While clearly an implementable

scheme will not have the luxury of perfect future knowledge, for those that we do have

knowledge for, sleep mode should be applied very aggressively.

Moreover, the figure depicts that the gap between the hybrid method and the sleep

mode for the data cache is much smaller than that for the instruction cache. The reason

is that the same cache block in the data cache tends to be less frequently accessed than

in the instruction cache, and the interval-lengths between consecutive accesses are
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much longer. Hence, the sleep mode plays a much more important role in the data

cache for the leakage power saving than in the instruction cache.

Finally, this figure also confirms that the small variances of the sleep-drowsy in-

flection point will not change our findings significantly.

Exploring the Upper Bound

With the assumption of perfect-prefetching, the upper bound of the leakage power

saving was derived in Section 4.3 based on the two inflection points. We now explore

the leakage-power-saving limits of the following methods assuming perfect knowledge

of the future address trace:

1. OPT-Drowsy: An optimal drowsy cache that has no performance penalty for

waking up data (although there is a power penalty as discussed in Section 4.3).

2. OPT-Sleep(10K): An optimal cache line sleeping technique that puts to sleep all

intervals of a size greater than 10K with no performance penalty.

3. Sleep(10k)2: Similar to the OPT-Sleep(10K) with the exception that instead of

optimally turning off any cache line that has an interval larger than 10K, the line

must now stay active for 10K and then may be optimally slept.

4. OPT-Hybrid: The method that optimally combines drowsy and sleep modes

based on the inflection points without any performance penalty.
2The sleep(10K) is similar to the cache-decay scheme in [49], in which the decay interval was set

to be 10K cycles, and the extra leakage power consumed by the counter per cache line was taken into
account.
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For the convenience of discussing the implementation of each technique, we define

an access interval of a cache line as Ti. OPT-Drowsy puts the line into the drowsy mode

during Ti, if Ti is greater than 6; while OPT-Sleep(10K) puts the cache line into the

sleep mode during Ti if Ti is greater than 10K. We also studied Sleep(10K) to simulate

the cache-decay scheme, whose decay interval is 10K. In this case, a cache line is put

into the sleep mode for (Ti-10K) cycles if Ti is greater than 10K. The OPT-Hybrid is

to put a cache line into the sleep mode during Ti if Ti is greater than 1057, and to put it

into the drowsy mode if Ti falls into the range of (6, 1057]. When Ti is less than 6, all

the above methods keep the cache line active to insure fast access time. When a sleep

mode applied, the dynamic power consumption due to an induced miss was removed

from the total leakage power savings.

Figure 4.9 depicts the percent of leakage power in comparison with a cache with all

its cache lines constantly active for each benchmark application. Figure 4.9(a) shows

that for the instruction cache, the limit of leakage power saving that OPT-Hybrid can

achieve is 96.4%. It is 26% higher than Sleep(10K), 16% higher than OPT-Sleep(10K),

and 30% higher than OPT-Drowsy. For the data cache (Figure 4.9(b)), the leakage

power saving limit is 99.1%, which is 15% higher than the Sleep(10K), 12% higher

than the OPT-Sleep(10K), and 33% higher than the OPT-Drowsy. The results indicate

that while the initial Drowsy and Sleep techniques devised are quite effective, there is

still far more potential left in these techniques. Indeed, the leakage power savings for

the optimal case are so large that it is fair to say that leakage power would become an
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(b) Data Cache

Figure 4.9: Comparisons of different leakage power saving schemes.
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insignificant portion of the total overall power if these savings could be realized. All

these savings could be realized with new policies for cache management. Of course

realizing these optimal numbers requires perfect knowledge of the address trace and

timing, which is not typically possessed by a management policy.

4.4.3 Limit Study for Unified L2 Cache

In modern processors, a large number of the total on-chip transistors is consumed

by caches, particularly L2 caches. Different from L1 caches that are optimized for

performance, L2 caches are optimized for density and stability considering both yield

and process parameter variation, and its memory-cell size is usually smaller than a

L1 SRAM cell. The area overhead of implementing either drowsy or sleep technique

in L2 caches is about 5-8%, and sleep mode may cause instability of L2 memory

cells[52]. However, as machines and working-sets grow, the L2 caches are becoming

increasingly performance critical, and integrated even closer to the processor (espe-

cially when a third level of hierarchy is added). In the future it is likely that L2 caches

will be heavily accessed by multiple processors, and will be close enough to the logic

that they may well be affected by heat dissipation problems. For example even today,

the L2 cache covers 37% of the alpha 21364 chip area and contains 85% of the total

devices [33]. In addition, L2 caches have much larger miss penalty than L1 caches,

because they have to go to main memory to fetch data when L2 misses happen. Thus,

without careful attention to power, L2 caches may overwhelm the chip’s power bud-
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get. In this section, we study the leakage reduction in L2 caches when both sleep and

drowsy modes are employed.

For applications where the access frequency of L2 caches is small, using high-V th

transistors in memory cells will significantly reduce leakage power. Yet, for applica-

tions with large code and data footprints, more levels of cache hierarchy will be needed

to take advantage of locality, e.g. the Intel Madison processor [71] has L2 caches which

are frequently accessed. In those applications, solely applying high-V th transistors in

memory cells will reduce leakage but may lead to significant performance impact, and

dynamic management polices could be employed to trade off power and performance.

In this work, we assume two level caches, while our optimal method can be extended

to study general multilevel caches. With the most advanced 70nm implementation

technology, we calculated the optimal sleep-drowsy inflection point for the L2 cache

as 20760 cycles, and the drowsy-active point as 6 cycles.

Figure 4.8(c) shows the average leakage power savings of all the benchmarks. It

demonstrates how well the hybrid of sleep and drowsy modes can perform versus sleep

mode. From the figure, we can see that if we can perfectly predict the access intervals

of the L2 cache, there will be little benefit from using drowsy mode for those cache

lines that are more frequently accessed than 20760 cycles. Figure 4.8(c) looks similar

to Figure 4.8(b), however, they are different in scales. The L2 cache has much larger

sleep-drowsy inflection point than the data cache(Figure 4.8(b)), since the miss penalty

of the L2 cache is much larger than that of the on-chip data cache.
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Figure 4.10: Comparisons of different leakage power saving schemes for the direct-
mapped L2 cache.

Figure 4.10 shows the comparison results of the four methods across all the bench-

marks, OPT-Drowsy, OPT-Sleep(1M), Sleep(1M)3, and OPT-Hybrid. The figure shows

that for the L2 cache, the limit of leakage power saving that OPT-Hybrid can achieve is

97.7%. It is 21% higher than Sleep(1M), 7.6% higher than OPT-Sleep(1M), and 31%

higher than OPT-Drowsy, which indicates that there is still far more potential left in

the existing techniques.

4.4.4 Empirical Study with Generalized Model

Also, we evaluate the generality of the proposed parameterized model from two

perspectives, one with different implementation technologies and the other with dif-

ferent cache configurations.
3The sleep(1M) is similar to the cache-decay scheme in [49], in which the decay interval was set

to be 1M cycles, and the extra leakage power consumed by the counter per cache line was taken into
account.
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Technology 70nm 100nm 130nm 180nm
Vdd (V) 0.9 1.0 1.5 2.0
Vth (V) 0.1902 0.2607 0.3353 0.3979

OPT-Drowsy (%) 66.4 66.6 66.6 66.7
OPT-Sleep    (%) 95.2 85 80.6 61.5
OPT-Hybrid  (%) 96.4 93.7 91.3 67.1
OPT-Drowsy (%) 66.1 66.6 66.7 66.7
OPT-Sleep    (%) 98.4 96.9 95.3 63.2

OPT-Hybrid  (%) 99.1 98.1 97.3 67.3D
-C

ac
he


I-C
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he



Table 4.3: Optimal leakage saving percentages with technology scaling down.

Evaluating the Generality of the Parameterized Model with Different Implemen-

tation Technologies

To show the generality of the parameterized model, we also study the L1 instruction

and data caches with 100nm, 130nm and 180nm processes. Table 4.3 summarizes the

optimal leakage saving percentages we can possibly achieve by using OPT-Drowsy,

OPT-Sleep, and OPT-Hybrid methods for each of these technologies. Instead of using

OPT-Sleep(10K) on intervals that are greater than 10K cycles, we study OPT-Sleep

to figure out what is the best leakage power saving we can achieve by aggressively

turning off all intervals that are greater than the sleep-drowsy inflection point. The

OPT-Drowsy and OPT-Hybrid methods are the same as before. The results in the table

are the average results over all the benchmark applications.

The table illustrates that the leakage savings for both the instruction and the data

caches of using OPT-Hybrid increase with the technology scaling down from 180nm

to 70nm. The increment of the possible leakage savings is due to the decrement of the
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sleep-drowsy inflection point. Moreover, the table shows that for the 180nm technol-

ogy implementation, the drowsy mode plays a more important role in saving leakage

power than the sleep mode does; while for the others, the sleep mode plays a leader

role. This can be also attributed to the large difference of the sleep-drowsy inflec-

tion points. Finally, the table also reveals that more leakage savings can be possibly

achieved with the technology scaling down, which leaves us more space for further

improvement on leakage power savings.

Evaluating the Generality of the Parameterized Model with Different Cache Con-

figurations

To further evaluate the generality of the parameterized model on studying the lim-

its of leakage power reduction, we also conducted experiments on L1 caches with

different sizes, while the rest of the configurations remain the same. Specifically, we

studied 8KB, 16KB, and 32KB 2-way set associative instruction and data caches with

one-cycle latency.

Figures 4.11 shows the on-average results of different L1 caches. The results

demonstrate that as the L1 cache sizes grow larger, the percentage of the leakage power

saving for each scheme (OPT-Drowsy, Sleep(10K), OPT-Sleep(10K) and OPT-Hybrid)

increases, and the drowsy mode plays a more important role for smaller caches than

the sleep mode does. This is due to the fact that using smaller caches usually results

in more frequent cache misses, which lead to many small intervals (less than 10K cy-
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Figure 4.11: Comparison of different leakage power saving schemes for L1 caches
with different sizes.

cles) due to frequent replacements. Because of the existence of the small intervals, the

drowsy mode shares a significant portion in reducing leakage power. In addition to

study the leakage problem with different L1 cache sizes, we also experimented with

another configuration that has a different L2 cache configuration.

This configuration includes a 32KB 2-way set associative instruction cache with

a single-cycle hit latency, a 32KB 2-way set associative data cache with a two-cycle
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Figure 4.12: Comparisons of different leakage power saving schemes for the new
2-way associative L2 cache.

hit latency, and a unified 1M 2-way set associative L2 cache with five-cycle hit la-

tency. The rest of the configuration, such as the main memory, replacement policy and

implementation technology, are the same as the previous configurations.

Figure 4.12 shows the comparison results of the smaller L2 cache for different

leakage power saving techniques. For the purpose of comparison with the previous

cache configuration, the results here also include the results of all benchmarks and their

average. Note that due to the different cache configurations, the baseline of the total

leakage power consumption of the new configuration (Figure 4.12) is different from

that of the previous configuration (Figure 4.9), even though the y-axis also indicates

the percent of total leakage power of which all lines remain constantly active. In

our experiments, we found that the total power averaged over all benchmarks for the

previous configuration was twice that of the new configuration.
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From Figure 4.9 and Figure 4.12, we can make three observations. First, for OPT-

Drowsy, Sleep(1M) and OPT-Sleep(1M), there are still much room left for further

exploring circuit and architectural techniques to achieve the maximal leakage power

savings that OPT-Hybrid provides. Second, the percentages of leakage power savings

for Sleep(1M) and OPT-Sleep(1M) on the new L2 cache are smaller than those on the

previous L2 cache. Third, the results of ammp and mcf clearly show that OPT-Drowsy

achieves more leakage power savings than Sleep(1M) and OPT-Sleep(1M) with the

new configuration, while OPT-Drowsy saves less leakage power than either Sleep(1M)

or OPT-Sleep(1M). The explanation for the above observations is that the new cache

configuration has smaller L1 caches than the previous configuration, which will gener-

ally result in a larger number of accesses to the L2 cache and smaller access intervals

for the L2 cache lines. Since most of the power savings are from the long intervals,

the new cache configuration consequently only achieves less power savings than the

previous configuration. This confirms that the parameterized model can be generalized

to provide limits of leakage power reduction for different cache configurations.

We would also like to mention that we had an initial exploration [75] of using

a form of prefetching, such as next-line and stride-based techniques, to approximate

the optimal. The goal of prefetching is to accurately predict future access patterns so

that they can optimistically fetched from memory before their use. We propose that

prefetching can optimistically re-fetch data that has been either turned off for sleep

mode or put into a drowsy state. In our trial study, we delivered the information of
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what is the best those employed prefetching techniques can help us to approach the

optimal, and we thus did not take into consideration the overhead of prefetching. Our

evaluation of the potential usefulness of next-line and stride-based prefetching toward

reducing leakage power on the L1 instruction and data caches shows that if prefetching

can be used to guide sleep mode and drowsy mode is used the other times then the

leakage power dissipation will be within a factor of 2.5 from the optimal.

4.5 Approximating Perfect Knowledge With Prefetch-

ing

Figure 4.9 also reveals that even though OPT-Sleep(10K) can achieve a good amount

of leakage power saving, there is still great potential to approximate the optimal leak-

age saving that OPT-Hybrid can accomplish. For instruction cache, the gap is 14.4%,

and for data cache, 12.1%. In this section, we will study how prefetching can be em-

ployed to approach the optimal in the real situations where perfect knowledge of the

future address is unknown.

4.5.1 Approximation of Perfect Knowledge

In Section 4.3, we provide the upper bound of leakage saving, yet it is derived

assuming perfect knowledge of the timing of the address trace. This information is

used to insure that no additional latency overhead will be added to the next access

118



of the cache line for either scheme because performance overhead can be perfectly

overlapped with the length of the interval (see Figure 4.4.) As a result, there will be no

extra stalls that result in leakage power consumption of the whole system.

While the upper bound on the amount of savings that can be achieved is a useful

notion to characterize, an actual implementation will require that we approximate this

perfect knowledge. Luckily, such a set of future address predictions is already well

studied in a different area of processor research — prefetching. The goal of prefetching

is to accurately predict future access patterns so that they can be optimistically fetched

from memory before their use. We propose that prefetching can optimistically re-

fetch data that has been either turned off for sleep mode or put into a drowsy state.

This would allow a more aggressive sleep mode policy as the penalty that is normally

associated with sleeping a line can be fully or partially hidden by the approximated

future knowledge that prefetching provides.

Prefetching is one of the primary techniques used in modern processors to tolerate

memory latency. Many models have been proposed for prefetching either instructions

or data to reduce latency, ranging from compiler-based prefetching [78] to hardware-

based prefetching [91]. In this paper, we examine the potential use of two hardware

based schemes to capture simple but frequent forms of misses: next-line prefetching

and stride-based prefetching.

The idea behind next-line prefetching is that a cache miss will likely be followed

by one or more cache misses to consecutive cache blocks. Because programs exhibit a
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great deal of spatial locality, this form of prefetching is very effective in hiding latency,

and meanwhile is fairly straightforward to implement.

Stride-based prefetching is to eliminate miss patterns that follow a regular pattern

but access non-sequential cache blocks. This type of accesses frequently occurs in

programs that use multidimensional arrays. To capture this type of misses, Farkas et

al [29] showed that the most efficient way is by examining the access patterns on a per

static load basis. A miss is taken as stride miss if the same stride has been seen at least

twice for the static load accesses.

In this study, we employ the next-line prefetching technique for the instruction

cache, and both next-line and stride-based techniques for the data cache, since most of

the cache misses can be captured by these schemes based on the study in [91].

4.5.2 Approaching Limits of Leakage Power Savings

With the attempt to approach the upper bounds, we took the access intervals within

which one or more accesses to the previous cache line occurs as prefetchable (P) and

the other intervals as non-prefetchable (NP). Since the intervals that are less than 6

are always kept active and there is no need to prefetch them, they are counted as non-

prefetchable. The prefetchability is deduced as the number of prefetchable intervals

over the total number of intervals.

Figure 4.13 shows the prefetchability of cache accesses. We divided the intervals

into three types, (0, 6], (6, 1057], and (1057, +∞), based on their lengths. The shaded
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(a) Instruction Cache

(b) Data Cache

Figure 4.13: Prefetchability of intervals with different lengths.
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Prefetch-A
Interval Prefetchable Nonprefetchable

(1057, +∞) Sleep Active
(6, 1057] Drowsy Active

Prefetch-B
Interval Prefetchable Nonprefetchable

(1057, +∞) Sleep Drowsy
(6, 1057] Drowsy Drowsy

Table 4.4: The Prefetch-A and Prefetch-B methods.

areas within the range of (6, 1057] ∪ (1057, +∞) cover the percentage of the intervals

that are prefetchable, and the other areas cover the intervals that are non-prefetchable.

For the instruction cache, the prefetchability of using the next-line prefetching tech-

nique (P-NL) is 23%; and for the data cache, the prefetchabilities of using the next-line

(P-NL) and the stride-based (P-stride) prefetching techniques are 16.3% and 5.1% re-

spectively. So, the total prefetchability out of all intervals is 23% for the instruction

cache and 21.4% for the data cache.

When employing prefetching to approach the upper bound, we designed two meth-

ods: Prefetch-A and Prefetch-B based on the understanding of the two fundamental

objectives of pursuing high performance and low power.

1. Prefetch-A was designed to provide the best performance that the corresponding

prefetching techniques could achieve.

2. Prefetch-B was designed to provide the best power saving that the corresponding

prefetching techniques could achieve.
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Table 4.4 details the two methods. For both of them, when an interval was iden-

tified as prefetchable, a corresponding low power mode was applied onto it. For the

non-prefetchable cases, Prefetch-A keeps the cache lines always on, while Prefetch-B

puts them into drowsy mode.

The limit results with prefetching are shown as the two rightmost bars in Fig-

ure 4.9. From the figure, we can have the following four observations. Prefetch-B

can closely approach the optimal (within 5.3% for the instruction cache and within

6.7% for the data cache). For the instruction cache, Prefetch-A achieved 10% bet-

ter than Sleep(10K) and Prefetch-B achieved 21% better than Sleep(10K); and for the

data cache, Prefetct-B achieved 7% better than Sleep(10K). The leakage power differ-

ence between Prefetch-A and Prefetch-B is due to the unprefetchable intervals within

the range of (1057, +∞), and it can be alleviated by employing more sophisticated

prefetching techniques. Finally, the best design trade-off of power and performance

is somewhere in between of the Prefetch-A and Prefetch-B methods, which will be

studied in our future work.

4.6 Summary

Leakage power dissipation is quickly becoming a major concern in designing high

performance processors. In this chapter we explore the limits to which known circuit

level techniques can be combined and employed to save cache leakage power using

new management methods and protocols. In addition, we developed a parameterized
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model to determine the optimal leakage savings while the implementation technology

changes over time. We find that it is possible with perfect knowledge of the future

address trace to reduce the amount of power dissipated by the instruction cache down

by a factor of 5.3 from known techniques (2 for the data cache, and 10 for the unified

L2 cache). At this level, the leakage power of the cache would become a less seri-

ous problem. Through the evaluation of generality of the parameterized model, we

found the model is robustly applicable to different caches, which will provide helpful

guidance for further researches in cache-level leakage power reduction.
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Chapter 5

Co-exploration for Optimizing
Leakage Power Dissipation of
Embedded Memories on FPGAs

5.1 Introduction

Transistor leakage is a growing problem in reconfigurable devices and will soon be-

come the dominant source of power dissipation. FPGAs are an attractive option when

implementing a variety of applications due to their high processing power, flexibil-

ity and non recurring engineering (NRE) cost. While there is some preliminary work

on leakage power reduction in FPGAs, tackling the leakage problem requires solutions

that consider the growing die area consumed by embedded memories, a problem which

so far has been left unaddressed. In this chapter, we argue that leakage in embedded

memories will be of growing importance, and we propose a leakage-aware design flow

with five power saving schemes to initiate the exploration.
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Figure 5.1: Ratio of embedded memory bits/logic cells on modern FPGAs. The num-
ber in the parentheses shows the release year of the device. New devices have 20 to
100 times more embedded memory bits than logic cells.

To justify the importance of this research area, we collected information on all

the Xilinx and Altera FPGA devices [1, 2] over the past 10+ years and grouped them

into three categories - mature, mainstream, and new. Figure 5.1 plots the ratio of

embedded memory bits to logic cells of the largest FPGA1 for each family of devices.

It clearly illustrates the growing importance of embedded memory as newer devices

have increasingly larger amounts of embedded memory. For example, there are over

100 times more embedded memory bits in Virtex-4 SX than logic cells. This points

to a pressing need for optimizations that target the embedded memory of current and

future generations of FPGA architectures.
1The largest means that the chip has the largest number of logic cells, or logic elements, with each

logic cell containing a 4-input LUT and a D-type flip-flop.
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As FPGA manufacturers move to advanced technology nodes2, there are signif-

icant increases in leakage current due to the technology scaling of supplied voltage

(Vdd), threshold voltage (Vth), channel length, and gate oxide thickness [52, 88]. These

changes are making leakage power the dominant component of total power consump-

tion, and new techniques are needed to address the leakage power concerns of FPGAs.

While dynamic power is dissipated only when transistors are switching, leakage

power is consumed even if transistors are idle. Therefore, leakage power is propor-

tional to the number of transistors [52]. An effective method in reducing leakage

power is to put transistors into low power states. Since embedded memory blocks

occupy an increasingly large area in FPGAs they are an ideal target for reducing the

overall power.

A number of low-leakage circuit techniques [60, 88] have been proposed that save

power by putting memory bits into a lower power state. Sleep transistors can be em-

ployed to shut off the power supply to the circuit and to put transistors into a sleep

mode. While efficient in saving power, sleep mode does not retain data, and there

is a large penalty to restore the data if it needs to be reaccessed [49]. Dual/multi-

Vdd and dual/multi-Vth are other popular techniques that can be effectively used to

limit the dynamic power consumption and to reduce leakage power consumption. In

these drowsy [52] schemes, the data is preserved at a lower supply voltage and a small

wakeup time is required to change the voltage from low to high, which is necessary to
290nm FPGAs are in production and 65nm is on the horizon.
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access the data. Since drowsy mode does not fully turn off the transistors, it does not

reduce the leakage power as much as sleep mode but does not lose data.

In memory leakage power optimization, the above-illustrated techniques have been

employed mainly in caches of microprocessors [49, 52, 112]. Our research is specif-

ically focused on studying leakage reduction control methods of FPGA embedded

memories 3. While the central idea behind all leakage power saving techniques is

to exploit temporal information to control the supply voltage of regions of memory,

embedded memories have many fundamental differences from caches. First, FPGAs

memory accesses are usually statically scheduled and cannot easily handle the variable

latencies associated with the predictive methods used by processor caches. Second, the

data in embedded memories are usually placed statically as opposed to the dynamic

reshuffling that caches try to do. Finally, embedded memories are not necessarily part

of an memory hierarchy with inclusion, and thus more care must be taken not to lose

important data.

In this chapter, we explore embedded-memory leakage power optimization in FP-

GAs and present an embedded memory leakage-aware design flow. We further propose

a spectrum of leakage power management schemes for embedded memories. These

schemes extract sleep and drowsy schedules for the memory from scheduled memory

accesses and further reduce power through careful temporal control of, and data place-

ment in, a given RAM. Through experimental evaluation of the schemes, we found
3While configuration SRAMs take a majority of memory resources on FPGAs, leakage from con-

figuration SRAMs could be significantly reduced by using midoxide, high-Vt transistors, because con-
figuration memory is usually off critical paths and doesn’t switch during normal operation.
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that by simply turning off the unused memory entries, 36.7% of the leakage power

can be saved, while by carefully placing data in a leakage-aware manner, 94.7% of the

memory leakage power can be eliminated.

The rest of the chapter is organized as follows. We formulate the leakage power

problem of embedded memories in Section 5.2. In Section 5.3, we propose different

schemes for reducing leakage power. We report our experimental results in Section 5.4.

After reviewing related work in Section 5.5, we draw our conclusions in Section 5.6.

5.2 Problem Formulation

Considering that the embedded memory leakage problem is very important, and

the current available design flow does not take into account the location of the vari-

ables within memory to optimize leakage power, our main contribution is to add two

components, path-traversal and location assignment into the design flow (Figure 5.2)

to achieve the minimal leakage power consumption of embedded memory. In our flow,

the intermediate representation of an application is first scheduled and its memory ac-

cesses intervals are then recorded through the path-traversal component to build an

interval graph. The interval graph, as exemplified in Figure 5.3, consists of the tempo-

ral relationship of live and dead time of all memory access intervals, with each vertex

representing a live interval and each edge representing a dead interval. The location

assignment component is added to figure out the best power saving mode on each inter-

val as well as the best placement of the variables within the memory in order to achieve
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Figure 5.2: Design flow for leakage power reduction of embedded memory on FPGAs.
Path traversal and location assignment are introduced components for deciding the best
data layout within embedded memory to achieve the maximal power saving.

the minimal leakage power consumption. The whole design flow will be illustrated in

detail with a real-world example later in this section.

If an embedded memory has been configured based on the requirement of the bit-

width, the number of memory entries, denoted as N , is known. Through traversing

the scheduled intermediate representation of an application, a set of memory access

intervals I (|I| = n) with precedence orders can be derived. Then, the memory leakage

power optimizing problem can be formulated as the following.

Problem: Given a memory with N finite number of memory entries, and a set

of memory access intervals I with temporal precedence orders, find the best layout

of the variables within the memory so that the maximal leakage power saving can be

achieved.

In our study, the leakage power saving problem of variables assigned in the bounded

size (N ) embedded memory is modeled by an Extended Directed Acyclic Graph (Ex-

tended DAG) G(V,E), where V is a set of finite v (v ∈ {vs, v1, . . . , vn, ve}) vertexes

and E is a set of finite e directed edges. A vertex v (v ∈ V \{vs, ve}) in the DAG
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indicates that the variable v is in the embedded memory, and the weight on the ver-

tex v shows the leakage power saving during the live time of the variable, which is

denoted by w(vi). Whenever there is a precedence order between two vertices’s vi

and vj , there is an edge, denoted by eij , representing the precedence order of the two

vertices’s. The edge is associated with a nonnegative weight w(eij) (the weight of an

edge may be zeroed when the two incident vertexes are in the same memory location),

which shows the leakage power saving during the time difference between assigning

the two vertexes into the memory, or the dead time of the vertex vi. The number of

edges is denoted by e. The source vertex of an edge is called the parent vertex while

the sink vertex is called the child vertex. A vertex with no parent is called a starting

vertex vs, and a vertex with no child is called an ending vertex ve. There is an edge

from the starting vertex vs to every vertex in V \{vs, ve}, and similarly, there is an edge

from the vertex vi in V \{vs, ve} to the ending vertex ve. The unused memory spaces,

where no variables are assigned into, are represented as edges from the starting vertex

vs to the ending vertex ve. The length of a path i is the sum of all the weights on the

vertexes and edges along the path, which shows the power saving in memory entry i.

Then, the memory leakage power problem is to assign n variables to N memory

locations so that the maximal leakage power saving can be achieved by covering the

n nodes V \{vs, ve} with N node-disjoint paths such that every node in V \{vs, ve} is

included in exactly one path. Each path starts from the starting node and ends at the

ending node.
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According to the definition, the Extended DAG has the following properties:

1. Property 1. After path covering, the in-degree and the out-degree of the ver-

tex vi (vi ∈ V \{vs, ve}) are both equal to 1 to ensure that the paths have no

duplicated vertexes and edges assigned to the same entry.

2. Property 2. The number of edges from the starting vertex vs to the ending vertex

ve is equal to N − k, where k is the number of paths that cover all the n vertexes

{v1, . . . , vn} and the corresponding edges.

The key to discovering the maximal leakage power saving is to choose the best

operating mode on each interval, either active, drowsy, or sleep mode. This can be

fulfilled by classifying an interval into one of the three categories: if an interval is very

long then it would be beneficial to put that line in sleep mode for the duration of that

interval; if an interval is very short, it should be simply put into the active mode and

powered with high-Vdd mode; if an interval is somewhere in the middle, the drowsy

mode would be the best. For live intervals, only the active or drowsy operating modes

are allowed. It is because that the sleep mode does not preserves data and once the data

is lost, the system will have to go to off-chip memory to refetch the data back, which

is too costly to get any gain in terms of power.

To classify intervals into those three categories, two inflection points are introduced

in our study: the active-drowsy inflection point and the drowsy-sleep inflection point.

Inflection points are defined as the interval length where the operating mode changes.
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The active-drowsy inflection point is the point between active and drowsy modes. It

can be calculated as the sum of the durations within which the voltage changes either

from Vdd to Vddlow
or from Vddlow

to Vdd. The drowsy-sleep inflection point is the point

between drowsy and sleep modes. It is derived as the access interval length when the

sleep and the drowsy modes consume the same amount of energy. If the interval is of a

length less than the inflection point then drowsy mode would be optimal. If it is greater

than the inflection point then sleep mode would be optimal. It has been proved that

with perfect knowledge of the lengths of all intervals, the optimal leakage power saving

can be achieved by applying the proper operating mode on each interval [75, 70].

Let’s take radix-2 fft (fft-2) (Figure 5.3) as an example to explain in detail how

the memory leakage-aware design flow works. The code segment of fft-2 is first

compiled into CDFG intermediate representation, and the CDFG is scheduled. The

scheduled CDFG is then traversed through the path traversal component to obtain the

acyclic interval graph 4. Based on the two inflection points, the best power saving

mode is then selected on each interval, and its power saving is illustrated as weights

of vertexes and edges on the graph. Finally, the location assignment component walks

through the weighted interval graph and decides the maximal power saving through

careful placement of variables into memory entries. A path {start, imag[0](n =

0), imag[1](n = 1), end}, for instance, means that the first access interval (n = 0)

of variable imag[0] and the second access interval (n = 1) of variable imag[1] are
4Since the path traversal essentially determines the addresses of all the memory accesses and unrolls

all the for loops, the interval graph is acyclic [68].

133



� ������� �
	��������� ���

� ������� ��	�� �� � ���

0

� ������� ��	�� ���� � �

0

� ������� ��	��� ��

6.00

� ������� �
	�� ��

8.67

 "!$#

8.67

� �%����� ��	����& � � ���
0

0

0

� ������� ��	����� � ���

0 06.008.67

8.67

� ������� ��	�������'� ���
0

0

0

0 000

()+*",�)

3.33
6.00

12.0014.67

22.67 25.3335.0039.00

39.00
39.00

- .0/%1"2 3�4656798�4;:6<=8�>;?�<98�@A@6BDC2 3FE'4G?�<- .H/%16I 4;:6<�I >A2 3�<�I @0@6BDC
J J J- .0/%10K 46I <LK >65;<MK @A4;?�N�2 3
BOC
J J JP�QSR K�4TK QVU�WX K YZ<K QVU�WX K Y[@04TK QVU�WX K�@\2 3�YZ<P K4 P�Q]R K�^OK QVUMW�X K@\2 3�YZ<K QVU�WX K@\2 3�Y[4 J J J_

J J J_
J J J_

` a'` b�` c�` d;` e`
f�g hjilk+m=n�m�o ip�q

g hSr=s�t `u
g hSr=s�t avu
g hSr=s�t bu
g hSr=s�t c�u

wVx yzx

{Sx

Figure 5.3: Problem formulation illustrated with the radix-2 fft example. The radix-2
fft example (a) is scheduled to extract memory access intervals (b), and the Extended
DAG model is built by assigning all intervals to N = 10 entries(c). The live intervals
are indicated by the gray rectangles in (b) and the gray vertexes in (c), and the dead
intervals are depicted by the white space in (b) and edges in (c). A vertex includes the
information of a variable name, its access number n and power saving. An edge shows
the precedence order and the power saving between the adjacent vertexes. The length
of a path i, defined as the sum of all the weights on the vertexes and edges along the
path, indicates the leakage power saving of memory entry i.

134



assigned to the same memory entry, and the power saving in this entry is Ps =

3.33 + 16.00 + 0 + 0 + 4.67 + 0 = 24.00.

5.3 Leakage Power Reduction Schemes

With clear understanding of the leakage power problem and the Extended DAG

modeling of the problem, let’s see how different layouts of the data within memory

affect the leakage power savings. We will explore different leakage reduction schemes

step-by-step to understand how the maximal leakage power saving can be achieved

through carefully assigning the variables into memory entries. We start with keeping

every entry active as our baseline, and move forward to the schemes that have different

data layouts, as are shown in Figure 5.4.

1. Full-active. It assigns one variable per memory entry. All memory entries are

kept active, and there is no leakage power saving.

2. Used-active. Similar to full-active, it assigns one variable per memory entry and

powers on the memory entries that are used. But it turns off the rest of the entries

that are not used. The power saving is the percentage of entries that are unused.

3. Min-entry. It assigns all variables to the minimal number of memory entries.

Those entries that have been used are powered on and the rest of the unused

entries are turned off. The power saving is also the percentage of the entries that

are unused.

135



4. Sleep-dead. Similar to min-entry, it uses the minimal number of entries. But it

also has power savings on the intervals that are dead. So the total power saving

consists of two parts: savings in unused entries and savings in dead intervals of

the used entries.

5. Drowsy-long. Similar to Sleep-dead, it uses the minimal number of entries and

saves power on the dead intervals. But it also saves power in live intervals using

the drowsy technique. So the total power saving consists of three parts: savings

in unused entries, savings in dead intervals, and savings in the live intervals of

the used entries.

6. Path-place. Different from the above schemes that use the least number of en-

tries, path-place picks the N path-covers that can lead to the maximal power

saving.

Figure 5.4 illustrates the above-mentioned schemes. From the figure, we can see

that when the precedence orders of all the live and dead intervals are taken into account,

different data layouts result in different power savings.

The path-place algorithm (Table 5.1) is a greedy algorithm that can find the N

paths to achieve the maximal leakage power saving. It works by first sorting all the

vertexes in a topological order. Then a vertex vi (vi ∈ V \{vs, ve}) is picked each time

in the sorted list to calculate the maximal power saving from the starting vertex vs up

to vi, or simply the length of the longest path reaching it. Note that the edges from the
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Figure 5.4: Different schemes to save leakage power of embedded memories on FP-
GAs. Full-active and used-active has one variable per entry. Min-entry, sleep-dead,
and drowsy-long use the minimal number of entries, and apply power saving modes
on unused entries, dead intervals, and live intervals incrementally. Path-place layouts
variables with leakage awareness, and uses power savings on all the unused entries,
dead and live intervals.
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ALGORITHM PATH PLACE

Input(G, N )
Output(totalSaving, path)
//G: the Extended DAG; N : the number of entries
//path: the path for each vertex

Begin
1 Construct a list of all vertexes V in topological order,

call it Toplist
2 for each vertex vi ∈ V \{vs, ve} in Toplist do
3 max = 0
4 for each parent vp ∈ V of vi do
5 if ( saving level(vp) + w(vi) + w(epi) > max) then
6 max = saving level(vp) + w(vi) + w(epi)
7 id = path(vp)
8 endif
9 endfor
10 path(vi) = id
11 saving level(vi) = max
12 endfor
13 totalSaving = 0
15 for each parent vp ∈ V of ve do
16 totalSaving += saving level(vp) + w(epe)
17 endfor
End

Table 5.1: The path-place algorithm.
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starting vertex vs to the ending vertex ve are the edges with the lowest priority to pick.

In the end, the total power saving is computed as the sum of three components: the

weights of all the final level vertexes that have no child except the ending vertex ve, the

weights of their edges that connect to ve, and the weights of the (N − k) edges from

the starting vertex vs to the ending vertex ve if k is less than N . The path(vi) function

is used to calculate the path ID of the vertex vi. Each time it sets the path ID of the

vertex vi as the path ID of its parent that can lead to the largest power saving of the

vertex vi. The complexity of the algorithm is O((n + e) ∗N).

There are pros and cons with employing a leakage control technique at the entry

level of embedded memory. The disadvantage is due to two types of the overheads:

one caused by the employed low-leakage circuit techniques, and the other caused by

the controller for choosing the best operating mode. However, as leakage problem gets

exacerbated, adding control bits to the embedded memory becomes beneficial not only

because of the decrease of cooling cost in packaging, but also due to the increase of

circuit reliability [88]. The most important advantage is that adding the components

of path-traversal and location assignment does not affect the current design flow for

placement and routing in any way. It only gains additionally leakage power saving on

embedded memory, which is a dominant portion on FPGAs.
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5.4 Empirical Study

In section 5.3, we have discussed different schemes for reducing leakage power

of embedded memory. In this section, we report our experimental results gathered

from several DSP applications [24]: dft, idft, radix-2 fft (fft-2), radix-4 fft (fft-4), filter,

and mp, a real design for efficient wireless channel estimation [74]. We first derive

inflection points for different configurations of the memory block. We then show the

comparison results of applying different schemes on different applications.

Due to the lack of the detailed information of commercial embedded memories,

in our study we use the configuration schemes similar to dedicated blocks of on-chip

memory, Block SelectRAM [2], of Xilinx Virtex family devices. That is to say, our

targeted embedded memory is a true dual-read/write port synchronous RAM5 with

18Kb memory bits. Each port can be independently configured as a read/write port, a

read port, or a write port. Each port can also be configured to have different bit-widths:

1 bit, 2 bits, 4 bits, 9 bits (including 1 parity bit), 18 bits (including 2 parity bits), and

36 bits (including 4 parity bits). A read or a write operation requires only one clock

edge. Both ports can read the same memory cell simultaneously, but can not write to

the same memory cell at the same time. Therefore, there is no write conflict. In our

experiments, the bit-width of each entry is set to be 18 bits, which is reasonable in

those DSP applications. So the number of entries N is equal to 1K.
5Embedded memory blocks in contemporary FPGAs are typically implemented with synchronous

SRAM [1, 110] to improve design performance.
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Figure 5.5: The drowsy-sleep inflection points are derived for different bit-width con-
figurations of the embedded memory.

5.4.1 Deriving Inflection Points

The active-drowsy and drowsy-sleep inflection points are used to categorize all the

live and dead access intervals. They are also used to select the best operating mode on

each interval. In our study, we use the parameters in [75] to calculate inflection points,

and assume that 3 cycles is needed to change the supply voltage from high to low and

vice versa, and 30 cycles from high to off, and 3 cycles from off to high. So the active-

drowsy inflection point can be calculated as 6 cycles. When calculating the drowsy-

sleep inflection point, we simulated our target memory using modified eCACTI [72]

to get both the dynamic power and leakage power consumptions, and derived the point

where the drowsy and sleep modes consume the same amount of energy [75].

Figure 5.5 shows the inflection points for different configurations under different

technologies. From the figure, we can see that under the same technology, the drowsy-
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sleep inflection points for different configurations are the same; and when the tech-

nology scales down from 130nm to 70nm, the drowsy-sleep inflection point decreases

from 102 to 43 cycles. Since 70nm is the most advanced technology available in the

eCACTI tool, and features the next generation FPGA design technology, we used the

70nm technology and picked 43 cycles as the drowsy-sleep inflection point in the rest

of our study.

Note that we also varied the drowsy-sleep inflection point from 43 to 640 cycles,

and found the total leakage power savings are about the same. It is because that those

intervals that contribute to most of the saving are very long, and small changes of the

drowsy-sleep inflection point will not limit the power saving from those long intervals.

5.4.2 Comparing Different Schemes

We have proposed five different schemes to reduce memory leakage power: used-

active, min-entry, sleep-dead, drowsy-long and path-place. We now study the power

savings of the five schemes are on DSP applications. To assign the variables to the

minimal number of entries (for min-entry, sleep-dead, and drowsy-long), the left-

edge algorithm [58] was implemented in our experiments, which colors the graph in

O(nlog(n)) time. To evaluate the different schemes we compared the five schemes

against the full-active scheme, which is used as the baseline and has no power saving.

To evaluate how close the path-place algorithm can bound to the optimal results from

the experimental perspective, we also designed an OPT scheme, which assumes that
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Figure 5.6: Comparison of the leakage power savings for different schemes.

no energy will be consumed during transitions between states. Figure 5.6 shows the

comparison results for all the applications. From the figure, we can make the following

observations:

1. By simply putting a single interval per entry and turning off the rest, as used-

active does, 36.7% of leakage power can be saved on-average.

2. If the minimal number of entries are used, the leakage power savings is 75.6%,

77.3% and 86.0% for min-entry, sleep-dead, and drowsy-long, respectively, and

the savings are increasing because more intervals are put into power saving

modes. The reason that min-entry does well is that it packs the data very tightly

(see Figure 5.4), and more entries that could be completely turned off to save

power are left unused. Moreover, due to the effect of compact packing, the dead
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intervals that are in the used entries are very short, which leaves very little space

for sleep-dead to save power. Consequently, sleep dead performs at a similar

level in efficiency as min-entry.

3. Among all, path-place achieves the best leakage power saving, 94.7%, which is

about 8.7% better than the drowsy-long scheme. It is because path-place layouts

the data in a way that the sleep mode can be explored to the largest extent on all

the intervals, and among all three operating modes: active, drowsy, and sleep,

the sleep mode can provide the maximal power saving. Also, on average, path-

place can approach the bound of the OPT scheme very closely (less than 1.2%),

which assumes that there is no transition energy consumption.

4. In terms of best schemes, both min-entry and path-place are favorable. Min-

entry is very simple but effective. It only needs to use sleep techniques to turn

off the unused entries after interval packing and can achieve a good amount of

power saving. By contrast, path-place is very effective but a bit more costly

in terms of running time to discover the best layout. If drowsy techniques are

incorporated along with sleep techniques, path-place could accomplish the best

leakage power saving.

5. For filter, the simple used-active scheme does not save too much power. It

is because that different from other applications, the number of its variables is

close to the total number of entries, and only few entries that are unused can
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be put into sleep to save power. But when the variables are layout carefully,

significant power saving can be achieved, as path-place does.

6. For the case study of the MP core, 76% of power saving can be achieved by

simple turning off the unused part by using the used-active scheme. This is

due to the fact that only one third of the entries of an embedded memory is

used. Through leakage-aware placement of the data, the path-place algorithm

can achieve 94% of leakage power saving.

These provide us the answer that the layout of the data within the memory en-

tries has a significant impact on the leakage power optimization. Moreover, with the

available circuit techniques, careful placement of the intervals within the memory can

reduce the leakage power by a large magnitude.

5.5 Related Work

We have reviewed the related work on low-leakage circuit techniques in Section 5.1,

which have been studied extensively for optimizing leakage power of ASICs and mi-

croprocessors [11, 95, 34, 47, 49, 51, 52, 59, 88]. Now we see what are the different

techniques that have been proposed to reduce leakage power for FPGAs, which has

been in focus only recently [8, 4, 64, 97, 105]. Leakage tolerant FPGA architectures

were analyzed and discussed in [14, 15, 4], in which the whole fabric is divided into

regions called buckets. Each bucket contains a pre-determined number of CLBs and
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the bucket is powered on/off by a sleep transistor. The sleep transistor is controlled by a

power state controller to intelligently shut down buckets whenever they are idle. [36]

addressed the problem of automatically packing a given design onto the logic block

based on their temporal profile. Shang et al. [97] analyzed dynamic power consump-

tion in Virtex-II FPGA family based on measurement and simulation. Tuan and Lai

studied the leakage power of Xilinx architecture. And Li et al [63] proposed fpgaEVA-

LP for power efficiency analysis of LUT based FPGA architectures. Several techniques

for reducing leakage power on FPGAs have been proposed. Gayasen et al. [4] studied

region constraint placement to disable unused portions by employing sleep transistors.

Anderson et al. [8] considered selecting polarities for signals at the inputs of LUTs so

they spend the majority of time in low leakage states. Li et al. [64] proposed to use

pre-defined dual-Vdd and dual-Vt fabrics to reduce FPGA power. Rahman et al. [83]

evaluated the trade-offs of different low-leakage design techniques for FPGAs. While

there has been work in low power FPGAs and other work in architectural-level poli-

cies for controlling memory leakage, we believe this to be the first work to address

embedded memory leakage power in FPGAs.

5.6 Summary

In this study we argue that embedded memory leakage power will be a large and

growing concern for FPGAs and that design flows can be effective in reducing this

power. We further present a leakage-aware design flow and proposed five schemes
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for reducing leakage power of embedded memory on FPGAs. The new flow takes

into account the leakage-aware location assignment of variables within memory. The

proposed five schemes employ the sleep and drowsy techniques, and exploit the live

and dead interval information of memory accesses to save power. They function by

choosing the best operating mode, active, drowsy or sleep, on each interval. Through

the experimental evaluation, we found that the simple scheme like used-active can

provide a good amount of benefits, and by carefully placing data into memory entries,

a significant amount of leakage power saving can be further achieved.
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Chapter 6

Conclusions

6.1 Research Summary

Personal wireless communications applications are playing a significant role in

communications systems in recent years, and advanced communications algorithms

have been developed to mitigate multi-path and multi-user interference, as well as to

achieve increased capacity and spectral efficiency which is becoming more and more

important for future wireless systems. At the same time, digital integrated circuit

technology have been growing continuously following the Moore’s law, and many

architecture and circuit design techniques have been developed for portable devices

which have stringent energy consumption, performance and cost constraints. However,

there is still a big gap between these two fields, neither algorithm nor architecture

characteristics are being fully exploited. In order to reach a more optimized system

design in terms of power, performance, and area, etc., algorithms and architectures

need to be considered together to achieve the best matching between them.
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This dissertation is on the co-exploration of algorithms and architectures for the

custom implementation of digital signal processing in wireless channel estimation.

The interaction between the two are exploited to derive efficient solution and to bridge

the gap between system and circuit level design. A cross-cutting method is proposed

to assist the algorithm/architecture co-exploration of dedicated hardware design, re-

sulting in novel optimizations at every level of the system design, from the theory and

algorithms to the arithmetic and placement.

The co-exploration enables us to study the performance of various algorithms at

the system level and at the same time in architecture that matches the computational

requirements of the algorithm to optimize the power consumption and implementa-

tion cost. The advantages of bring together system and algorithm design, architecture

design, and low power design techniques are demonstrated by the design example of

matching pursuit (MP) core, an efficient wireless channel estimator.

MP core demonstrates that multiple orders of magnitude gain in both energy and

performance efficiency can be obtained by using dedicated hardwired and highly par-

allel architectures: achieving 216x speedup compared to running the MP algorithm on

a 2.17GHz high performance AMD microprocessor, and 25% energy saving through

clock gating the nonactive parts.

6.2 Future Work

There are a number of avenues that could extend this research.
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The FPGAs has progressed into a new model of computation. First, re-programmability

of the architecture has been recognized as a major evolution, which made it possible

to delay the programming of the FPGA to the last minute, and even change it if an

error were detected in the implementation. Second, FPGAs are widely adopted for

prototyping. The fact that the architecture can be programmed over and over again to

try out actual hardware implementations of the design ideas was a desired capability.

However, designers have to face the problem of high power consumption that holds

up FPGAs from penetrating the vast majority of applications. Low standby power is

thus crucial, particularly for mobile applications. One direction to extend for reduc-

ing leakage power on embedded memories on FPGAs will be incorporating physical

layout information in the design flow to better estimate the power consumption, since

adding control signals for reducing power may lead to routing congestion and layout

change.

Second, it would be interesting to extend the path-place algorithm based on both

temporal and spatial information to reduce power consumption in registers on ASICS.

Since registers are large in size on ASICS, they consume a significant amount of leak-

age power. With static scheduling information, registers could be put into low power

mode to save power. So does functional units. Functional units consume a large por-

tion of power. Based on the temporal information, we could decide when to put them

into low power mode to save power and when to wake them up for fast execution. Us-

ing the spatial information, we could further decide that out of a number of functional
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units of the same type which functional unit the operations can be binded to to save

power.

Another interesting direction to pursue is to estimate the interval behavior based

on statistical data analysis. In this study, we have shown that based on the oracle

knowledge of an address trace, we can achieve maximal power saving on a given

cache architecture with the generalized model. Instead of using the trace information

of a specific application, we could employ the sub-set sampling technique to explore

the statistical information of a set of applications to estimate the interval behavior and

provide a more general model, which does not restrict to a particular application.
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