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Abstract. Constant multiplications can be efficiently implemented in hardware by converting them into a

sequence of nested additions and shift operations. They can be optimized further by finding common

subexpressions among these operations. In this work, we present algebraic methods for eliminating common

subexpressions. Algebraic techniques are established in multi-level logic synthesis for the minimization of the

number of literals and hence gates to implement Boolean logic. In this work we use the concepts of two of these

methods, namely rectangle covering and fast extract (FX) and adapt them to the problem of optimizing linear

arithmetic expressions. The main advantage of using such methods is that we can optimize systems consisting of

multiple variables, which is not possible using the conventional optimization techniques. Our optimizations are

aimed at reducing the area and power consumption of the hardware, and experimental results show up to 30.3%

improvement in the number of operations over conventional techniques. Synthesis and simulation results show

up to 30% area reduction and up to 27% power reduction. We also modified our algorithm to perform delay

aware optimization, where we perform common subexpression elimination such that the delay is not exceeded

beyond a particular value.

Keywords: algebraic methods, constant multiplications, linear systems, DSP synthesis, high level synthesis,

common subexpression elimination

1. Introduction

Most of the present generation embedded systems,

such as cellular phones, video cameras and hand-

helds perform some kind of continuous numeric

processing on input data. The frequent use of these

computation intensive kernels and the large parallel-

ism available in these computations make them

amenable to hardware implementations. In most

cases the performance and power consumption of

the whole system is directly dependant on these

computations. Since embedded systems are increas-

ingly becoming complex, it is important to develop

automated techniques that can optimize these com-

putations. Reducing the number of operations by

redundancy elimination techniques is a good way to

improve performance and reduce power consump-

tion. This article presents a novel technique for



reducing the number of computations in a set of

linear arithmetic expressions implemented in appli-

cation specific integrated circuits (ASICs).

Linear arithmetic computations can be found in a

number of applications, mainly in communications,

control and signal processing. When the constant

multiplications need to be implemented in hardware,

the full flexibility of a multiplier is not necessary,

and the multiplication can be implemented as a

sequence of additions and hardwired shift operations.

The relative cost of adder and multiplier depends on

the adder and multiplier architectures in addition to

the implementation technology. For example, a k�k
array multiplier has twice the latency and k times the

area of a k-bit ripple carry adder. For example

consider the integer multiplication 7�X as shown in

Fig. 1. Using two_s complement representation for

the constants, it is possible to implement this multi-

plication using two additions and two shift opera-

tions. Using signed digit representations reduces the

number of non-zero digits in the representation of the

constant, which reduces the number of additions.

Figure 1 shows that by using the canonical signed

digit (CSD) representation it is possible to imple-

ment 7�X using only one addition and one shift

operation. The number of operations can be further

reduced by finding common subexpressions among

the set of constant multiplications. Conventional

methods find common subexpressions among the

set of constants multiplying a single variable, by

looking at common digit patterns in the constants

involved. For example, in the operations 7�X and

13�X shown in Fig. 2, the common digit pattern

B101^ can be observed in the two constants B7^ and

B13^. This common digit pattern corresponds to the

common subexpression BX+X¡2^. Eliminating this

common subexpression reduces the number of

additions by one, as shown in Fig. 2.

Most of the earlier works for finding common

subexpressions in systems involving constant multi-

plications were based on finding common digit

patterns in the set of constants multiplying a single

variable [1–9]. These methods are good enough for

optimizing systems where only single variable

optimizations are required, such as the transformed

form of FIR digital filters. But such methods do not

do a good optimization of systems consisting of

multiple variables. Many operations in DSP can be

expressed in the form of a multiplication of a

constant matrix with a vector of input samples X of

the form shown in Eq. (1) , where ci,j represents the

(i,j)th element in an N�N constant matrix.

Y i½ � ¼
XN�1

j¼0

ci;j � X j½ � ð1Þ

Just performing optimizations for a single variable

at a time is not sufficient to do a good optimization

for these systems. As an illustration consider the

example linear system, consisting of the variables X1

and X2, shown in Fig. 3a. Looking at common digit

patterns in the constants multiplying variable X2

(7=B0111^ and 12=B1100^) the common digit pat-

tern B11^ is detected and the number of operations

can be reduced by one, as shown in Fig. 3c. But by

eliminating common subexpressions to include mul-

tiple variables, it is possible to further reduce the

number of additions by two as shown in Fig. 3d. To

the best of our knowledge such an optimization

cannot be done by any of the known techniques. In

this paper we present algebraic techniques that can

perform the kind of optimizations shown in Fig. 3d.

The rest of the paper is organized as follows.

Section 2 presents and compares related work in

optimizing linear computations. We formulate the

problem to be solved and introduce our polynomial

transformation of linear systems in Section 3.
Figure 1. Converting constant multiplications into shifts and

additions.

Figure 2. Eliminating common subexpressions by finding

common digit patterns.
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Section 4 presents a technique for eliminating com-

mon subexpressions using a rectangle covering

approach. Section 5 presents an improved technique

for eliminating common subexpressions by iterative-

ly eliminating two-term common subexpressions.

We also present here a delay aware subexpression

elimination algorithm. We present experimental

results on a set of commonly used DSP transforms

in Section 6, where we compare the reduction in the

number of operations and its effect on the perfor-

mance, area and power consumption of the synthe-

sized examples. Finally we conclude the paper in

Section 7.

2. Related Work

Common subexpression elimination (CSE) is one of

the well known compiler optimization techniques

and is applied at both the local as well as the global

scopes of the program. [10]. In addition to CSE,

modern optimizing compilers also perform Value

numbering [11] and strength reduction [12]. Value

Figure 3. Example showing the improvement obtained by extending common subexpressions involving multiple variables.

Figure 4. Coefficient transformation using matrix splitting.

Algebraic Methods for Optimizing Constant Multiplications 33



numbering assigns numbers to variables in the program

and detects equality among variables if they have the

same values throughout the execution of the program.

In addition it discovers constant values, evaluates

expressions with constant operands and propagates

them through the code. Strength reduction is useful in

many cases such as address calculation, where expen-

sive multiplications can be reduced to additions.

CSE and Value numbering are powerful trans-

formations for general purpose applications, but they

fail to perform the best optimizations for arithmetic

expressions, as they do not take advantage of the

associative and distributive properties of arithmetic

operators. The work in [13] exploited these proper-

ties targeted at exposing more loop invariant opera-

tions, but even this method does not guarantee that

all possible common subexpressions would be

detected, which our methods described in this paper

do. Recent works have shown that vast improvement

in performance and power consumption can be

achieved by using more sophisticated optimization

techniques [14–19]. Our methods have been

designed only for arithmetic operations and can be

used in blocks without any control flow. The

traditional compiler techniques discussed previously

[11–13] are more general in the sense that they can

be applied at both the local and global scopes of the

program. Extending our methods to perform opti-

mizations globally could result in a more practical

and powerful technique. In this paper, we target our

optimizations for hardware synthesis, and we com-

pare our results with those produced by hardware

centric approaches, where we observe tremendous

improvements in area and power consumption.

The problem of reducing the number of oper-

ations by decomposing constant multiplications into

shifts and additions has been studied for a long

time [20, 21]. This early work led to the invention of

a novel number representation scheme called the

canonical signed digit (CSD) [22]. The CSD repre-

sentation, on an average reduces the number of non-

zero digits in a constant representation by 33%

compared to the conventional two_s complement

representation. This leads to a direct reduction in the

number of addition operations. CSD multipliers have

been used for low complexity FIR filter design [9].

There have been a number of works on optimizing

constant multiplications in FIR filter design by

efficient encoding of coefficients and sharing of

common computations [1, 5, 23].

The first work that addressed the different issues

and suggested solutions to the multiple constant

multiplication (MCM) problem, was in [3]. This

work used an iterative bipartite matching algorithm,

where in each iteration the best two matching

constants were selected and the matching parts

eliminated. This bipartite matching algorithm was

combined by a preprocessing scaling of the input

constants for an increased solution space. Though

scaling of the coefficients is an effective technique

for reducing the number of operations, the exponen-

tial search space for finding the right scaling factor

does not make it a practical approach for solving the

problem. A drawback of the proposed algorithm is

that the bipartite matching algorithm is not the best

approach for eliminating common subexpressions,

and a more global approach is required. Furthermore,

this algorithm cannot find common subexpressions

among shifted forms of the constants. For example, it

cannot detect the common subexpression B101^
between the constants B0101^ and B1010^.

The works in [2, 24, 25] perform a greedy

optimization procedure to minimize the area of

linear digital systems using combination of tech-

niques modifying the coefficient matrices and com-

mon subexpression elimination. The modification of

the coefficients is based on the fact that the

complexity of the multiplier is dependant on the

value of the coefficient and transforms the linear

system by splitting the constant matrices such that

the overall area is reduced. The matrix decom-

position technique splits a system matrix M into

the product of (2z+1) matrices M=MzMzj1Mzj2...

M0...Mjz+1Mjz. The matrix splitting is obtained by

row and column transformations. Figure 4 shows an

example of matrix splitting used in a linear system,

used in [2]. This matrix splitting was combined with

shift-and-add decomposition of constant multiplica-

tions and an algorithm to eliminate common sub-

expressions in [2]. The algorithm was based on

bipartite matching, similar to [3], but was extended

to find common subexpressions among shifted forms

of the constants. For example, it could detect the

common pattern B101^ among the patterns B1010^
and B0101^. A major disadvantage of this method is

that it cannot find common subexpressions involving

multiple variables, which leads to inferior solutions,

as we show in our experimental results. Our method

does not consider the modifications of the coefficient

matrices, since it is a method that only eliminates
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common subexpressions. It assumes that a coefficient

matrix is already given.

There have been plenty of methods for eliminating

common subexpressions based on the digit pattern

matching techniques, particularly for the optimiza-

tion of FIR digital filters. For the transposed form of

FIR filters (shown in Fig. 5), it is sufficient to

optimize multiplications involving a single variable.

The idea of replacing the multipliers with a compu-

tation sharing multiplier block was first introduced in

[26], where the sharing was obtained by finding

common digit patterns among the set of coefficients.

Graph theoretic approaches have been used to

synthesize the multiplier block by finding minimal

differences among the coefficients [6, 7, 27], where

the nodes in the graph denote the coefficients and the

edges denote the differences between the coeffi-

cients. Exhaustive pattern generation and matching

techniques have also been explored in [1], where all

possible patterns having two or more non-zero digits

are generated and a matching is performed among

them. Though these methods produce good results

for FIR filters, they do not do a good optimization for

multiple variable systems. Our methods can find all

the common subexpressions detected by these meth-

ods in addition to finding common subexpressions

involving multiple variables.

The final reduction in the number of operations

produced by any optimization algorithm depends on

the initial representation of the constants. Although

using CSD representation of the constants produces

the least number of operations before optimization,

it does not imply the least number of operations

after eliminating common subexpressions. The best

results can be obtained by using a mixed represen-

tation of the coefficients involved, as observed in

[5]. But the exponential number of combinations that

need to be considered does not make it practical to use

such an approach. In our work, we use only a single

representation, namely CSD for the constants.

The main optimization in multi-level logic syn-

thesis is the reduction of the number of literals in a

set of Boolean functions by performing decomposi-
tion and factoring. These functions typically contain

hundreds of variables and thousands of literals and

therefore various efficient techniques have been

developed to handle the large complexity [28].

Performing Boolean decomposition and factoring

for large instances is computationally infeasible

[29], and simplified procedures such as algebraic

decomposition and factoring are generally preferred.

Decomposition is the process of pulling out common

subexpressions consisting of two or more cubes

(terms) until there are no more common subexpres-

sions to be found. Figure 6 shows the decomposition

of the Boolean functions F, G and H, by extracting

the common factors X=(a+b) and Y=cd. We have

adapted the techniques for algebraic decomposition

Figure 5. Structures for FIR digital filters.
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for Boolean expressions [30, 31] to the problem of

finding and eliminating common subexpressions in

linear arithmetic expressions. The key modifications

include the novel polynomial transformation for

constant multiplications to handle the shift operator

and the algorithms for finding kernels for the method

using rectangle covering (Section 4) and the algorithm

for finding two-term divisors (Section 5). Further-

more, we need to consider the overlapping of terms

for linear expressions, when eliminating common

subexpressions (Section 4 and Section 5).

3. Problem Formulation and Polynomial

Transformation

The problem to be solved can be formulated as thus:

Given a system of linear arithmetic expressions

consisting of additions/subtractions and the multi-

plications are only with constant operands, assume

that all the constant multiplications are to be

decomposed into additions/subtractions and shift

operations. Also assume that there are an infinite

number of resources (ALUs and routing resources)

that are available to implement the system. In such a

scenario, reducing the number of additions that have

to be implemented has a direct impact on the area.

The dynamic power consumption is roughly propor-

tional to the number of operations per unit of time,

and the leakage power consumption also increases

with the increase in the number of transistors. The

objective is to reduce the number of additions/

subtractions as much as possible which would result

in lower area and lower total power consumption.

We also present a variation of our algorithm, where

we reduce the number of additions/subtractions

without increasing the length of the critical path.

An optimal solution to the common subexpression

elimination problem has been recently formulated

[32] using 0–1 integer linear programming (ILP).

But the formulation is only for single variable

systems such as those found in FIR filters. Most of

the other works in this area have the same limitation.

The main contribution of our work is an algorithm

that can optimize a system consisting of any number

of variables. We now introduce our polynomial

transformation which enables us to perform such an

optimization.

3.1. Polynomial Transformation of Constant
Multiplications

This polynomial transformation helps us to find com-

mon subexpressions involving any number of variables.

Using a given representation of the integer

constant C, the multiplication with the variable X
can be represented as

C� X ¼
X

i

� XLi
� �

where L represents the left shift from the least

significant digit and the i_s represent the digit

positions of the non-zero digits of the constant, 0

being the digit position of the least significant digit.

Each term in the polynomial can be positive or

negative depending on the sign of the non-zero digit.

Thus this representation can handle signed digit

representations such as the canonical signed digit

(CSD).

For example the constant multiplication (12)decimal�
X=(1100)binary�X=XL2+XL3 in our polynomial repre-

sentation. In case of systems where the constants are

Figure 7. Algorithm for generation of kernels.

Figure 6. Polynomial representation of example linear system.
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real numbers represented in fixed point, the constant

can be converted into an integer, and the final result

can be corrected by shifting right. For example in the

constant multiplication (0.101)binary�X=(101)binary�
X�2j3=(X+XL2)�2j3 in our polynomial repre-

sentation. The linear system in Fig. 3a and b can be

written using our polynomial formulation as shown in

Fig. 7. The subscripts in parenthesis represent the term

numbers which will be used in our optimization

algorithm.

4. Optimization Using Rectangle Covering

This section presents a technique to find common

subexpressions by transforming the problem as a

rectangle covering problem. First, a set of all

algebraic divisors of the polynomial expressions is

generated and arranged in a matrix form, from which

all possible common subexpressions, involving any

number of variables can be detected. A heuristic

rectangle covering algorithm is then used to itera-

tively find common subexpressions.

4.1. Generating Kernels of Polynomial Expressions

A kernel of a polynomial expression is a subexpression

that is derived from the original expression through

division by an exponent of L, and contains at least one

term with a zero exponent of L, and all the terms of

the original expression that had higher exponents of L.

A divisor of a polynomial expression is a subexpres-

sion of the expression having at least one term with a

zero exponent of L. The set of kernels of a polynomial

expression is a subset of the set of divisors of the

expression. The algorithm for generating kernels of a

set of polynomial expressions is shown in Fig. 8. The

algorithm recursively finds kernels within kernels

generated by dividing by the smallest exponent of L.

The exponent of L that is used to divide the original

expression to obtain the kernel is the corresponding

co-kernel of the kernel expression.

For example consider the expression Y1 in Fig. 7.

Since Y1 satisfies the definition of a kernel, we record

Y1 as a kernel with co-kernel F1_. The minimum non-

zero exponent of L in Y1 is L. Dividing by L we

obtain the kernel expression X1L+X2+X2L, which we

record as a kernel with co-kernel L. This expression

has L as the minimum non-zero exponent of L.

Dividing by L, we obtain the kernel X1+X2 with co-

kernel L2. No more kernels are generated and the

algorithm terminates. For expression Y2 we obtain

the kernel X1+X2+X2L with co-kernel L2. The set of

kernels and co-kernels for the expressions in Fig. 7

are shown in Fig. 9.

The importance of kernels is illustrated by the

following theorem.

Theorem There exists a k-term common subexpres-

sion if and only if there is a k-term non-overlapping

intersection between at least two kernels.

This theorem basically states that each common

subexpression in the set of expressions appears as a

non-overlapping intersection among the set of ker-

nels of the polynomial expressions. Here a non-

overlapping intersection implies that the set of terms

involved in the intersection are all distinct. As an

example of overlapping terms, consider the binary

constant B1001001^ represented in Fig. 10. Convert-

ing the multiplication of this constant with the

variable X into our polynomial representation, we

get the expression (1)X+(2)XL3+(3)XL6. There are two

kernels generated: X+XL3+XL6 covering terms 1, 2

and 3 and X+XL3, covering terms 2 and 3. An

intersection between these two kernels will detect two

instances of the subexpression X+XL3, but they

overlap as they both cover term 2. This overlap can

wbe seen in the overlap between the two instances

of the bit-pattern B1001^ as seen in Fig. 10. Imple-

menting the polynomial X+XL3+XL6 with two

instances of X+XL3 will result in the second term

XL3 being covered twice. Though we can still

implement it this way, and subtract XL3 at the end,

Figure 9. Overlap between kernel expressions.

Figure 8. Set of kernels and co-kernels for expressions in Fig. 6.
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it will not be beneficial in this case, as it would result

in more additions than the original polynomial

representation.

Proof If: If there is a k-term non-overlapping inter-

section among the set of kernels, then it means there

is a multiple occurrence of the k-term subexpression

in the set of polynomial expressions, and the terms

involved in the intersection are all distinct. Therefore

a k-term non-overlapping intersection in the set of

kernels implies a k-term common subexpression.

Only If: Assume there are two instances of the k-term

common subexpression. First assume the common

subexpression satisfies the definition of a divisor,

which means there is at least one term with a non-

zero exponent of L. Now each instance of the

subexpression will be a part of some kernel expres-

sion. This is because from the kernel generation

algorithm (Fig. 8), each kernel is generated recur-

sively dividing through the lowest (non-zero) expo-

nent of L. Each time a division by L is performed all

terms that already had a zero exponent of L will be

discarded and other terms will be retained. The

exponents of L in all the remaining terms will then

be reduced by the lowest exponent of L. Each kernel

expression contains all possible terms with zero

exponent of L at that step, as well as all terms with

higher exponents of L. Therefore if an instance of the

common subexpression belongs to a polynomial, it

will be a part of one of the kernel expressions of the

polynomial. Both instances of the common subex-

pression will be a part of some kernel expressions

and an intersection in the set of kernels will detect

the common subexpression.

If the common subexpression does not satisfy the

definition of a divisor, which means it does not have

any term having a zero exponent of L, the sub-

expression obtained through division by the smallest

exponent of L will also be a common subexpression,

and will satisfy the definition of a divisor. Reasoning

as above, this common subexpression will be

detected by an intersection among the set of kernels.

4.2. Matrix Transformation to Find Kernel
Intersections

The set of kernels generated is transformed into a

matrix form called the kernel intersection matrix

(KIM), to find kernel intersections. There is one row

for each kernel generated and one column for each

distinct term in the set of kernel expressions. Each

term is distinguished by its sign (+/j), variable and

the exponent of L. Figure 11 shows the KIM for our

example linear system from its set of kernels and co-

kernels shown in Fig 9. The rows are marked with

the co-kernels of the kernels which they represent.

Each F1_ element (i,j) in the matrix represents a term

in the original set of expressions which can be

obtained by multiplying the co-kernel in row i with

the kernel term in column j. The number in

parenthesis represents the term number that the

element represents.

Each kernel intersection appears in the matrix as a

rectangle. A rectangle is defined as a set of rows and

columns such that all the elements are F1_. For

example in the matrix in Fig 11, the row set {1,4}

and the column set {1,3,4} together make a rectan-

gle. A prime rectangle is defined as a rectangle that

is not contained in any other rectangle.

The value of a rectangle is defined as the number

of additions saved by selecting that rectangle (kernel

intersection) as a common subexpression and is

given by

Value R;Cð Þ ¼ R� 1ð Þ � C� 1ð Þ ð2Þ

where R is the number of rows and C is the number

of columns of the rectangle. The value of the

rectangle is calculated after removing the appropriate

rows and columns to remove overlapping terms and

obtain a maximal irredundant rectangle (MIR). We

need to find the best set of common subexpressions

(rectangles) such that the number of additions/

subtractions is a minimum. A similar problem is

encountered in multi-level logic synthesis [28, 30],

where the least number of literals in a set of Boolean

expressions is obtained by a minimum weighted

rectangular covering of the matrix, which is NP hard

[33]. Our problem is different since we have to deal

with overlapping rectangles in our matrix. We use a

Figure 10. Kernel Intersection Matrix (KIM).
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greedy algorithm, where in each iteration, we pick

the best non-overlapping prime rectangle. Picking

only non-overlapping prime rectangles need not

always give the best results, since sometimes it

may be beneficial to select a rectangle with over-

lapping terms and then subtract the terms that are

covered more than once. We would like to consider

the effect of selecting overlapping rectangles and

observe its effect on the quality of the result in the

future.

Worst case analysis of KIM In the worst case, we

have every possible term forming the columns in the

KIM, and every possible exponent of L for each

expression forming the rows. Consider an m�m
constant matrix with N bits of precision. Since there

are m variables and N possible exponents of L, and 2

possible signs (+/j), the worst case number of

columns is 2�m�N. For the number of rows,

consider the co-kernels generated for each expres-

sion. The exponents of L can range from 0 to Nj1

and hence there are N possible kernels for each

expression. Since there are m expressions, the worst

case number of rows is m�N. The worst case number

of prime rectangles happens in a square matrix where

all the elements in the matrix are 1 except the ones

on one diagonal [33], and the number of prime

rectangles is exponential in the number of rows/

columns of the square matrix. Therefore in our KIM

transformation, the worst case number of prime

rectangle and the subsequent time complexity to find

the best prime rectangle is of O(2mN). Due to the

exponential complexity of finding the best prime

rectangle, we find a good prime rectangle, using a

ping pong algorithm, which is explained in the next

subsection.

4.3. Eliminating Common Subexpressions

Since an exhaustive enumeration of all kernel

intersections is not practical for real life examples,

we consider heuristic algorithms to find the best set

of kernel intersections. In this section we explain the

heuristics and also an algorithm to handle the

overlapping terms in a kernel intersection.

The algorithm for extracting kernel intersections

is shown in Fig. 12. It is a greedy iterative algorithm

Figure 11. Algorithm for finding kernel intersections.
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where the best prime rectangle is extracted in each

iteration using a ping pong algorithm. In the outer

loop, kernels and co-kernels are extracted from the set

of expressions {Pi} and the KIM is formed from that.

The outer loop exits if there is no favorable kernel

intersection in the KIM. Each iteration in the inner

loop selects the most valuable rectangle if present

based on the Value function in Eq. (2). The KIM is

then updated by removing those 1_s in the matrix

that correspond to the terms covered by the selected

rectangle.

Since the extracted prime rectangle (kernel inter-

section) may contain overlapping terms, we need to

remove rows and/or columns from this rectangle to

remove the overlapping terms. The algorithm for the

extraction of MIR (ExtractMIR) is shown in Fig. 12.

The algorithm iteratively removes a row or a column

from the rectangle that produces the maximum

reduction in the number of overlapping terms. As

an illustration consider the rectangle in the KIM

in Fig. 11 comprising of the rows {1,2,4} and the

columns {3,4}. This rectangle has overlapping terms

since the term 4 is repeated in the rectangle. It can be

observed that removal of either row 1 or row 2 will

remove the overlap in the rectangle.

Consider the KIM for our example linear system

shown in Fig. 11. The procedure for ping_pong_row

returns the prime rectangle R1 consisting of the rows

{1,4} and the columns {1,3,4}, which has a value 2

Eq. (2). The procedure for ping_pong_col produces

the rectangle comprising the rows {1,3,4} and the

columns {1,3}, which also has a value 2. Rectangle

R1 which corresponds to the subexpression

D1=X1+X2+X2L is chosen arbitrarily. This rectangle

covers the terms {1,3,4,6,7,8}. The KIM is updated

by removing these terms covered by the selected

rectangle. No more kernel intersections can be found

in the KIM and the inner loop exits.

The expression for D1 is added to the set of

expressions and a new variable D1 is added to the set

of variables. The expressions are rewritten as shown

in Fig. 13. The KIM is constructed for these

expressions, and is shown in Fig. 14. There is only

one valuable rectangle in this matrix that corre-

sponds to the rows {2,3} and the columns {4,5}, and

has a value 1. This rectangle is selected. No more

rectangles are selected in the further iterations and

the algorithm terminates. The final set of expressions

is shown in Fig. 3d.

4.4. Finding the Best Prime Rectangle by Using
Ping Pong Algorithm

The procedure for finding the best prime rectangle is

similar to the ping pong algorithm used in multi-

level logic synthesis [30, 34].The algorithm extracts

two rectangles from the procedures ping_pong_row
and ping_pong_col and selects the best one between

them. The procedure ping_pong_row tries to build a

rectangle, starting from a seed row, each time adding

a row by intersecting the column set, till the number

of columns becomes less than two. The criterion for

selecting the best row in each step is based on the

value of the maximum irredundant rectangle (MIR)

that can be extracted from the rectangle created by

intersection with that row. The rectangle with the

best value (the one that saves the most number of

additions/subtractions) is recorded during this con-

struction and is returned at the end of the procedure.

The algorithm for ping_pong_col follows the same

steps as ping_pong_row, except that the rectangle is

built by intersecting with a column in each step, and

the algorithm is quadratic in the number of columns

in the KIM.

As an example, consider a run of ping_pong_row

for the KIM in Fig. 11. The seed row will be row 1

since it has the most number of elements (5). The

row set is {R}={1} and the column set is {C}=

{1,2,3,4,5}. In the next step row {4} is selected,

since it produces the biggest non overlapping

rectangle on intersection, and the row set now

becomes {R}={1,4} and the column set is {C}=

{1,3,4}. Intersecting this rectangle with the row {3}

Figure 13. Extracting kernel intersections (second iteration).

Figure 12. Expressions after first iteration.
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gives the rectangle with rows {1,3,4} and columns

{1,3}. Performing more intersections would reduce

the number of rows below 2, and is thus not

performed. During the process, the best rectangle

were {(R), (C)}={(1,4), (1,3,4)} and {(1,3,4), (1,3)}.

Both the rectangles save two additions. The complex-

ity of the ping pong algorithm is quadratic in the

number of rows (ping_pong_row) plus columns

(ping_pong_col). This is because, each time a row

(or column) has to be selected for intersection, all

candidates have to be examined to select the best one.

5. Iteratively Eliminating Two-Term Common

Subexpressions

The rectangle covering methods described in the

previous section are able to find multiple variable

common subexpressions and produce better results

than those produced by methods that can only find

common subexpressions involving only a single

variable at a time. But the algorithm suffers from

two major drawbacks. The major drawback is that it

is unable to detect common subexpressions that have

their signs reversed. For example, it cannot detect

that the expressions F1=X1jX2 and F2=X2jX1 are

the same, but with the signs reversed. This is a major

disadvantage, since when signed digit representa-

tions like CSD are used, a number of such opportu-

nities are missed. Another disadvantage of this

technique is that the problem of finding the best

rectangle in the matrix (KIM) is exponential in the

number of rows/columns of the matrix. Therefore

heuristic algorithms such as the ping pong algorithm

have to be used to find the best common subexpres-

sion in each iteration.

Multi-level logic synthesis techniques use a faster

algorithm called Fast Extract (FX) for doing quick

Boolean decomposition and factoring. This tech-

nique is much faster than the rectangular covering

methods and produces results close to the most

expensive routines using rectangle covering [31, 35].

We modified this FX algorithm for the optimization

of linear arithmetic expressions, and found that we

obtained better results than those obtained by

rectangle covering, for all examples that we tested.

We use the same polynomial formulation for the

arithmetic expressions. The method is based on

generating a set of all two-term divisors of the

expressions and iteratively finding the divisor with

the most number of non-overlapping instances. From

now on, we will call this method the two-term CSE
method. The better results of the algorithm can be

attributed to the fact that it can detect common

subexpressions with reversed signs.

In this section, we first explain the concept and

generation of two-term algebraic divisors (Fig. 15),

and then present a dynamic algorithm for eliminating

common subexpressions. We explain through the

example of the H.264 transform, how this method

produces better results than rectangle covering. The

integer transform is shown in Fig. 16 and its

polynomial transform is shown in Fig. 17.

5.1. Generating Two-Term Divisors

A two-term divisor of a polynomial expression is the

result obtained after dividing any two terms of the

expression by their least exponent of L. This is

equivalent to factoring by the common shift between

the two terms. Therefore, the divisor is guaranteed to

Figure 14. Algorithm for generating two-term divisors.

Figure 15. Integer transform used in H.264 video encoding.
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have at least one term with a zero exponent of L. A

co-divisor of a divisor is the exponent of L that is

used to divide the terms to obtain the divisor. A co-

divisor is useful in dividing the original expression if

the divisor corresponding to it is selected as a

common subexpression. Figure 15 shows the algo-

rithm for generating the two-term divisors. As an

illustration of the divisor generating procedure,

consider the expression Y1 in Fig. 17. Consider the

terms X0L and jX3L. The minimum exponent of L in

both these terms is L. Therefore, after dividing by L,

we obtain the divisor (X0jX3) with co-divisor L. The

other divisors generated for Y1 are (X0L+X1), (X0LjX2),

(X1jX2), (X1jX3L) and (jX2jX3L). All these

divisors have co-divisors 1.

The importance of these two-term divisors is

illustrated by the following theorem.

Theorem There exists a multiple term common

subexpression in a set of expressions if and only if
there exists a non-overlapping intersection among

the set of divisors of the expressions.

This theorem basically states that there is a

common subexpression in the set of polynomial

expressions representing the linear system, if and

only if there are at least two non-overlapping

divisors that intersect. Two divisors are said to be

intersecting if their absolute values are equal. For

example, (X1jX2L) intersects both (jX2L+X1) and

(X2LjX1). Two divisors are considered to be over-
lapping if one of the terms from which they are

obtained is common. For example consider the

following constant multiplication (10101)binary�X,

which is transformed to (1)X+(2)XL2+(3)XL4 in our

polynomial representation. The numbers in paren-

thesis represent the term numbers in this expression.

Now according to the divisor generating algorithm,

there are two instances of the divisor (X+XL2)

involving the terms {1, 2} and {2, 3} respectively.

Now these divisors are said to overlap since they

contain the term 2 in common. Two divisors are said

to intersect, if they are the same, with or without

reversing the signs of the terms. For example the

divisor (X1jX2L) intersects with both (X1jX2L) and

(jX1+X2L).

Proof (If) If there is an M-way non-overlapping

intersection among the set of divisors of the

expressions, by definition it implies that there are

M non-overlapping instances of a two-term subex-

pression corresponding to the intersection.

(Only if) Suppose there is a multiple term common

subexpression C, appearing N times in the set of

expressions, where C has the terms {t1, t2, ...tm}. Take

any e={ti, tj}ZC. Consider two cases. In the first

case, if e satisfies the definition of a divisor, then there

will be at least N instances of e in the set of divisors,

Figure 16. Polynomial transformation of H.264 integer transform.

Figure 17. Algorithm for iteratively eliminating two-term

common subexpressions.
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since there are N instances of C and our divisor

extraction procedure extracts all two-term divisors. In

the second case where e does not satisfy the definition

of a divisor (there are no terms in e with zero

exponent of L), there exists e1 ¼ t1
i ; t1

j

n o
obtained

(by dividing by the minimum exponent of L) which

satisfies the definition of a divisor, for each instance

of e. Since there are N instances of C, there are N
instances of e, and hence there will be N instances of

e1 in the set of divisors. Therefore in both cases, an

intersection among the set of divisors will detect the

common subexpression.

5.2. Iteratively Eliminating Two-Term Common
Subexpressions

Figure 18 shows our iterative algorithm for detecting

and eliminating two-term common subexpressions. In

the first step, frequency statistics of all distinct divisors

are computed and stored. This is done by generating

divisors {Dnew} for each expression and looking for

intersections with the existing set {D}. For every

intersection, the frequency statistic of the matching

divisor d1 in {D} is updated and the matching divisor

d2 in {Dnew} is added to the list of intersecting

instances of d1. The unmatched divisors in {Dnew} are

then added to {D} as distinct divisors.

In the second step of the algorithm, the best two-

term divisor is selected and eliminated in each

iteration. The best divisor is the one that has the

most number of non-overlapping divisor intersec-

tions. The set of non-overlapping intersections is

obtained from the set of all intersections by using an

iterative algorithm in which the divisor instance that

has the most number of overlaps with other instances

in the set is removed in each iteration till there are no

more overlaps. After finding the best divisor in {D},

the set of terms in all instances of the divisor

intersections is obtained. From this set of terms, the

set all divisors that are formed using these terms is

obtained. These divisors are then deleted from {D}.

As a result the frequency statistics of some divisors

in {D} will be affected, and the new statistics for

these divisors is computed and recorded. New

divisors are formed using the new terms formed

during division of the expressions. The frequency

statistics of the new divisors are computed separately

and added to the dynamic set of divisors {D}.

Algorithm complexity The algorithm spends most

of its time in the first step where the frequency

statistics for all the distinct divisors in the set of

expressions is computed. The second step of the

algorithm is very fast (linear in the number of

divisors) due to the dynamic management of the set

of divisors. The worst case complexity of the first

step for an M�M constant matrix occurs when all the

digits of each constant (assume N-digit representa-

tion) are non-zero. Each expression (the Y[i]_s in

Eq. (1)) will consist of MN terms. Since the number of

divisors is quadratic in the number of terms, the total

number of divisors generated for each expression

would be of O(M2N2). This represents the upper

bound on the total number of distinct divisors in

{D}. Assume that the data structure for {D} is such

that it takes constant time to search for a divisor with

given variables and exponents of L. Each time a set

of divisors {Dnew } which has a maximum size of

O(M2N2) is generated in Step 1, it takes O(M2N2) to

compute the frequency statistics with the set {D}.

Since this step is done Mj1 times, the complexity of

the first step is O(M3N2).

Applying our technique to the set of expressions in

Fig. 17 results in four common subexpressions

(D0jD3) being detected. The final set of expressions

is shown in Fig. 19a, which can be implemented as

shown in Fig. 20. From Fig. 19a, it can be seen that

the common subexpressions D1=(X1+X2) and

D2=(X1jX2) have instances that have their signs

reversed (from Fig. 19a, D1 is positive in Y0 and

negative in Y2 and D2 is positive in Y1 and negative

and shifted in Y3). Since the rectangle coveringFigure 18. Optimizing H.264 integer transform.
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method cannot detect common subexpressions with

signs reversed, it cannot detect D1 and D2. Hence, it

results in an implementation with ten additions/

subtractions. The result of the rectangle covering

algorithm is shown in Fig. 19b.

5.3. Delay Aware Elimination of Common
Subexpressions

The elimination of common computations can have an

adverse impact on the critical path, which may slow

down the system response. Traditional approaches to

tackle this problem have been post processing steps

such as tree height reduction and algebraic [36, 37],

where the delay is corrected using extensive back-

tracking. But as we show, it is possible to control the

delay of the system while performing common

subexpression elimination itself. This can be achieved

by evaluating the effect of each candidate divisor on

the delay of the system, and selecting only those

divisors that do not increase the critical path.

As an example of the type of optimization per-

formed by our algorithm, consider the expression F=

a+b+c+d+a¡2+b¡2+c¡2+a¡3+b¡3+e. As-

sume that all the variables are available at time t=0,

except for the variable a, which is available at time

t=1. Figure 21a, shows the computation of this

expression using the fastest tree structure, which

gives the minimum delay of the expression, which is

four units, assuming that the delay of an adder is a

single unit. Using the algorithm for extracting

common subexpressions, the common subexpression

d1=(a+b) is extracted and then the subexpression

d2=(d1+c) is extracted. The delay of the expression

has now increased to five units and is illustrated in

Fig. 21b. When a delay aware optimization algo-

rithm is used, the subexpression d1=(a+b) is selected,

but the subexpression d2=(d1+c) is not selected since

it increases the delay. The number of additions is still

reduced by two, and the delay remains at the

minimum delay of four units, as shown in Fig. 21c.

The algorithm for performing delay aware optimi-

zation is shown in Fig. 22, which is a variation of the

original two-term common subexpression elimina-

tion algorithm shown in Fig. 18. The minimum delay

of the system is calculated assuming the fastest tree

structure, taking into account the availability times

of all the variables in the system. During the iterative

Figure 19. Implementing H.264 transform after using our

optimizations.

Figure 20. Optimization example. a Original expression tree. b

Eliminating common subexpressions. c Delay aware common

subexpression elimination. Figure 21. Decomposition of Boolean expressions.

44 Hosangadi et al.



extraction and substitution of common subexpres-

sions, the divisor that has the most number of

instances that do not increase the critical path of

the system is selected. The delay of the expressions

containing the candidate divisor can be calculated by

performing as soon as possible (ASAP) scheduling,

but in many cases the delay can be estimated quickly

using delay formulae. These are explained in detail

in [38]. The results of our algorithm are shown in the

results section.

6. Experimental Results

The goal of the experiments was to compare our

techniques for reducing the number of operations

in linear systems and observe the effect of the

reduction on the area, performance and power

consumption after synthesis. We performed our

experiments mainly on the matrix form of linear

systems to demonstrate the effectiveness of extend-

ing common subexpression elimination to multiple

variables. We compared the results with two other

known works [3] and [2]. We compared with [3]

since it is the most widely referenced work in the

topic of constant multiplication optimization. We

also compared our work with that of [2], since it is

a recent related work on the matrix form of linear

systems. In our experiments, we do not perform any

scaling of the coefficients that is done in [2, 3, 25]. In

[3] a post processing step is suggested for matrix

forms of linear systems where each expression after

the first stage of optimization is viewed as a bit

pattern and the number of additions are further

reduced by finding common bit patterns. We also

implemented this step to make a fair comparison

with our technique. We assume that the set of

coefficients are already given, and we only compare

the results for common subexpression elimination.

For our experiments, we considered the common

DSP transforms [39] Discrete Cosine Transform

(DCT), Inverse Discrete Cosine Transform (IDCT),

Discrete Fourier Transform (DFT), Discrete Sine

Transform (DST) and the Discrete Hartley Trans-

form (DHT). We considered 8�8 constant matrices

(8-point transforms), where the constants were

represented with 16 digits of precision using Canon-

ical Signed Digit (CSD) representation.

Figure 22. Algorithm for delay aware common subexpression

elimination.

Table 1. Comparing number of additions/subtractions produced by different methods.

Example

Number of additions/subtractions

Original Potkonjak et al. [3] Nguyen and Chatterjee [2] Rectangle covering Two-term CSE

DCT 274 227 202 174 150

IDCT 242 222 183 162 136

RealDFT 253 208 193 165 155

ImagDFT 207 198 178 158 145

DST 320 252 238 200 182

DHT 284 211 209 175 156

Average 263.3 219.7 200.5 172.3 154
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The number of additions/subtractions produced by

various methods is tabulated in Table 1. From this

table it can be seen that both our methods perform

far better than the other two methods, and that the

results produced by the two-term common subex-

pression elimination method (two-term CSE) is

about 10.7% better than that produced by rectangle

covering. The two-term CSE method is also very

fast. It takes an average of 0.08 s for each example,

compared to 0.84 s for rectangle covering.

We synthesized the designs using Synopsys Design

Compileri and Synopsys Behavioral Compileri
using the 1.0 mm CMOS power_sample.db technolo-

gy library (since it was the only available library

characterized for RTL power estimation) using a

clock period of 50 ns. We used the Synopsys

DesignWarei library for our functional units. The

designs were scheduled with minimum latency con-

straints. With these constraints, the tool schedules the

design with the minimum possible latency, and then

minimizes the area with the achieved latency. We

then interfaced the Synopsys Power Compileri with

the Verilog RTL simulator VCSi to capture the total

power consumption including switching, short circuit

and leakage power. We simulated all the designs with

the same set of randomly generated inputs.

We compared the synthesis results for three

methods that produced the least number of operators,

the two-term CSE method, rectangle covering and

RESANDS [2]. The results are shown in Tables 2

and 3. From Table 2, it can be seen that the two-term

CSE method has produced significant reductions in

area over [2], with a maximum of 30% for the

RealDFT example and an average of 26.5%. The

area reductions over rectangle covering are smaller,

with a maximum of 9% reduction for the DCT

example and an average of 5.8%. The latencies of all

implementations are quite similar. The results for

power consumption estimation from RTL simulation

also show considerable reductions.

The two-term CSE method has as much as 27%

lesser power dissipation over [2], with an average

power reduction of 16.8%.

6.1. Experiments with the Delay Aware Algorithm

We tested our delay aware optimization algorithm

on the same set of DSP benchmarks shown in

Table 1, and compared the number of operations and

critical path (in terms of the number of adder steps),

with the delay ignorant two-term subexpression

elimination algorithm. We assumed the availability

times of the eight variables (X0, X1, X2 ... X7) to be

(0,0,1,1,2,2,3,3) respectively. The results are shown

in Table 4 for the same set of examples shown in

Table 2. Synthesis results (area and latency).

Example

Area (library units) Latency (clock cycles)

Nguyen and Chatterjee

[2]

Rectangle

covering

Two-term

CSE

Nguyen and Chatterjee

[2]

Rectangle

covering

Two-term

CSE

DCT 90,667 73,311 66,759 10 11 10

IDCT 81,868 66,864 62,883 10 11 10

RealDFT 90,946 69,827 64,026 10 11 10

ImagDFT 75,140 55,940 54,606 10 10 10

DST 108,101 84,715 81,214 11 11 11

DHT 93,939 71,272 67,775 11 11 10

Average 90,110 70,322 66,211 10.3 10.8 10.2

Table 3. Simulation results (power consumption).

Example

Power consumption (mWatts)

Nguyen and

Chatterjee [2]

Rectangle

covering

Two-term

CSE

DCT 729 504 531

IDCT 662 547 569

RealDFT 707 544 554

ImagDFT 644 575 490

DST 607 718 595

DHT 598 545 527

Average 657.8 572.2 544.3
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Table 1, where the number of additions (A) and the

critical path (CP) are shown for the unoptimized

case, for the optimization with the delay ignorant

two-term extraction and for the delay aware two-

term extraction. The results show that the delay

aware algorithm produces the minimum delay in all

cases but the increase in the number of additions is

only marginal (average 2.32%). On the other hand,

the original delay ignorant algorithm exceeds the

delay in all cases.

We also tested the algorithms on a set of FIR

filters, and the results are tabulated in Table 5. We

compared our methods with the delay aware sub-

expression elimination methods proposed by [8],

which was the only other method that performed such

an optimization. Their method can only be applied to

single variable systems such as the transposed form of

the FIR filters, and they assure delay optimality by

restricting their common subexpressions to be only

non-recursive. A recursive subexpression is an expres-

sion that contains another subexpression. Such an

approach is very conservative, and as we can observe

from the results, the same delay numbers can be

achieved by our delay aware algorithm, with a further

reduction of 58.6% in the number of additions. Our

delay aware algorithm also performs better than the

delay ignorant algorithm in some cases, and always

produces the minimum possible delay.

7. Conclusions

In this work we presented algebraic methods for

reducing the number of additions and subtractions in

linear systems. The main contribution of our work is

in the development of a method that can perform

common subexpression elimination involving multi-

ple variables, targeted towards the matrix form of

linear systems. This is a very useful optimization

since many operations in DSP can be represented as

a multiplication of a vector with a constant matrix.

Experimental results show how this optimization can

Table 4. Comparing results for delay ignorant and delay aware

CSE.

Transform

Original

Delay ignorant

two-term CSE

Delay aware

two-term CSE

A CP A CP A CP

DCT 274 7 150 8 152 7

IDCT 242 7 136 8 137 7

RealDFT 253 7 155 8 165 7

ImagDFT 207 7 145 8 147 7

DST 320 7 182 8 187 7

DHT 284 7 156 9 158 7

Average 263.3 7 154 8.16 157.7 7

Input arrival times for signals {X0, X1, ..., X7}={0,0,1,1,2,2,3,3}.

A: number of additions, CP: delay

Table 5. Comparing the delay and number of additions for FIR filters.

Filter taps

Original NRCSE [8] Delay ignorant two-term CSE Delay aware two-CSE

A CP A CP A CP A CP

1 121 68 2 20 2 10 3 11 2

2 101 94 3 42 3 18 3 18 3

3 40 68 3 34 3 18 3 18 3

4 81 166 3 93 3 30 3 30 3

5 121 216 3 115 3 35 3 35 3

6 60 110 3 53 3 25 3 26 3

7 60 160 3 78 3 35 3 36 3

8 100 264 3 138 3 57 3 57 3

9 60 176 3 103 3 37 3 37 3

10 100 280 3 135 3 58 4 58 3

11 100 346 3 198 3 74 4 72 3

12 120 492 3 305 3 101 4 95 3

Average 203.3 2.9 109.5 2.9 41.5 3.25 41.1 2.9
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produce significant reductions in area and power

consumption over conventional optimization techni-

ques that optimize only single variable constant

multiplications at a time. Currently, our methods are

only targeted towards reducing the number of opera-

tions. In future, we would like to tune our optimiza-

tions for specific architectures and constraints.
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