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1 Intr oduction

In the gametheory literature, thereis an intriguing line of
researclon the problemof playing a repeatedmatrix game
againstan adwersarywhosecomputationatesourcesrelim-
itedin someway. Perhapshemainwayin whichthisresearch
differsfrom classicalgametheorylies in the fact that when
our adwersaryis not playing the minimax optimal stratgy
for the game,we may be ableto attain payof thatis signif-
icantly greaterthanthe minimax optimum. In this situation,
the correctmeasureof our performances in comparisorto
the optimumachiezable againsthe particularadwersary not
to theminimaxoptimum.

The typical approachis to assumethat the adwersarys
stratg@y is amembeiof somenaturalclassof computationally
boundedstratgiesb mostoften, a classof ®niteautomata.
(For a surey on the areaof 2boundedrationality®, seethe
paperof Kalai [4].) Mary previouspapersxaminehow var
ious aspectf classicalgametheorychangein this setting;
a good exampleis the questionof whethercooperations a
stablesolutionfor prisoners dilemmawhenboth playersare
®niteautomatd6, 8]. Someauthorshave examinedthe fur-
therproblemof learningto play optimally againsanadwersary
whoseprecisestratgy is unknown, but is constrainedo lie in
someknown classof stratgies (for instance seeGilboaand
Samet[3]). It is this researchthat forms our startingpoint.
Thepreviouswork on learningto play optimally usuallydoes
not explicitly takeinto accountthe computationakf®cieng
of the learningalgorithm, and often givesalgorithmswhose
runningtime is exponentialin somenaturalmeasureof the
adwersarys compleity; anotablerecentexceptionis thework
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of Forthow andWhang[2].

Herewe examinethe problemof learningto play various
gamesoptimally againstresource-boundeadversarieswith
an explicit emphasison the computationakf®cieng of the
learningalgorithm. We areespeciallyinterestedn providing
ef®cientalgorithmsfor gamesotherthanpenny-mataing (in
which payof is receved for matchingthe adwersarys action
in thecurrentround),andfor adwersarie®therthantheclassi-
cally studied®niteautomataln particular we examinegames
and adwersariesfor which the learningalgorithm’s pastac-
tionsmaystronglyaffecttheadwersarys futurewillingnessto
acooperate{thatis, permithigh payof), andthereforeequire
carefullyplannedactionsonthepartof thelearningalgorithm.
For example,in thegamewe call contract, bothsidesplayO or
1 on eachround,but our siderecevespayof only if we play
1 in synchrory with the adwersary; unlike penry-matching,
playing 0 in synchrory with the adwersarypaysnothing. The
nameof the gameis derived from the exampleof signinga
contract,which becomewalid only if both partiessign (play
1). In thisgameijt is notenoughto simply predicttheader-
sarysactiongn orderto play optimally; we mustalsodiscover
how to massagéhe adwersaryinto his mostcooperatie state,
in which heis willing to play 1 frequently

Asanintuitiveill ustratonof thedifferencébetweerpentry-
matching and contract, considerplaying thesetwo games
againstthe same®nite automaton For playing penry-
matching,we may not needto build a detailedmodelof
b asshawn by Forthov andWhang,it suf®cedo discover a
apenry-matchingcycle® of  [2]. For contractwhile anex-
actmodelof  maystill beunnecessarye mustdo enough
explorationto ®ndary regionswhere playslfrequently A
recurrenthemeof the paperis the potentialutility or danger
of penry-matching(andmoregenerally of existing computa-
tional learningtheorymethods)ysatool for playingcontract
andothergames.

We deferadetaileddescriptiorof ourresultsuntil themain
body of the paper after we have madethe necessargle®ni-
tions. Herewe give a brief summary The paperand the
resultsaredividedinto two main parts. In Sections3 and4,
we introducetwo new classe®f adwersaries. The ®rstadwer-



saryclassis de®nedby simpleboolearformulaethatexamine
therecenthistoryof playin orderto determingheiractionin
the currentround. Adversariesn the secondclassbasetheir
currentactionon simplestatisticsof theentirehistoryof play.
For both classesf adwersarieswe give polynomial-timeal-
gorithmsfor learningto play contract. In the secondpart of
thepapelin Section5, we contrituteto theliteratureonlearn-
ing to play gamesagainstprobabilistic®niteautomata. We
give whatis perhapghe mostpowerful positive resultto date
for learningto play gamesagainstautomata& apolynomial-
time algorithmfor learningto play ary gamenearlyoptimally
againstry ®niteautomatomwith probabilisticactionsandlow
cover time. If randomizedransitionsareallowed, we shov
thateven approximatinghe optimal stratgy againsta given
automatons -complete. This improvesthe result
of PapadimitriouandTsitsiklis[7].

2 Modelsand De®nitions

In this paper gamesare playedby two players. Onewill be
calledthe adversaryandthe otherthe strategy learningalgo-
rithm. We think of the adwersaryasa ®edresource-bounded
computationamechanisnthatmaybeplayingastratey quite
differentfromtheminimaxoptimalstrateyy for thegame.The
stratgy learningalgorithmwill be a polynomial-timealgo-
rithm attemptingto learn, from repeatedlays, a pro®table
stratgy for playingagainstheadwersary

As is typical, a gamein our settingcan be de®neddy a
payof matrix . Herewe concentrat®ngamesn whichthe
actionsof thetwo playersandthe outcomearebinary, result-
ingin 2 2 matrices.In gametheorysuchmatricesusually
have entriesof theform where and representhere-
spectve payofs madeto thetwo playerswhenthechoserrow
and columnare played. Sincethe stratgy of the adwersary
is now determinedby a ®ed computationabevice, and we
areinterestednly in the payof madeto the stratgy learning
algorithm,our matriceswill indicateonly thatpayof. In are-
peatedyame play proceeddn rounds with eachplayertaking
anactionin eachround,andthepayof to thestratgy learning
algorithmfor thatroundbeingdeterminedy the correspond-
ing entry of the gamematrix . As we have indicated,in
ourmodeltheadwersaryis choserfromaclass of restricted
adwersariespsuallyde®nedy someresource-boundecbm-
putationaldevice, suchas®niteautomatacircuitsof bounded
sizeor depth,andsoon. Both the stratgy learningalgorithm
andthe adwersarycanberegardedas (possiblyprobabilistic)
mappingof gamehistories(thatis, the actionsmadeby the
two playersin all theroundssofar) to currentactions. After

rounds,the payof earnedby a stratgy with respecto
theadwersary is

where s the history of the ®rst moves (that is,
1 1 1 ), and is the entry in the ma-
trix  which de®neghe payof whenplayer takesaction
and player takesaction . The optimal strategy for
roundsagainst , , Is the stratg@y that maximizes

An algorithm is calledan -goodstrategy learningalgo-
rithm for playingthegame againsta classof adwersaries
if for every thereexistsaninteger ¢ suchthatfor all

0

Wecall ¢ theinitializationtimeof for thegiven . If s
-goodfor every , wesaythat issimplyastrategylearning
algorithmfor playing against . We say is ef®cientif
its initializationtimeis polynomialin 1 and , andits
computatiortimeatary round ispolynomialinl , ,and
. As is typical in learningtheory here is an
appropriatenotionof thecompleity of theadwersary (such
asthe numberof statesf is de®nedy a ®niteautomaton,
or the numberof gatesif is de®nedy a booleancircuit);
it is naturalto allow  morecomputatiorto succeedagainst
morecomple adwersaries.If s a probabilisticalgorithm
thenwerequirethatit succeednly with probabilityl  fora
givencon®dencparameter (and,asusualallow it to runin
time polynomialin log 1 ). We will alsohave occasiorto
considerstratgy learningalgorithms thatcanonly achiere
a payof thatis a multiplicative constanfactor 1 of the
optimalpayof; we call suchalgorithms -competitive
In the®rstpartof thepaperwe concentrat@ntwo speci®c
games.The®rstgame calledpenny-mataing, givespayof 1
to the stratgy learningalgorithmif andonly its play matches
that of the adwersaryD thatis, if andonly if both players
play O or both playersplay 1. Otherwise,the payof to the
stratgy learningalgorithmis 0. Thusthe gamematrix is
00 11 1 o1 10 0. We will oftenusethe
termpenry-matchingto refernot only to this gameitself, but
alsoto the strategy (regardlessof the gamebeing played)of
alwaysplayingthe sameactionasthe adwersary The second
gameweexamineis calledcontract. Herethestratgy learning
algorithmrecevespayof 1 if andonly if bothplayersplay 1
(signthe contract),otherwiseit receves payof 0. Thusthe
gamematrixis 11 1 o0 01 10 0.
Despitethefactthatthepenry-matchingandconractgame
matriceddiffer on only asingleentry (whenbothplayersplay
0),they captureafundamentatlistinctionbetweergametypes,
especiallyin the contet of resource-boundealdersaries.In
penry-matching,regardlesf the adwersarys currentaction
(whichmaydependstronglyonthehistoryof play),thereis al-
wayssomeactionthatthestratgy learningalgorithmmaytake
to achiee the maximumpossiblepayof in the entire matrix
(namely matchtheadwersarys play). In contracthowever, if
theadwersaryis currentlyplayingO, thereis noactionthestrat-
egy learningalgorithmmay makein orderto achieze nonzero



payof. Thus,succeedingtpenry-matchingequireonly that
thestratgy learningalgorithmlearnto predicttheadwersarys
actions,while contractmay requirethe stratgy learningal-
gorithmto in uencethe adwersarys actions possiblythrough
carefulplanningover mary roundsof play.

3 GamesAgainst RecentHistory Adversaries

Much of the previous work on playing gamesagainstcom-
putationallyboundedadwersarieshasconcentratecbn ®nite
automatadwersariesandtherehasbeenlittle work onlearn-
ing to play optimally exceptfor the gameof penry-matching.
In this sectionandthe next, we investigatethe problem of
learningto play contractagainstwo typesof adwersarieghat
areratherdifferentfrom thosede®nedby smallautomataThe
®rsttype of adwersaryis de®nedy certainbooleanformulae
over therecenthistory of play, andthe secondype of adwer
saryis de®nedy linearfunctionsof simple statisticsof the
entirehistoryof play. In bothcasesexponentiallymary states
may berequiredto describehe sameadwersariesas®niteau-
tomata. We beagin by introducingthe generalframevork of
recenthistory adwersariesthenspecializeo the simpleclass
thatwe cananalyze.

Let usintroducethe history vectorsof length at round

( ), 0 1 , wherethevariable  con-
tainsthe binaryvaluethatwasplayedby the stratgy learning
algorithmat round , andthevariable  containsthe
binaryvaluethatwasplayedby theadwersaryat round
(1 ). Whenthecurrentround s still smallerthan
thehistorylength , and arede®nedo bethevectors
of length  which containthe actionsplayedby the stratgy
learningalgorithmandthe adwersaryrespecitiely, in the ®rst

rounds. For simplicity, whenno confusionwill resultwe
will dropthesuperscript indicatingtheindex of thecurrent
round. Thus and simply storethelast roundsof play,
andthey arecontinuallyupdatedduring play by shifting after
eachround(with theplaysmade  1roundsagobeinglost).
A recenthistoryadversaryis anadwersarywhosecurrentplay
is de®nedby somebooleanfunction As a simple
example, considerthe adwersaryfor contractde®nedy the
boolearformula

Theclause 1 1 forbids

1 1 1, which in contractmeansthat the strat-
egy learningalgorithmenjoyedtwo consecutie payofs 1
roundsago. Thus,the adwersaryde®nedy simply plays
1if andonly if the stratgy learningalgorithm hasnot re-
ceivedtwo consecutie payofs in thelast rounds,atype of
apro®t-limiting® adwersary

Clearly, we would like to ef®cientlylearnto play various
gamesearlyoptimallyundertheleastrestrictveassumptions

on the recenthistory adwersary . Not surprisingly how-

ever, a numberof the computationalimitations governing
more standardlearning modelstranslateto the currentset-
ting. For example,we shouldnot expectto ef®cientlylearn
to play penry-matchingagainsrecenthistoryadwersarieghat
arebooleancircuits (over theinput variables and ) of size
polynomialin the historylength , sincesuchadwersariexan
computepseudo-randorfunctionsof the history. (Thisclaim

will be madeformally in the full paper). Similar aluments
applyto learningto play contract.

On the positive side, supposeahat the recenthistory ad-
versary is dravn from a class of booleanfunc-
tions for which thereis an absolutemistake-boundedlgo-
rithm [5] B thatis, a predictionalgorithm that makesat
most mistakesin predictingthe valuesof ary
targetfunctionchosenfrom  on any sequencef 2 -bit in-
puts (history vectors),where is a polynomial.
Thenit is easyto seethat is in factan algorithmthatwill
ef®cientlylearnto play penry-matchingnearlyoptimally, be-
causesince doesnotdependn , thefraction
of roundsin which we have failed to matchdecreasesit a
rateof 1 . Thislogic fails for contracthowever, where
our goalis not simply that of prediction,but of maximizing
the numberof roundswherewe play 1 in synchroy with the
adwersary We now investigatdurtherthisapparentlifference
betweerpenry-matchingandcontractfor a particularclassof
recenthistoryadwersaries.

Considettheclassof recenthistoryadwersariesie®nedy

the booleanformulae , Where 1 is an
index set,and
Therestriction in the subscripis clearlyredundanfor

, andis addedonly to ensurghat  bewell de®nen
historyvectorsof lengthlessthan . We adoptthe corvention
that for every , 1, where denoteghe empty
historyvector We do this becauséf we allow 0,
then  will play 0 on all future rounds,andno stratgy can
achieve payof higherthan0. Takentogetherthe restriction

in the subscriptaborve andthe condition 1
areequialentto assuminghatthe historyvectorsareinitial-
izedto containasinglesacri®cen themostrecentround,and
all 0 entriesfor bothplayersin the 1 previousrounds.

Note that is a 2-DNF formula over the variables
1 1 . Sincesuchformulaehave an ef®cient
absolutemistake-boundedlgorithm[5], ourcommentabose
imply thatwe canlearnto play penry-matchingnearly opti-
mally againssuchadwersariesn polynomialtime. Let usnow
examinethe moresubtleproblemof playing contractagainst
this class. The term stipulateghat roundsago,
theadwersary playedl, but thestratgy learningalgorithm
played0. We call sucha rounda sacri®cgbecauseince
playedl, thestrat@y learningalgorithmcouldhave obtained



apayof by playing1 butinsteadolayeda 0. If asacri®cec-
curred roundsagofor ary intheindex set ,theadwersary
plays1 in the currentround;otherwisethe adwersaryplaysO.
We calltheset thepastsacri®cedwersariegor contract.
Thepastsacri®cadwersariegreinterestingor thedirectten-
sionthey createbetweerobtainingpayof in thecurrentround,
andensuringfuture payof, which requiresthe occasionain-
sertionof sacri®cemto thehistory. Evenaplayerwhoknows

and wishesto play contractoptimally cannotpursuethe
greedystrategyy of alwaysplaying1 in synchroly with B
thereadercaneasilyverify thatthis would quickly drainthe
history vectorsof ary sacri®ceshey might have contained,
andno furthercontractpayof would be possible.

Thus,whilethe  arerathertrivial adwersariegor playing
penry-matching,a differentapproacthis requiredfor playing
contraciagainsthissameclass.Wenow giveanef®cienstrat-
egy learningalgorithmfor playing contractagainstthe past
sacri®cedwersarieghatis 1 2-competitve (thatis, achieres
payof at least1 2 timesthe optimal payof). The analy-
sis shaws thatthe optimal payof hasan interestingnumber
theoreticcharacterization.

Theorem 3.1 Thee is an ef®cientl 2-competitivestrategy
learning algorithm for playing contract againstthe classof
pastsacri®cestratayies.

Proof (Sketch): The proposedstratgy learningalgorithm
operatesn two simple phases.In the ®rstphase(calledthe
sacri®cephasg, alwaysplaysO (regardlesof the actions
of ) in orderto @00d® the history vectorswith as mary
sacri®ceaspossible.In thesecondhasgthe payof phass,
attemptsto alternateperiodsof sacri®cewith periodsof
payof in a patternthat can be maintainedinde®nitely We
beaginby giving acharacterizatioof therateatwhichsacri®ces
are obtainedduring the sacri®cephaseof . This ratealso
providesuswith anupperboundon the optimalpayof.

Lemma3.2 Let beany pastsacri®ceadversaryfor con-
tract,andconsiderthestrategy thatalwaysplays0 against
Thenafteratmost 3 roundsof play, sacri®cewill occurevery
roundswhee gcd  isthegreatescommordivisorof
theindicesappearingin . Furthermoe, the optimal payof
thatcanbeobtainedagainst by ary playeris at mostl

Proof (Sketch): For the upperboundon the optimal payof,
®rstconsiderary stratgy for playingagainst , andlet
uscredit with payof 1 at the currentroundif plays1,
regardlesof whether hasplayedO or 1. Thenwe will only
overcountthe actualpayof of , andnow we canassume
without lossof generalitythat playsto maximizethe fre-
gueny with which  playsl. Since 'splayingl in the
currentroundcannever cause to play 1 in afutureround,
the beststratgy for  underthis analysisis to alwaysplay
0. If 1 , thiswill cause to play 1 atrounds
1 , which arethe roundsthat the lone sacri®cen the
initial con®guratiortpasseghroughCthe relevantindicesin

thehistoryvectors.In generaljf ~ playslatround |, this

insertsanothersacri®cénto thehistory(since is playing0),

leadingto sacri®cesit the later rounds 1 .

Thusall thesacri®ceoundshavetheform 11

for somenaturalnumbercoef®cients ; . Thismeans
that is a multiple of ged 4 , and we have

proventhatary stratgy for playing contractagainst can

only obtainpayof at roundsthataremultiplesof (call such
rounds -roundg, asdesiredfor the upperboundon the opti-
mal payof.

We now shaw thatafterat most 2 roundsthe stratgy of
alwaysplaying 0 against  will in fact resultin a sacri®ce
onevery -round. To seethis, recall that we canwrite

11 for someinteger coefdcients ; ; how-
ever, someof the maybenegative. Let 11
beasacri®ce&ound,wherethenaturalnumbers ; are

suf®cientlylarge (asdeterminedyy the analysisbelow). We
now wish to shaw that 2 arealso
sacri®ceoundswhere 1; this suf®cego shav thatall
future -roundswill be sacri®ceaounds,sinceoncethe his-
tory vectorscontaina sacri®ceon every -roundbetweerthe
currentroundandindex 1, the sacri®cepassingthrough ;
alonewill causenew sacri®ceat this sameratefrom thenon.
To seethat is a sacri®ceoundfor every 1 ,
we mustshawv thatit canbe written asa linear combination
of the indicesin  with natural numbercoef®cients. We
have 11 11

1 11 . Providedwe chooséhenat-
uralnumbers , the coef®cientof will also
be naturalnumbersand will beasacri®ceound. It
canbeshowvn thatthe canbechosersothattheir absolute
valuesareall boundedby . It directly follows thatthe
minimalvalueof  for which is a sacri®ceoundfor
every Oisatmost 3, asrequired. (Lemma3.2)

Thus,thesacri®cg@haseof our stratgy learningalgorithm

continueauntil the historyvectorsare - oodedwith sacri-
®ced thatis, until they containa sacri®cesvery indices.
By Lemma3.2,this occursafteratmost 2 rounds.(Notethat

canquicklyinferthevalueof fromthepatternof sacri®ces
that emeges.) At this point, attemptsto enterits payof
phase.Since 'sbehaior onroundsthatarenot -roundsis
irrelevant, we concentraten 's behaior on -rounds. Of
course, cannosimplybeagin playinglinde®nitelysincethis
wouldquickly drainthehistoryvectorsof all sacri®cegndno
furtherpayof wouldbepossibleb abalancebetweerpayof
andpreseration of sacri®cess required. To begin with, we
dismissthedegenerateeasein whichtheindex set contains
only asingleindex ;: it canbeveri®edhatin thiscaseonly a
singlepayof caneverbeobtained sothe averagepayof over
time approache®. Thuswithoutlossof generality 2.

Suppose®rstthatwe knew the®rsttwo indices ; 2, and

let » for a naturalnumber 1. Considerthe
stratgy of restoringsacri®cegor thenext  -rounds,then
obtainingpayof for thefollowing  -rounds.We claim that



this patterncanbemaintainednde®nitelybecausatevery -
roundeither ; or , containsapastsacri®ceandthus  will

play 1. Thereasoris thatasinglepayof blockof  -rounds
is too shortto cover both ; and ;, but thesepayof blocks
aretoolongfor ;1 and , to be coveredby differentblocksof
payof.

It remainsto ®nd 1 and ,. This canbedoneon the®rst
roundsof play (prior to the sacri®cehase)in the following
simplemanner The stratgy learningalgorithmplays1 until
the adwersary®rstplays1 (in round ;) andthenswitchesto
playing O until the adwersarynext plays1 (atround ;). Note
thatif is known, thenall the indicesin  canbe foundin
a similar manner andthe stratgy de®nedabose whenonly
the ®rsttwo indicesare known canbe easily generalizedo
get higher averagepayof. However, if is not known, it
is not clear how the algorithm can aquire this information
without risking the loss of all sacri®cesn its recenthistory.

(Theorem3.1)

4 GamesAgainst Statistical Adversaries

In thissectiorwe studytheproblemof playingcontractagainst
an adwersarywhosecurrentmove dependson the entire (un-
boundedhistoryof playsofar (in contrasto therecentistory
adwersarief thelastsection) pbut only throughthe statistics
of thehistory. Herewe consideionly the simpleststatisticsof
thehistory thevalues 5 1, o1 10 Wherefor 01
thevalue isthefractionofthe®rst roundsin whichthe
stratgy learningalgorithmplayed andtheadwersaryplayed
. Whereno confusionwill result,we dropthesuperscript

indicatingthe currentround. As a simpleexample,we might
considera contractadwersarythatplays1 in thecurrentround
if andonly if 11 for somethreshold 01. This
adwersaryis willing to let its opponentreceve a payof only
if the opponentis not too wealthyalready In general,one
might consideradwersariesvhosecurrentplay is a compli-
catedfunction of not only the but alsoof otherstatistics
of thehistory. Herewe makea modeststartby giving anef®-
cientstratgy learningalgorithmfor playing contractagainst
adwersarieghatplay1 if andonlyif thestatistics obey a
linearinequality;we referto suchadwersariesslinear statis-
tical adversariesWethusrevisit theclassicalinearseparatqr
but thistime in the context of learningto play games For sim-
plicity we concentraten the two-dimensionatasein which
the adwersaryis determinedby a linear constraintover only
the statistics oo and 11; the generathree-dimensionatasé
is similarandwill beconsideredn thefull paper We stateour
theoremsbelawn for contract,but we point out thatsinceab-
solutemistakeboundedalgorithmsdo not exist for linearsep-
aratorsin 2 (a point elaboratediponbelow), even learning
to play penry-matchingagainstlinear statisticaladwersaries
nearlyoptimally is a nontrivial problem. Our algorithmsfor

INote that there are really only three dimensions here since

01 1 alwaysholds.

00

optimalpoint

_

11

Figurel: Exampleof a statisticaladversary 00 11 ,Shawing
the regionsin which the adwersaryplays0 and 1, the diagonalline
representinghe constraint oo 11 1, and the optimal point
of play lying on this line. Also shawn is a typical trajectorytaken
by the stratgy of penry-matchingwhen playing contractagainst

. Matching onesresultsin an increaseto 11 and a decrease
to oo, While matchingzeroshasthe reverseeffect, resultingin the
alternatingpatterrshavn. Thedistancdraveledwith eachsuccessie
matchdecreasewith time.

playingcontractontainpenry-matchingsubrouthesandthus
solve the penry-matchingproblemaswell. The reasonthat
penry-matchingis a usefulsubroutinenereis thatfor certain
, penry-matchingmoves us on a trajectorythroughthe
11 oo planethatrapidly approachetheoptimalpoint,and
remaingherestably Thusin thesecasegpenty-matchingcan
bethoughtof asaneffective meanf motioninthe 11 oo
plane.

Theorem4.1 For any , let 00 11 1if
andonlyif 13 oo- Thenther is an ef®cientstrat-
egy learningalgorithmfor playing contractagainstthelinear
statisticaladversaryclass

Proof (Sketch): We restrictour attentionto the case 0,
which is the mostinteresting,andfor which a representatie
picture is shavn in Figure1l. The general casewill be
consideredn the full paper;the ideasare quite similar but
somecareis requiredin the handlingof initial conditions.
The main pointsof the proof are: (1) For 0 (implying
that the linear separatothas positive slopein the 1; 00
plane)the strat@y of penry-matching(thatis, alwaysplaying
identicallyto theadwersary ) isinfactanoptimalcontract



stratgy 2; (2) Despitethe fact that the well-known halving
algorithm can be forced to make mary predictionmistakes
on an arbitrary sequencef trials, on the sequenceactually
generatedy the halving algorithmplaying contractagainst

, only a logarithmic numberof mistakeswill be made;
and(3) Thelogarithmicnumberof predictionmistakehave a
smalleffect on the contractpayof.

We assumen thefollowing analysighattheinitial condi-
tionsare qo 11 0. Otherinitial conditionscanbetreated
similarly. We begin by consideringhe payof obtainedwvhen
the halving algorithm plays contractagainsta simple one-
dimensionahdwersary 11 , where 1 1if andonly
if 11 . Thereadercaneasilyverify thatagainstsuchan
adwersary the optimal contractpayof at round is within
1 of , andthatthis optimumcanbe achieed by always
playing1, but alsoby (perfectly)penry-matchingagainst
Here we are interestedin analyzingthe contractpayof of
the one-dimensionahalving algorithm 1, sincethis analy-
siswill include mary of the elementsrequiredto solve the
two-dimensionatase.

At every round , ; keepstrack of the versionspace

for Here s thelargestpastvalueof i, for
which the adwersaryplayed1, and is the smallestpast
valueof 13 for whichtheadwersaryplayedO. At all times
liesin theversionspace.At the currentround, ; plays1 if
andonly if 11 2. If 'splayfails to match
thatof |, thenthewidth of theversionspacenasbeenatleast
halved.

In theusualmodelsof on-lineprediction[5], thesequence
of inputs to to beclassi®edthatis, penry-matched)s
arbitrary andthehalvingalgorithmmaybeforcedto make
predictionmistakesn trials dueto the arbitrary precision
of the (anunfavorablesequencevould alwaysarrangethe
next tofall in the currentversionspace). To seethatthe
presentsituationis considerablymore favorable, we make
the following de®nition: 0 1 hasrational compleity
atmost if is a rational numberwhosenumeratorand
denominatorare both at most Thenat every round

and  have rational compleity at most , sincethey
representrequencie®f certaineventsoveratmost rounds
of play. It is easyto verify thatthisimplies 1 2
Thusif  is the numberof predictionmistakesmadeby 3
onthe®rst rounds,we musthave 1 2 1 2or
2log . We now amuethat thesefew predictionmistakes
madeby i have arathersmalleffect on the contractpayof
that ; recevesin comparisonto perfectpenry-matching,
whichis anoptimal contractstratey.

Lemma4.2 For any 0, the contract payof of algo-
rithm ; whenplaying against is at least within
1 log1l rounds.

2This statementloesnot hold for
separatenethods.

0, but this casecanbe handledby

Proof: First, for ary small 0, we upperbound , the
numberof roundsrequiredfor 3 to exceed 2 for the
®rsttimewhen ; playscontractagainst . Since ; makes
atmost2log predictionmistakesn the®rst roundsand
since isplayingl aslongas 11 , we musthave 11

1 2log atround . Thedesiredinequality 11

1 2log 2 holdsfor 1 log1

We next amgue thatif 1, falls below 2 immedi-
ately following someround , thenon or beforeround2 ,
11 exceeds 2 again,andfor all roundsin between
and2 , q;isatleast . We know thatbetweerrounds
and2 , 1 will makeatmost2log 2 predictionmis-
takes,and that eachsuchmistakedecreases; by at most
1 . Thusthetotal decreaseo 11 betweerrounds and
2 is atmost2log 2 On the other hand, as long
as 11 2, eachcorrectpredictionby 1 increases
11 by at least 1 2 2 4 This is be-
causeanincreaseto 3 following round is alwaysgiven
by 11 1 1 1 1, or equvalently
1 u 1 11 1 . Thusthetotalincreasdo 11
betweermrounds and2 isatleast 2log 2 4
If satis®es 2log 2 4 2log 2 then
we know that 11 hasincreasedrom rounds to2 , and
hence 11 againexceeds 2byround2 . The stated
inequalityholdsfor 1 logl . Finally, forall
roundsin between and2 we know that 1; mustexceed
2 2log 2 . Thusif 2log 2
is within of for all roundsin between and2
1 log1l suf®ces. (Lemma4.2)

Armed with the analysisof algorithm 3, we can now
returnto thetwo-dimensionahdwersary 00 11 . Inthis
casetheoptimalcontractpayof is thelargestvalue 01
suchthat 1 1. In otherwords, an optimal
contractstratgy triesto maintain oo 1 and 1; for

aslargeaspossibleseeFigurel. Thereademayverify that
penry-matchingagainst  will againachieve thisoptimum
(seeFigurelfor atypicaltrajectorytakenby penry-matching),
andalsothatthenaive stratgy of alwaysplayingl1 (whichdid
achievestheoptimumagainstheone-dimensional ) will not
succeed.

Thus,our goalwill againbethatof approximatelypenry-
matching,this time usingthe two-dimensionahalving algo-
rithm 5 for the . The versionspaces how morecom-
plicatedthanin the one-dimensionatase,as is the analy-
sisboundingthe numberof predictionmistakesnadeby ».
However, the basicproof outlineis similar. It canbe shavn
thatthe versionspacewhich is theregionin the plane
consistentvith thehistorysofar, is alwaysa convex polygon.
Furthermore the verticesof this polygon, while no longer
equalto pastvaluesof 1;, are neverthelessdeterminedby
pastvaluesof ooand 11, andhave rationalcompleity poly-
nomialin . Thisimpliesa l lower boundon the
versionspaceareaatround , leadingagaintoan log
boundonthe numberof predictionmistakesdyy ; (detailsin

2, 1
. Again,



subintenal

Y

optimalpoint

: /

11

Figure2: Exampleof astatisticabdwersaryde®nedtby anintersection
of 4 lines of increasingslope, shaving the regions in which the
adwersaryplays0 and 1, the line representinghe constraint oo

11 1,andtheoptimalpointof playlying onthisline. Also shavn
is the vertical strip de®nedy the subintenal . Theexamples
falling in this subintenal areusedto computea local versionspace
by the algorithmof Theorem4.3. Sincethis particularsubintenral
includesa corner point of the adwersary at some point the local
versionspacemay becomeempty resultingin the splitting of the
subinteral.

thefull paper).To seethat » is ef®cienthotethatcomputing
theareaof a convex polygonin the planecanbe donein time
polynomialin thenumberof vertices.
Theprecedinganalysigmpliesthatwhen , playsagainst
,wemusthave o9 11 1 log for round
and all later rounds. At this point, we have almostre-
ducedtheanalysigo theone-dimensionatase sincenow ;
is approximatelypenry-matchingwithin a narrav ribbon of
theline og 11 1,whichincludesthe optimalcon®gura-
tion. An analysissimilar to thatgivenin Lemma4.2 shavs
that , will corverge rapidly to this optimal con®guration.
(Theoremd.1)
We concludethis sectionby consideringhe morecompli-
catedcasen whichtheadwersarys 1-regionis anintersection
of half-spacegiatherthanjustasinglehalf-space We seek
astratgy learningalgorithmthatis polynomialin . Weagain
assumehatall of thehalf-spacearede®nedby lineswith pos-
itiveslopeinthe 11 oo plane;arepresentaie adwersaryis
shavnin Figure?2.

Theorem 4.3 Theeisanef®cienstrategylearningalgorithm
for playingcontract againstanyintersectionof half-spaces
de®nedby linesof positiveslopeinthe 11 ¢ plane

Proof (Sketch): Let be the adwersaryfunction. Again it
is easilyveri®edthatin the caseof positive slopes the opti-
mal con®guratiors the dividing point betweerthe 0 and1
regionson theline oo 11 1, andthat penry-matching
will rapidly converge to this optimum. However, now the
versionspacehas2 parameterandthevolumecomputation
requiredfor directlyimplementingthe halvingalgorithmhas
no known polynomialtime solution(in particular sincehisto-
riesfor which theadwersaryplaysO resultin a disjunctionof
linear constraintson the 2 parametersthe versionspaceis
nolongernecessarilyaconvex body). Ouralgorithmwill still
attemptto penry-match but usinga differentstratey.
Thealgorithmpartitionsthe 11 axisinto disjointsubinter
vals. Initially, thereis only thesinglesubinteral 0 1. At ary
time, within eachsubintenal , the algorithm maintains
alocal versionspacefor a singleline by usingonly the past
examples o0 11 oo 11 forwhich 11 (see
Figure?). Noticethatif theverticalstripofthe 11 oo plane
de®nedy the constraint 13 doesnot containa 2cor-
ner°of theadwersary (meaninghattheboundaryof between
the 0 and1 regionsof s a straightline whenrestrictedto
this vertical strip), thenthe local versionspacefor will
alwaysbenon-empty Otherwise at somepointthe examples
falling into the subintenal may becomeinconsistent
with ary linear classi®eB thatis, the local versionspace

for may becomesmpty Whenthis happenswe split
the subintenral into the two subintenrals 2
and 2 andcomputethe local versionspacedor

thesetwo new subintenals usingthe pastexamplesthat fall
into eachsubinteral. For at leastone of the new subinter
vals, the local versionspacemustbe non-empty sinceonly
thesubintenal containingthelastexamplecanhave anempty
local versionspace(recall that prior to the last example,the
entiresubintenal hada non-emptylocal versionspace,
soary subintenal hasa non-emptylocal versionspacef the
last exampleis omitted). As long asa new subintenal has
an emptylocal versionspacewe divide it again. However,
sincenewly createdsubintenalsthatdo not containthe last
example and are adjacentcan be meiged togetheragainto
getalargersubintenal with a non-emptylocal versionspace,
in theworstcasewe divide into threenew subinterals
, eachwith non-emptylocal versionspaces.
The main point is that eachtime a local versionspace
becomesempty we createat mostthree new subinterals,
while reducingour uncertaintyaboutthe locationof a corner
of byatleastl 2(sincetheremusthavebeenacorneiin
if its local versionspacebecameampty andnow this corner
liesin asubintenal of lengthatmost 2). Furthermore,
sincethevaluesof oo and 11 have low rationalcompleity,
thesubintenalsalwayshave lengthatleastl 2 atround



This allows usto guaranteg¢hatthereareat most log
predictionmistakescausedy emptylocal versionspacesin
eachsubinternalwemakeatmost?log predictionmistakes,
so the total numberof mistakesis boundedby log> .
This can be shavn to imply that the algorithmwill rapidly
reachthe optimal point in the 13 oo planefor playing
contractagainst . (Theorem4.3)

5 GamesAgainst Probabilistic Automata

We now turn to the problemof playinggamesagainsiadwer
sariede®nedby probabilistic®niteautomata This continues
a line of researchnvestigatedy Gilboaand Samet3], and
morerecentlyby Forthnov andWhang[2] andVovk [12]. Our
mainresultis apolynomial-timealgorithmfor learningto play
any gamenearlyoptimally againsiary ®niteautomatorwith
probabilisticstategde®nedelon) andsmallcover time. We
alsoprove thatif the adwersaryautomatorhasprobabilistic
transitiongde®nedbelow) theneventhe problemof approxi-
matingthe optimalpayof whenthe automatoris givento the
algorithmis -complete(improving on a result of
Papadimitriouand Tsitsiklis [7]), which precludesa positive
resultfor learningto play optimally againssuchmachines.

5.1 Probabilistic State Automata

A probabilisticstateautomaton{PSA) canbe thoughtof asa
generalizatiomf aDFA in whicheactstatecontainsadifferent
biasedcoin (with theusualde®nitiorof aDFA beingobtained
by restrictingall the biasesto be eitherO or 1). In state |,
the PSA generates singleoutputbit (action)by “ipping the
biasedcoinat . Asin aDFA, thenext stateis still determined
solelyby the next inputbit (action).

More formally, a Probabilistic StateAutomaton is a
tuple 0 ,where isa®nitesetof states g is
thedesignatedtarting state 0 1, isthestatebias
function and 01 is the transitionfunction
TheadwersaryPSA isinitially in its startingstate . If the
statein round is ,then playsactionl1 with probability

, andaction0 with probability 1 . If theactionof
thestrategy learningalgorithmin the throundis 01,
then 'sstatein round lis . Thus,the stratgy
learningalgorithm obseres the outcomeof the adwersarys
biasedcoin 7ip for the currentroundonly after choosingits
own actionfor thecurrentround. Notethattheoutcomeof the
biasedcoin Tip is the only informationthe strateyy learning
algorithmreceves aboutthe currentstate;this is in contrast
to muchof theresearcton Markov decisionprocessesyhere
thelearningalgorithmis told theidentity of the currentstate.

NoticethatalthoughPSAs ip coinsateachstate thefact
thattheir transitionsremaindeterministiqpreseresthe usual
notionof cyclesb namelyastate andasequencef actions
(of the strat@y learningalgorithm)from thatreturnsto
As in thecaseof DFA's, for every PSAthereexistsanoptimal

strat@y thatis a repeatedsimplecycle [3]. Moreover, if the

automatoris given,the optimalcycle canbefound ef®ciently
usingdynamicprogramming.GilboaandSame{3] notethat

their algorithmfor learningan optimal cycle stratgy against
DFA's canbe easilyadaptedo PSAs. However, asin their

originalstratgy for DFA's, it maytakeanexponentiahumber
of roundgexponentiain thenumberof stateof theadwersary
PSA)toachieve payof whichis closeto optimal. Fortnon and

Whang[2] shavedthatin the caseof DFA's, if theunderlying

gameplayedhasa certainproperty(held by contractbut not

by penry-matching),thenthereis alsoan exponentiallower

boundfor the numberof roundsneededeforeapproaching
optimality.

It is interestingto note that if the underlying gameis
penry-matchingthen the exponentiallower bounddoesnot
hold. Forthov andWhanggive an ef®cientstrategy learning
algorithmfor playing penty-matchingagainstDFA's. Unfor-
tunately it doesnot seemthat penry-matchingis ary easier
thancontractwhenplayingagainstPSAs. The2combination
lock® lowerboundargumentgivenby Fortnonv andWhangfor
contractcaneasilybe modi®edo give an exponentiallower
boundfor learningto play penry-matchingagainsPSAs. The
importantpropertyof combinationock automatas the exis-
tenceof a statewhich canbereachednly whenthe strategy
learningalgorithmplaysa speci®sequencef 1 actions.
Forthisremotestatethereexistsanactionwhichachiezeshigh
expectedpayof, andwhich allows thealgorithmto remainin
the samestate. For every other state the expectedpayof is
low nomatterwhatactionis choserby thelearningalgorithm.
A naturalquestionis whetherwe can obtain ef®cientalgo-
rithmswhenwe restrictour attentionto automatahat do not
have stateghatarehardto reachb thatis, automatavhose
underlyinggraphshave small (polynomial) cover time® We
answerthis questionin the af®rmatve in the theorembelow.
Our resultimproveson the work of Ron andRubinfeld[1q,
who examinethe specialcaseof statebiasfunctionsthattake
only two possiblevalues andl for 0 1.

Theorem 5.1 For anygame , ther is an ef®cientstrategy
learningalgorithmfor playing againstthe classof proba-
bilistic stateautomatawith polynomialcovertime

Proof (Sketch): Let  denotetheadwersaryPSAwith small
cover time. In whatfollows we describean ef®cientstratgy
learningalgorithmthatattemptgo constructa goodapproxi-
mation to afterplayingapolynomialnumberof rounds
against . Theautomaton will beagoodapproximatiorio
in thesensehatfor ary sequencef actionsjf thesequence
is playedagainstboth and , thenthebiasof thecoinin
thestatereachedn  will becloseto thebiasof thecoinin
thestatereachedn . WerefertothisasPSAlearning, since

3The covertime of a directedgraphis de®nedo be the smallestinteger
suchthatfor every vertex , the probabilitythata randomwalk of length
from will pasghroughall theverticesof the graphis greatethanonehalf.



it is similar to standardnodelsof automatorearningin its
constructiorof acompletenodelof , anddoesotexplicitly
accounfor thefactthatthegoalis to play agameagainst
However, if we playagainst accordingo anoptimalcycle
computedfor , thenour payof will be closeto optimal.
It shouldbe notedthat the quality of approximatiomeeded
may dependon the game beingplayedb for instance jf
someentry of the gamematrix is muchlargerthanthe other
entriesthenhigh expectedpayof maybe achievzed by hitting
this entry only very rarely in which casewe will needbetter
approximation®f the statecoin biases.For simplicity in the
descriptionbelow, we will assumehe gamematrix hasonly
entriesfrom 0 1 .

In orderto simplify the presentatiorwe startby making
two assumptionghe ®rstcanbe madewithout lossof gener
ality, andthesecondcanberemored usingatechniqueadueto
RonandRubinfeld[1]. Assumption(1): isirreduciblein
the sensehatthereis no smallerautomatorequialentto it.
Assumption(2): ThereexistssomevalueD such
thatfor every state in theadwersaryautomaton , thestate
coinbias satis®es D for someinteger . Thus,
ary pair of statesmay containcoinswith eitherthe samebias
or signi®canthydifferentbiases.

The standardproblemthatariseswhentrying to learnau-
tomataof varioustypesfrom a singlecontinuoussequencef
actionsis the needfor a procedurdghat orientsthe learnerby
providing evidencethatit hasreturnedto a stateit hasprevi-
ously visited. In fact, it is possibleto shav [10] thatin the
caseof smallcovertime, thePSAlearningproblemreducedo
the problemof orientation(detailsomitted),andthuswe con-
centrateon this latter problem. A well-studiedprocedurédor
orientationwhenlearningDFA's useshomingsequencefd].
A homingsequencédor a DFA is anactionsequence such
thatregardles®f thestartingstate thesequencef statdabels
obsened during the executionof  uniquely determineghe
statereached.

The problemthat ariseswhentrying to adaptthe notion
of a homingsequencéo a PSA is thatnow the statela-
bels(adwersaryactions)obseredarenolongerdeterministic,
but are generatecby biasedcoin “ips. Hence, given ary
actionsequence andstate of , thereis not a unique
sequencef actionsplayedby  when is executedstart-
ing from , but ratherthereis a distribution on such se-
guences. In orderto overcomethis obstaclewe ®rstmod-
ify the de®nitionof a homing sequences if we were ac-
tually able to seethe bias of the coin in eachstateas we
passedhroughit. We saythat a sequence 1 ,

0 1 is ahoming sequence for the PSA  if for

every pair of states ; and ,in ,if 1 > , then
1 >, where denotesthe sequenceof
probabilities 1 1 1. It

is not hardto verify (underAssumptiong1) and(2) above)
thatevery PSAhasa homingsequencef lengthat most 2.
Unfortunatelythealgorithmcannotdirectly obsere thecoin

biasesn the states. However, we now describea procedure
that, given an arbitrary sequencef actions , executes a
polynomialnumberof times,andcomputegwith high proba-
bility) agoodapproximatiorto thesequencef coinbiasesn
the stategpassedn the last executionof . This providesus
with a suf®cientorientationprocedurdor PSAs, sinceif we
know a homing sequence , we canrun the procedurewith
. If wedonotknow ahomingsequenceye initially as-
sumethatsomesingle-actiorsequence is alreadya homing
sequenceBYy testingthe payof obtainedfrom the algorithm
by using , we eithersucceedn obtainingnearoptimal pay-
off (in which casewe maynotdiscoseragoodapproximation
of  in the sensedescribedabore, but it doesnot matterin
termsof thegamepayof), orweareableto improveourcandi-
datehomingsequencédetailsomitted). This lattereventcan
happeronly 1timesbefore isatruehomingsequence.
To estimatehe coin biasesncounteredn thelastexecu-
tionof ,weuseanideaof Deanetal.[1] intherelatedsetting
of learningDFA's with noisy outputs®. Assumewe execute
,  consecutie times,andwe areinterestedn computing
thesequencef statecoin biasegassemdnthe th execution
of . Let the statereachedafter the th executionof be
denotedby . If , thenit is not hardto verify thatthe
states lie acycle(separatetly executionof ).
More precisely thereexists someminimal period1
suchthatevery executionsof thereis anexecutionof
thatstartsfrom ! (letuscall this state ) andendsat
(let us call this state ). If we knew the correctperiod
we could estimate (the sequencef coin biasesfrom
to reachedoy executing from ) by simply keeping
statisticsonly every  executionsof , with the intervening
1 executionsreturningusto

In orderto ®nda good approximationto without
knowing the correctperiod, for every pair 1
we computethe statisticsobtainedby that

is aperiodof . More precisely we ®rstperform 1
executionof simplytoreachsomestate . Wethenexecute
again,but for eachactionwe recordwhether  played0O
or 1. We thenrepeatthis processagainmaking 1
executionsof andassumingwe have returnedto , then
executing torecordfurtherstatisticsor thestatecoin biases
following Let us denotethe sequenceof averages
obtainedn thisway by . If isaminimalperiod,thenfor
every 1 , is alsoa period(thoughnot minimal)
and shouldbe approximatelythe sameas 1. If is
not a period, then one possibility is that we shall discoser
it is incorrectsince for some differs substantially
from 1. We next claim thatif we do not discorer such
aninconsisteng, then ! is agoodapproximatiorfor

4Thealgorithmof Deanetal. requiresa distinguishingsequencdor the
automatonwhich is a sequencef actionswhoseexecutiondetermineshe
starting stateof the executionratherthanthe destinationstate. It is known
thatsomeautomatalo not have a distinguishingsequencegvenif we restrict
to automatawith smallcovertime.



eventhough is not a period: If for every L
then,in particularthis is true for the minimal period

But we know that for the minimal period , ,
where ! is a good approximationof The abore
discussiomgivesusa simpleprocedurdor computinga good
approximatiorof , from which we canderive with high
probabilitythe exactsequencef correspondingrobabilities
underAssumption(2). (Theorenb.1)

1

5.2 Probabilistic Transition Automata

In this sectionwe give a hardnesgesultsfor the problem
of playing gamesagainstProbabilistic Transition Automata
(PTA's). In theseautomatathe statetransitionfunction is
probabilistic,andthusthe path takenthroughthe automaton
in responséo asequencef stratgy learningalgorithmactions
is randomlydistributed.

More formally, aPTA 0 is the same
asa PSAexceptthatnow the transitionfunction is de®ned
asfollows: 01 0 1, wherefor every

, andfor every 01, 1. As
is the casewhen is a PSA, s initially in its starting

state . If its statein round is , thentheactionit plays
is 1 with probability , and 0 with probability 1
If the actionof the stratgy learningalgorithmatround is
0 1 thenthe next stateis chosernrandomlyaccording
to the probability distribution de®nedby . As before
welet . It isworthnotingthatevery automatorwhich
hasbothprobabilistictransitionsandprobabilisticactionscan
be transformednto an automatorof approximatelythe same
sizewhich hasonly probabilistictransitions.

Fortnov and Whang[2] shaw that thereexist PTA's for
which thereis no optimal strateyy, evenfor penry-matching
(wherea strat@y is optimalwith respecto an adwersary
if lim inf is maximized).Papadimitriou
andTsitsiklis[7] shav thatcomputingthe exactpayof of the
optimal stratgy (giventhatit exists)is -complete.
Unfortunately this resultis not suf®cientto dismissthe pos-
sibility of an ef®cientstratgy learning algorithm, because
suchan algorithm mustonly discorer an approximatelyop-
timal stratgy. In the following theoremwe claim thateven
approximatingthe optimal payof for rounds
withinW1l ~ is -complete. As in the work of
Papadimitriouand Tsitsiklis[7], we assuméhe automatoris
givenasinput to the algorithm. Clearly, if the automatoris
notgiven (asin thelearningsetting),the problemof learning
anapproximatelyoptimalstratgy is atleastashard.

Theorem 5.2 For anygivennon-trivialgame, theproblemof

approximatingwithinW1 =, theoptimalexpectedhbayof
for playing the game againsta givenPTA  for
roundsis -complete
SWe sayagameis trivial  if all the entriesin its gamematrix have the
samevalue.
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The proof of the theorem,which is ommitedfor lack of
spaceis basednareductionfrom Arthur-MerlingamesThe
size of the automatorin the reductionis proportionalto the
numberof bits sentbetweenArthur andMerlin. This raises
the questionof whetherwe can do better for small PTA's
b namely whethera good stratgy can be found in time
exponentialin the size of the automatonbut polynomialin
1 . Weshow in thefull versionof the paperthat, givenan
automata,f the gameis playedfor  roundsthensucha
stratgy canbefoundef®ciently(wherethe dependencef the
runningtimeon islinear).
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